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UNIT -1
JAVA FUNDAMENTALS

Java I/O streaming – filter and pipe streams – Byte Code interpretation - Threading – 
Swing.

Java I/O
Consequently, I'd like to take one chapter to summarize Java's unique approach to I/O. I/O in 
Java  is  built  on  streams.  Input  streams  read  data.  Output  streams  write  data.  Different 
fundamental  stream  classes  such  as  java.io.FileInputStream  and 
sun.net.TelnetOutputStream  read  and  write  particular  sources  of  data.  However,  all 
fundamental output streams have the same basic methods to write data and all fundamental input 
streams use the same basic methods to read data. After a stream is created, you can often ignore 
the details of exactly what it is you're reading or writing.

• Filter streams can be chained to either an input stream or an output stream. Filters can 
modify the data as it's read or written—for instance, by encrypting or compressing it—or 
they can simply provide additional methods for converting the data that's read or written 
into  other  formats.  For  instance,  the  java.io.DataOutputStream  class  provides  a 
method that converts an  int  to four bytes and writes those bytes onto its underlying 
output stream.

Finally, readers and writers can be chained to input and output streams to allow programs to read 
and write  text  (that  is,  characters)  rather  than bytes.  Used properly,  readers and writers  can 
handle a wide variety of character encodings, including multibyte character sets such as SJIS and 
UTF-8.

Output Streams
Java's basic output class is java.io.OutputStream:
public abstract class OutputStream

This class provides the fundamental methods needed to write data. These are:

public abstract void write(int b) throws IOException
public void write(byte[] data) throws IOException
public void write(byte[] data, int offset, int length)
throws IOException
public void flush( ) throws IOException
public void close( ) throws IOException

Subclasses of OutputStream use these methods to write data onto particular media. For instance, 
a FileOutputStream uses these methods to write  data into a file.  A TelnetOutputStream uses 
these methods to write data onto a network connection. A ByteArrayOutputStream uses these 
methods to write data into an expandable byte array. But whichever medium you're writing to, 
you mostly use only these same five methods. Sometimes you may not even know exactly what 
kind of stream you're writing onto. For instance, you won't find TelnetOutputStream in the Java 
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class library documentation.  It's  deliberately hidden inside the sun packages.  It's  returned by 
various  methods  in  various  classes  in  java.net,  like  the  getOutputStream(  )  method  of 
java.net.Socket. However, these methods are declared to return only OutputStream, not the more 
specific subclass TelnetOutputStream. That's the power of polymorphism. If you know how to 
use the superclass, you know how to use all the subclasses too.

• OutputStream's fundamental method is write(int b). This method takes as an argument an 
integer from to 255 and writes the corresponding byte to the output stream. This method 
is declared abstract because subclasses will need to change it to handle their particular 
medium. For instance, a ByteArrayOutputStream can implement this method with pure 
Java code that copies the byte into its array.

• However, a FileOutputStream will need to use native code that understands how to write 
data in files on the host platform. Take special care to note that although this method 
takes an int as an argument, it  actually writes an unsigned byte. Java doesn't have an 
unsigned byte data type, so an int has to be used here instead. 

• The only real difference between an unsigned byte and a signed byte is the interpretation. 
They're both made up of eight bits, and when you write an int onto a network connection 
using write(int b), only eight bits are placed on the wire. If an int outside the range 0-255 
is  passed  to  write(int  b),  the  least  significant  byte  of  the  number  is  written,  and  the 
remaining three bytes are ignored. (This is the effect of casting an int to a byte.) On rare 
occasion, however, you may find a buggy third-party class that does something different, 
such as throwing an IllegalArgumentException or always writing 255, so it's best not to 
rely on this behavior if possible.

For example, the character generator protocol defines a server that sends out ASCII text. The 
most  popular  variation  of  this  protocol  sends  72-character  lines  containing  printable  ASCII 
characters. (The printable ASCII characters are those from 33 to 126 that exclude the various 
whitespace and control characters.) The first line contains characters 33 through 104 sorted. The 
second line contains characters 34 through 105.

The third line contains characters 35 through 106. This continues through line 29, which contains 
characters 55 through 126. At that point, the characters wrap around so that line 30 contains 
characters 56 through 126 followed by character 33 again.

Lines are terminated with a carriage return (ASCII 13) and a linefeed (ASCII 10). The output 
looks like this:
!"#$%&'( )*+,-
./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefgh
"#$%&'( )*+,-
./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefghi
#$%&'( )*+,-
./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefghij
$%&'( )*+,-
./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefghijk
%&'( )*+,-
./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefghijkl
&'( )*+,-
./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefghijklm
'( )*+,-
./0123456789:;<=>?@ABCDEFGHIJKLMNOPQRSTUVWXYZ[\]^_`abcdefghijklmn
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Figure 4.1. Data can get lost if you don't flush your streams

Input Streams

Java's basic input class is java.io.InputStream:
public abstract class InputStream

This class provides the fundamental methods needed to read data as raw bytes. These
are:
public abstract int read( ) throws IOException
public int read(byte[] input) throws IOException
public int read(byte[] input, int offset, int length) throws
IOException
public long skip(long n) throws IOException
public int available( ) throws IOException
public void close( ) throws IOException

• Concrete subclasses of InputStream use these methods to read data from particular media. 
For instance, a FileInputStream reads data from a file. 

• A TelnetInputStream reads data from a network connection.  A ByteArrayInputStream 
reads data from an array of bytes. But whichever source you're reading, you mostly use 
only these same six methods. Sometimes you may not even know exactly what kind of 
stream you're reading from. For instance, TelnetInputStream is an undocumented class 
hidden inside the sun.net package.

• Instances of it are returned by various methods in the java.net package; for example, the 
openStream( ) method of java.net.URL. However, these methods are declared to return 
only  InputStream,  not  the  more  specific  subclass  TelnetInputStream.  That's 
polymorphism at work once again. The instance of the subclass can be used transparently 
as an instance of its superclass. No specific knowledge of the subclass is required.

• The basic method of InputStream is  the noargs read(  )  method. This  method reads a 
single byte of data from the input stream's source and returns it as a number from to 255. 
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End of stream is signified by returning -1. Since Java doesn't have an unsigned byte data 
type, this number is returned as an int. The read( ) method waits and blocks execution of 
any code that follows it until  a byte of data is available and ready to be read. Input and 
output can be slow, so if your program is doing anything else of importance you should 
try to put I/O in its own thread.

• The read( ) method is declared abstract because subclasses need to change it to handle 
their  particular  medium.  For  instance,  a  ByteArrayInputStream  can  implement  this 
method  with  pure  Java  code  that  copies  the  byte  from  its  array.  However,  a 
TelnetInputStream will need to use a native library that understands how to read data 
from the network interface on the host platform.

The following code fragment reads 10 bytes from the InputStream in and stores them in the byte 
array input. However, if end of stream is detected, the loop is terminated early:

byte[] input = new byte[10];
for (int i = 0; i < input.length; i++) {
int b = in.read( );
if (b == -1) break;
input[i] = (byte) b;
}
Although read( ) reads only a byte, it returns an int. Thus, a cast is necessary before storing the 
result in the byte array. Of course, this produces a signed byte from -128 to 127 instead of the 
unsigned byte from to 255 returned by the read( ) method. However, as long as you keep clear 
which one you're working with, this is not a major problem. You can convert a signed byte to an 
unsigned byte like this:

int i = b >= 0 ? b : 256 + b;

They'll arrive eventually, but they aren't available now. To account for this, the multibyte read 
methods return the number of bytes actually read. For example, consider this code fragment:
byte[] input = new byte[1024];
int bytesRead = in.read(input);

It attempts to read 1,024 bytes from the InputStream in into the array input. However, if only 512 
bytes  are  available,  then  that's  all  that  will  be  read,  and  bytesRead  will  be  set  to  512.  To 
guarantee that all the bytes you want are actually read, you must place the read in a loop that 
reads repeatedly until the array is filled.

For example:
int bytesRead = 0;
int bytesToRead = 1024;
byte[] input = new byte[bytesToRead];
while (bytesRead < bytesToRead) {
bytesRead += in.read(input, bytesRead, bytesToRead - bytesRead);
}
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This is the minimum number of bytes you can read. You may in fact be able to read more, but 
you will be able to read at least as many bytes as available( ) suggests. For example:

int bytesAvailable = in.available( );
byte[] input = new byte[bytesAvailable];
int bytesRead = in.read(input, 0, bytesAvailable);
// continue with rest of program immediately...

In  this  case,  you can  assert  that  bytesRead is  exactly  equal  to  bytesAvailable.  You cannot, 
however, assert that bytesRead is greater than zero. It is possible that no bytes were available. On 
end of stream, available( ) returns 0. Generally, read(byte[] input, int offset, int length) returns -1 
on end of stream; but if length is 0, then it will not notice the end of stream and will return 
instead.

Filter Streams
• InputStream and OutputStream are fairly raw classes. They allow you to read and write 

bytes, either singly or in groups, but that's all. Deciding what those bytes mean—whether 
they're integers or IEEE 754 floating point numbers or Unicode text—is completely up to 
the programmer and the code. However, there are certain data formats that are extremely 
common and can benefit from a solid implementation in the class library. For example, 
many integers passed as parts of network protocols are 32-bit big-endian integers. Much 
text sent over the Web is either 7-bit ASCII or 8- bit Latin-1. Many files transferred by 
ftp are stored in the zip format. Java provides a number of filter classes you can attach to 
raw streams to translate the raw bytes to and from these and other formats.

• The filters come in two versions: the filter streams and the readers and writers. The filter 
streams still work primarily with raw data as bytes, for instance, by compressing the data 
or interpreting it as binary numbers. The readers and writers handle the special case of 
text in a variety of  encodings such as UTF-8 and ISO 8859-1. Filterstreams are placed on 
top of raw streams such as  a TelnetInputStream or a FileOutputStream or other filter 
streams. Readers and writers can be layered on top of raw streams, filter streams, or other 
readers and writers. Figure4.2.Theflowofdatathroughachainoffilters
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• Every  filter  output  stream  has  the  same  write(  ),  close(  ),  and  flush(  )  methods  as 
java.io.OutputStream.  Every  filter  input  stream  has  the  same  read(  ),  close(  ),  and 
available( ) methods as java.io.InputStream. In some cases, such as BufferedInputStream 
and BufferedOutputStream, these may be the only methods they have. The filtering is 
purely internal and does not expose any new public interface. 

• However, in most cases, the filter stream adds public methods with additional purposes. 
Sometimes these are intended to be used in addition to   the usual read( ) and write( ) 
methods  as  with  the  unread(  )  method  ofPushbackInputStream.  At  other  times,  they 
almost completely replace the original interface. For example, it's relatively rare to use 
the write( ) method of PrintStream instead of one of its print( ) and println( ) methods.

Bytecode Verification
When a class loader presents the bytecodes of a newly loaded Java platform class to the virtual 
machine,  these  bytecodes  are  first  inspected  by  a  verifier.  The  verifier  checks  that  the 
instructions cannot perform actions that are obviously damaging. All classes except for system 
classes are verified. You can, however, deactivate verification with the undocumented -no verify 
option.

For example,
java -noverify Hello

Here are some of the checks that the verifier carries out:

• Variables are initialized before they are used.
• Method calls match the types of object references.
• Rules for accessing private data and methods are not violated.
• Local variable accesses fall within the runtime stack.
• The runtime stack does not overflow.

If any of these checks fails, then the class is considered corrupted and will not be loaded. 

static int fun()
{
int m;
int n;
m = 1;
n = 2;
int r = m + n;
return r;
}
As an experiment, try to compile the following modification of this program:
static int fun()
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{
int m = 1;
int n;
m = 1;
m = 2;
int r = m + n;
return r;
}
In this case, n is not initialized, and it could have any random value. Of course, the compiler 
detects that problem and refuses to compile the program. To create a bad class file, we have to 
work a little harder. First, run the javap program to find out how the compiler translates the fun 
method. The command

javap -c VerifierTest
shows the bytecodes in the class file in mnemonic form.
Method int fun()
0 iconst_1
1 istore_0
2 iconst_2
3 istore_1
4 iload_0
5 iload_1
6 iadd
7 istore_2
8 iload_2
9 ireturn

Modifying bytecodes with a hex editor 
Change 3C to 3B and save the class file. Then try running the VerifierTest program. You get an 
error message:

Exception in thread "main" java.lang.VerifyError: (class: VerifierTest, method:fun signature:
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()I) Accessing value from uninitialized register 1
That is good—the virtual machine detected our modification.
Now run the program with the -noverify (or -Xverify:none) option.
java -noverify VerifierTest
The  fun  method  returns  a  seemingly  random  value.  This  is  actually  2  plus  the  value  that 
happened to be stored in the variable n, which never was initialized. Here is a typical printout:
1 + 2 == 15102330

Figure 9–5 Loading a corrupted class file raises a method verification error

Listing 9–3 
VerifierTest.java
import java.applet.*;
2. import java.awt.*;
3.
4. /**
5. * This application demonstrates the bytecode verifier of the virtual machine. If you use a
6. * hex editor to modify the class file, then the virtual machine should detect the tampering.
7. * @version 1.00 1997-09-10
8. * @author Cay Horstmann
9. */
public class VerifierTest extends Applet
11. {
12. public static void main(String[] args)
13. {
14. System.out.println("1 + 2 == " + fun());
15. }
16.
17. /**
18. * A function that computes 1 + 2
19. * @return 3, if the code has not been corrupted
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20. */
21. public static int fun()
22. {
23. int m;
24. int n;
25. m = 1;
26. n = 2;
27. // use hex editor to change to "m = 2" in class file
28. int r = m + n;
29. return r;
30. }
31.
32. public void paint(Graphics g)
33. {
34. g.drawString("1 + 2 == " + fun(), 20, 20);
35. }
36. }

Multithreading

• What Are Threads?
• Interrupting Threads
• Thread States
• Thread Properties
• Synchronization
• Blocking Queues
• Thread-Safe Collections
• Callables and Futures
• Executors
• Synchronizers
• Threads and Swing

So, what is the difference between multiple processes and multiple threads? 

The essential  difference  is  that  while  each  process  has  a  complete  set  of  its  own variables, 
threads share the same data. This sounds somewhat risky, and indeed it can be, as you will see 
later  in  this  chapter.  However,  shared  variables  make communication  between threads  more 
efficient and easier to program than interprocess communication. Moreover, on some operating 
systems,  threads  are  more  "lightweight"  than  processesit  takes  less  overhead  to  create  and 
destroy individual threads than it does to launch new processes.

Multithreading  is  extremely  useful  in  practice.  For  example,  a  browser  should  be  able  to 
simultaneously download multiple images. A web server needs to be able to serve concurrent 
requests. The Java programming language itself uses a thread to do garbage collection in the 
backgroundthus saving you the trouble of managing memory! Graphical user interface (GUI) 
programs have a  separate  thread  for  gathering  user  interface  events  from the host  operating 
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environment.  This  chapter  shows  you  how  to  add  multithreading  capability  to  your  Java 
applications.

What Are Threads?

Let us start by looking at a program that does not use multiple threads and that, as a 
consequence, makes it difficult for the user to perform several tasks with that program. After we 
dissect it, we then show you how easy it is to have this program run separate threads. This 
program animates a bouncing ball by continually moving the ball, finding out if it bounces 
against a wall, and then redrawing it. (See Figure 1-1.)

Figure 1-1. Using threads to animate bouncing balls

As soon as you click the Start button, the program launches a ball from the upper-left corner of 
the screen and the ball begins bouncing. The handler of the Start button calls the addBall 
method. That method contains a loop running through 1,000 moves. Each call to move moves the 
ball by a small amount, adjusts the direction if it bounces against a wall, and then redraws the 
panel.

Ball ball = new Ball();
panel.add(ball);

for (int i = 1; i <= STEPS; i++)
{
   ball.move(panel.getBounds());
   panel.paint(panel.getGraphics());
   Thread.sleep(DELAY);}

The static sleep method of the Thread class pauses for the given number of milliseconds.

The call to Thread.sleep does not create a new threadsleep is a static method of the THRead 
class that temporarily stops the activity of the current thread.

The  sleep method can throw an  InterruptedException.  We discuss this  exception and its 
proper handling later. For now, we simply terminate the bouncing if this exception occurs.

If  you  run  the  program,  the  ball  bounces  around  nicely,  but  it  completely  takes  over  the 
application. If you become tired of the bouncing ball before it has finished its 1,000 moves and 
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click  the  Close  button,  the  ball  continues  bouncing  anyway.  You  cannot  interact  with  the 
program until the ball has finished bouncing.

If you carefully look over the code at the end of this section, you will notice 
the call

panel.paint(panel.getGraphics())

inside the  move method of  the  Ball class.  That  is  pretty  strangenormally, 
you'd call repaint and let the AWT worry about getting the graphics context 
and  doing  the  painting.  But  if  you  try  to  call  panel.repaint() in  this 
program, you'll find that the panel is never repainted because the  addBall 
method has completely  taken over  all  processing.  In the next  program, in 
which we use a separate thread to compute the ball position, we'll again use 
the familiar repaint.

Using Threads to Give Other Tasks a Chance

We will make our bouncing-ball program more responsive by running the code that moves the 
ball in a separate thread. In fact, you will be able to launch multiple balls. Each of them is moved 
by its own thread.  In addition,  the AWT  event dispatch thread continues running in parallel, 
taking care of user interface events. Because each thread gets a chance to run, the main thread 
has the opportunity to notice when a user clicks the Close button while the balls are bouncing. 
The thread can then process the "close" action.

Here is a simple procedure for running a task in a separate thread:

1. Place the code for the task into the run method of a class that implements the 
Runnable interface. That interface is very simple, with a single method:

public interface Runnable
{
   void run();
}

You simply implement a class, like this:

class MyRunnable implements Runnable
{

   public void run()
   {
      task code
   }
}

2. Construct an object of your class:
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Runnable r = new MyRunnable();

3. Construct a Thread object from the Runnable:

Thread t = new Thread(r);

4. Start the thread.

t.start();

To make our bouncing-ball program into a separate thread,  we need only implement a class 
BallRunnable and place the code for the animation inside the run method, as in the following 
code:

class BallRunnable implements Runnable
{
   . . .
   public void run()
   {
      try
      {
         for (int i = 1; i <= STEPS; i++)
         {
            ball.move(component.getBounds());
            component.repaint();
            Thread.sleep(DELAY);
         }
      }
      catch (InterruptedException exception)
      {
      }
   }
   . . .
}

Again, we need to catch an InterruptedException that the sleep method threatens to throw. 
We  discuss  this  exception  in  the  next  section.  Typically,  a  thread  is  terminated  by  being 
interrupted. Accordingly, our run method exits when an InterruptedException occurs.

Whenever the Start button is clicked, the addBall method launches a new thread (see Figure 1-
2):

Ball b = new Ball();
panel.add(b);
Runnable r = new BallRunnable(b, panel);
Thread t = new Thread(r);
t.start();
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Figure 1-2. Running multiple threads

That's all there is to it! You now know how to run tasks in parallel. The remainder of this chapter 
tells you how to control the interaction between threads.

The complete code is shown in Example 1-2.

NOTE

You can also define a thread by forming a subclass of the Thread class, like this:

class MyThread extends Thread
{
   public void run()
   {
      task code
   }
}

Then you construct an object of the subclass and call its start method. However, 
this approach is no longer recommended. You should decouple the task that is to 
be run in parallel from the mechanism of running it. If you have many tasks, it is 
too expensive to create a separate thread for each one of them. Instead, you can 
use a thread pool.

Example 1-2. BounceThread.java
  1. import java.awt.*;
  2. import java.awt.event.*;
  3. import java.awt.geom.*;
  4. import java.util.*;
  5. import javax.swing.*;
  6.
  7. /**
  8.    Shows an animated bouncing ball.
  9. */
 10. public class BounceThread
 11. {
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 12.    public static void main(String[] args)
 13.    {
 14.       JFrame frame = new BounceFrame();
 15.       frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
 16.       frame.setVisible(true);
 17.    }
 18. }
 19.
 20. /**
 21.    A runnable that animates a bouncing ball.
 22. */
 23. class BallRunnable implements Runnable
 24. {
 25.    /**
 26.       Constructs the runnable.
 27.       @aBall the ball to bounce
 28.       @aPanel the component in which the ball bounces
 29.    */
 30.    public BallRunnable(Ball aBall, Component aComponent)
 31.    {
 32.       ball = aBall;
 33.       component = aComponent;
 34.    }
 35.
 36.    public void run()
 37.    {
 38.       try
 39.       {
 40.          for (int i = 1; i <= STEPS; i++)
 41.          {
 42.             ball.move(component.getBounds());
 43.             component.repaint();
 44.             Thread.sleep(DELAY);
 45.          }
 46.       }
 47.       catch (InterruptedException e)
 48.       {
 49.       }
 50.    }
 51.
 52.    private Ball ball;
 53.    private Component component;
 54.    public static final int STEPS = 1000;
 55.    public static final int DELAY = 5;
 56. }
 57.
 58. /**
 59.    A ball that moves and bounces off the edges of a
 60.    rectangle
 61. */
 62. class Ball
 63. {
 64.    /**
 65.       Moves the ball to the next position, reversing direction
 66.       if it hits one of the edges
 67.    */
 68.    public void move(Rectangle2D bounds)
 69.    {
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 70.       x += dx;
 71.       y += dy;
 72.       if (x < bounds.getMinX())
 73.       {
 74.          x = bounds.getMinX();
 75.          dx = -dx;
 76.       }
 77.       if (x + XSIZE >= bounds.getMaxX())
 78.       {
 79.          x = bounds.getMaxX() - XSIZE;
 80.          dx = -dx;
 81.       }
 82.       if (y < bounds.getMinY())
 83.       {
 84.          y = bounds.getMinY();
 85.          dy = -dy;
 86.       }
 87.       if (y + YSIZE >= bounds.getMaxY())
 88.       {
 89.          y = bounds.getMaxY() - YSIZE;
 90.          dy = -dy;
 91.       }
 92.    }
 93.
 94.    /**
 95.       Gets the shape of the ball at its current position.
 96.    */
 97.    public Ellipse2D getShape()
 98.    {
 99.       return new Ellipse2D.Double(x, y, XSIZE, YSIZE);
100.    }
101.
102.    private static final int XSIZE = 15;
103.    private static final int YSIZE = 15;
104.    private double x = 0;
105.    private double y = 0;
106.    private double dx = 1;
107.    private double dy = 1;
108. }
109.
110. /**
111.    The panel that draws the balls.
112. */
113. class BallPanel extends JPanel
114. {
115.    /**
116.       Add a ball to the panel.
117.       @param b the ball to add
118.    */
119.    public void add(Ball b)
120.    {
121.       balls.add(b);
122.    }
123.
124.    public void paintComponent(Graphics g)
125.    {
126.       super.paintComponent(g);
127.       Graphics2D g2 = (Graphics2D) g;
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128.       for (Ball b : balls)
129.       {
130.          g2.fill(b.getShape());
131.       }
132.    }
133.
134.    private ArrayList<Ball> balls = new ArrayList<Ball>();
135. }
136.
137. /**
138.    The frame with panel and buttons.
139. */
140. class BounceFrame extends JFrame
141. {
142.    /**
143.       Constructs the frame with the panel for showing the
144.       bouncing ball and Start and Close buttons
145.    */
146.    public BounceFrame()
147.    {
148.       setSize(DEFAULT_WIDTH, DEFAULT_HEIGHT);
149.       setTitle("BounceThread");
150.
151.       panel = new BallPanel();
152.       add(panel, BorderLayout.CENTER);
153.       JPanel buttonPanel = new JPanel();
154.       addButton(buttonPanel, "Start",
155.          new ActionListener()
156.          {
157.             public void actionPerformed(ActionEvent event)
158.             {
159.                addBall();
160.             }
161.          });
162.
163.       addButton(buttonPanel, "Close",
164.          new ActionListener()
165.          {
166.             public void actionPerformed(ActionEvent event)
167.             {
168.                System.exit(0);
169.             }
170.          });
171.       add(buttonPanel, BorderLayout.SOUTH);
172.    }
173.
174.    /**
175.       Adds a button to a container.
176.       @param c the container
177.       @param title the button title
178.       @param listener the action listener for the button
179.    */
180.    public void addButton(Container c, String title, ActionListener 
listener)
181.    {
182.       JButton button = new JButton(title);
183.       c.add(button);
184.       button.addActionListener(listener);
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185.    }
186.
187.    /**
188.       Adds a bouncing ball to the canvas and starts a thread
189.       to make it bounce
190.    */
191.    public void addBall()
192.    {
193.       Ball b = new Ball();
194.       panel.add(b);
195.       Runnable r = new BallRunnable(b, panel);
196.       Thread t = new Thread(r);
197.       t.start();
198.    }
199.
200.    private BallPanel panel;
201.    public static final int DEFAULT_WIDTH = 450;
202.    public static final int DEFAULT_HEIGHT = 350;
203.    public static final int STEPS = 1000;
204.    public static final int DELAY = 3;
205. }

java.lang.Thread 1.0

• Thread(Runnable target)

constructs a new thread that calls the run() method of the specified target.

• void start()

starts this thread, causing the run() method to be called. This method will return 
immediately. The new thread runs concurrently.

• void run()

calls the run method of the associated Runnable.

java.lang.Runnable 1.0

• void run()

You must override this method and supply the instructions for the task that you want to 
have executed.www.R
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Interrupting Threads

A thread terminates when its run method returns. In JDK 1.0, there also was a stop method that 
another thread could call to terminate a thread. However, that method is now deprecated. We 
discuss the reason on page 46.

There is no longer a way to force a thread to terminate. However, the interrupt method can be 
used to request termination of a thread.

When the interrupt method is called on a thread, the interrupted status of the thread is set. This 
is a Boolean flag that is present in every thread. Each thread should occasionally check whether 
it has been interrupted.

To find out whether the interrupted status was set, first call the static  THRead.currentThread 
method to get the current thread and then call the isInterrupted method:

while (!Thread.currentThread().isInterrupted() && more work to do)
{

   do more work
}

However,  if  a  thread  is  blocked,  it  cannot  check  the  interrupted  status.  This  is  where  the 
InterruptedException comes in. When the interrupt method is called on a blocked thread, 
the blocking call (such as sleep or wait) is terminated by an InterruptedException.

There is no language requirement that a thread that is interrupted should terminate. Interrupting a 
thread  simply  grabs  its  attention.  The  interrupted  thread  can  decide  how  to  react  to  the 
interruption. Some threads are so important that they should handle the exception and continue. 
But  quite  commonly,  a  thread will  simply want to  interpret  an interruption  as  a request  for 
termination. The run method of such a thread has the following form:

public void run()
{

    try
    {
       . . .
       while (!Thread.currentThread().isInterrupted() && more work to do)
       {
          do more work
       }
    }
    catch(InterruptedException e)
    {
       // thread was interrupted during sleep or wait
    }
    finally
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    {
       cleanup, if required
    }
    // exiting the run method terminates the thread
 }

The  isInterrupted check  is  not  necessary  if  you call  the  sleep method after  every  work 
iteration.  The  sleep method  throws  an  InterruptedException if  you  call  it  when  the 
interrupted status is set. Therefore, if your loop calls sleep, don't bother checking the interrupted 
status and simply catch the InterruptedException. Then your run method has the form

public void run()
{

   try
   {
      . . .
      while (more work to do)
      {
         do more work
         Thread.sleep(delay);
      }
   }
   catch(InterruptedException e)
   {
      // tHRead was interrupted during sleep or wait
   }
   finally
   {
      cleanup, if required
   }
   // exiting the run method terminates the thread
}

CAUTION

When the sleep method throws an InterruptedException, it also clears the 
interrupted status.

NOTE

There are two very similar methods, interrupted and isInterrupted. The 
interrupted method  is  a  static  method  that  checks  whether  the  current 
thread has been interrupted. Furthermore, calling the  interrupted method 
clears the  interrupted  status  of  the  thread.  On  the  other  hand,  the 
isInterrupted method is an instance method that you can use to check 
whether  any thread  has  been  interrupted.  Calling  it  does  not  change  the 
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interrupted status.

You'll find lots of published code in which the InterruptedException is squelched at a low 
level, like this:

void mySubTask()
{
   . . .
   try { sleep(delay); }
   catch (InterruptedException e) {} // DON'T IGNORE!
   . . .
}

Don't do that! If you can't think of anything good to do in the catch clause, you still have two 
reasonable choices:

• In the catch clause, call THRead.currentThread().interrupt() to set the interrupted 
status. Then the caller can test it.

• void mySubTask()
• {
•    . . .
•    try { sleep(delay); }
•    catch (InterruptedException e) { 

Thread().currentThread().interrupt(); }
•    . . .
• }

• Or, even better, tag your method with throws InterruptedException and drop the try 
block. Then the caller (or, ultimately, the run method) can catch it.

• void mySubTask() throws InterruptedException
• {
•    . . .
•    sleep(delay);
•    . . .
• }

java.lang.Thread 1.0

• void interrupt()

sends an interrupt request to a thread. The interrupted status of the thread is set to TRue. If 
the thread is currently blocked by a call to sleep, then an InterruptedException is 
thrown.

• static boolean interrupted()

tests whether the current thread (that is, the thread that is executing this instruction) has 
been interrupted. Note that this is a static method. The call has a side effectit resets the 
interrupted status of the current thread to false.
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• boolean isInterrupted()

tests whether a thread has been interrupted. Unlike the static interrupted method, 
this call does not change the interrupted status of the thread.

• static Thread currentThread()

returns the Thread object representing the currently executing thread.

Thread States

Threads can be in one of four states:

• New
• Runnable
• Blocked
• Dead

Each of these states is explained in the sections that follow.

New Threads

When you create a thread with the new operatorfor example, new THRead(r)the thread is not yet 
running. This means that it is in the new state. When a thread is in the new state, the program has 
not started executing code inside of it. A certain amount of bookkeeping needs to be done before 
a thread can run.

Runnable Threads

Once you invoke the start method, the thread is runnable. A runnable thread may or may not 
actually be running. It is up to the operating system to give the thread time to run. (The Java 
specification does not call this a separate state, though. A running thread is still in the runnable 
state.)

Once a thread is running, it doesn't necessarily keep running. In fact, it is desirable if running 
threads  occasionally  pause so that  other  threads have a chance to run.  The details  of thread 
scheduling depend on the services that the operating system provides. Preemptive scheduling 
systems give each runnable thread a slice of time to perform its task. When that slice of time is 
exhausted, the operating system preempts the thread and gives another thread an opportunity to 
work. 
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Figure 1-4. Simultaneous access by two threads

All modern desktop and server operating systems use preemptive scheduling. However, small 
devices such as cell phones may use cooperative scheduling. In such a device, a thread loses 
control only when it calls a method such as sleep or yield.

On a  machine  with multiple  processors,  each processor can run a  thread,  and you can have 
multiple  threads  run  in  parallel.  Of  course,  if  there  are  more  threads  than  processors,  the 
scheduler still has to do time-slicing. Always keep in mind that a runnable thread may or may not 
be running at any given time. (This is why the state is called "runnable" and not "running.")

Blocked Threads

A thread enters the blocked state when one of the following actions occurs:

• The thread goes to sleep by calling the sleep method.
• The thread calls an operation that is blocking on input/output, that is, an operation that 

will not return to its caller until input and output operations are complete.
• The thread tries to acquire a lock that is currently held by another thread. The thread 

waits for a condition.
• Someone calls the suspend method of the thread. However, this method is deprecated, 

and you should not call it in your code.

Figure 1-3 shows the states that a thread can have and the possible transitions from one state to 
another. When a thread is blocked (or, of course, when it dies), another thread can be scheduled 
to run.  When a blocked thread is  reactivated (for example,  because it  has slept  the required 
number of milliseconds or because the I/O it waited for is complete), the scheduler checks to see 
if it has a higher priority than the currently running thread. If so, it preempts the current thread 
and picks a new thread to run.www.R
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Figure 1-3. Thread states

A thread moves out of the blocked state and back into the runnable state by one of the following 
pathways.

1. If a thread has been put to sleep, the specified number of milliseconds must expire.
2. If  a  thread  is  waiting  for  the  completion  of  an  input  or  output  operation,  then  the 

operation must have finished.
3. If a thread is waiting for a lock that was owned by another thread, then the other thread 

must relinquish ownership of the lock. (It is also possible to wait with a timeout. Then the 
thread unblocks when the timeout elapses.)

4. If a thread waits for a condition, then another thread must signal that the condition may 
have changed. (If the thread waits with a timeout, then the thread is unblocked when the 
timeout elapses.)

5. If a thread has been suspended, then someone must call its  resume method. However, 
because  the  suspend method  has  been  deprecated,  the  resume method  has  been 
deprecated as well, and you should not call it in your own code.

A blocked thread can only reenter the runnable state through the same route that blocked it in the 
first place. In particular, you cannot simply call the resume method to unblock a blocking thread.

TIP

If  you  need  to  unblock  an  I/O  operation,  you  should  use  the  channel 
mechanism  from  the  "new  I/O"  library.  When  another  thread  closes  the 
channel,  the  blocked  thread  becomes  runnable  again,  and  the  blocking 
operation throws a ClosedChannelException.
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Dead Threads

A thread is dead for one of two reasons:

• It dies a natural death because the run method exits normally.
• It dies abruptly because an uncaught exception terminates the run method.

In  particular,  you  can  kill  a  thread  by  invoking  its  stop method.  That  method  throws  a 
ThreadDeath error object that kills the thread. However, the stop method is deprecated, and you 
should not call it in your own code.

To find out whether  a thread is  currently  alive (that  is,  either  runnable or blocked),  use the 
isAlive method. This method returns  true if the thread is runnable or blocked,  false if the 
thread is still new and not yet runnable or if the thread is dead.

NOTE

You cannot find out if an alive thread is runnable or blocked, or if a runnable 
thread  is  actually  running.  In  addition,  you cannot  differentiate  between a 
thread that has not yet become runnable and one that has already died.

java.lang.Thread 1.0

• boolean isAlive()

returns true if the thread has started and has not yet terminated.

• void stop()

stops the thread. This method is deprecated.

• void suspend()

suspends this thread's execution. This method is deprecated.

• void resume()

resumes this thread. This method is only valid after suspend() has been invoked. This 
method is deprecated.

• void join()

waits for the specified thread to die.

• void join(long millis)

waits for the specified thread to die or for the specified number of milliseconds to pass. 
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Thread Properties

In  the  following  sections,  we  discuss  miscellaneous  properties  of  threads:  thread  priorities, 
daemon threads, thread groups, and handlers for uncaught exceptions.

Thread Priorities

In the Java programming language, every thread has a priority. By default, a thread inherits the 
priority of its parent thread, that is, the thread that started it. You can increase or decrease the 
priority  of  any thread with the  setPriority method.  You can set  the priority  to  any value 
between MIN_PRIORITY (defined as 1 in the THRead class) and MAX_PRIORITY (defined as 10). 
NORM_PRIORITY is defined as 5.

Whenever the thread-scheduler has a chance to pick a new thread, it prefers threads with higher 
priority. However, thread priorities are highly system dependent. When the virtual machine relies 
on the thread implementation of the host platform, the Java thread priorities are mapped to the 
priority levels of the host platform, which may have more or fewer thread priority levels.

For example, Windows NT/XP has seven priority levels. Some of the Java priorities will map to 
the  same  operating  system  level.  In  the  Sun  JVM  for  Linux,  thread  priorities  are  ignored 
altogetherall threads have the same priority.

Thus, it is best to treat thread priorities only as hints to the scheduler. You should never structure 
your programs so that their correct functioning depends on priority levels.

CAUTION

If you do use priorities, you should be aware of a common beginner's error. If 
you have several  threads with a high priority that  rarely block,  the lower-
priority threads may never execute. Whenever the scheduler decides to run a 
new  thread,  it  will  choose  among  the  highest-priority  threads  first,  even 
though that may starve the lower-priority threads completely.

java.lang.Thread 1.0

• void setPriority(int newPriority)

sets the priority of this thread. The priority must be between Thread.MIN_PRIORITY and 
Thread.MAX_PRIORITY. Use Thread.NORM_PRIORITY for normal priority.

• static int MIN_PRIORITY

is the minimum priority that a Thread can have. The minimum priority value is 1.

• static int NORM_PRIORITY
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is the default priority of a Thread. The default priority is 5.

• static int MAX_PRIORITY

is the maximum priority that a THRead can have. The maximum priority value is 10.

• static void yield()

causes the currently executing thread to yield. If there are other runnable threads with a 
priority at least as high as the priority of this thread, they will be scheduled next. Note 
that this is a static method.

Daemon Threads

You can turn a thread into a daemon thread by calling

t.setDaemon(true);

There is nothing demonic about such a thread. A daemon is simply a thread that has no other role 
in life than to serve others. Examples are timer threads that send regular "timer ticks" to other 
threads.  When only  daemon threads  remain,  the  virtual  machine  exits.  There  is  no point  in 
keeping the program running if all remaining threads are daemons.

java.lang.Thread 1.0

• void setDaemon(boolean isDaemon)

marks this thread as a daemon thread or a user thread. This method must be called before 
the thread is started.

Thread Groups

Some  programs  contain  quite  a  few threads.  It  then  becomes  useful  to  categorize  them by 
functionality. For example, consider an Internet browser. If many threads are trying to acquire 
images from a server and the user clicks on a Stop button to interrupt the loading of the current 
page, then it is handy to have a way of interrupting all these threads simultaneously. The Java 
programming  language  lets  you  construct  what  it  calls  a  thread  group so  that  you  can 
simultaneously work with a group of threads.

You construct a thread group with the constructor:

String groupName = . . .;
ThreadGroup g = new ThreadGroup(groupName)www.R
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The string argument of the  ThreadGroup constructor identifies the group and must be unique. 
You  then  add  threads  to  the  thread  group  by  specifying  the  thread  group  in  the  thread 
constructor.

Thread t = new Thread(g, threadName);

To find out whether any threads of a particular group are still runnable, use the activeCount 
method.

if (g.activeCount() == 0)
{
   // all threads in the group g have stopped
}

To interrupt all threads in a thread group, simply call interrupt on the group object.

g.interrupt(); // interrupt all threads in group g

Thread groups can have child subgroups. By default, a newly created thread group becomes a 
child  of  the current  thread group.  But  you can also explicitly  name the parent  group in  the 
constructor  (see  the  API  notes).  Methods  such  as  activeCount and  interrupt refer  to  all 
threads in their group and all child groups.

java.lang.Thread 1.0

• Thread(ThreadGroup g, String name)

creates a new Thread that belongs to a given ThreadGroup.

Parameters: g The thread group to which the new thread belongs

 name The name of the new thread

• ThreadGroup getThreadGroup()

returns the thread group of this thread.

java.lang.ThreadGroup 1.0

• ThreadGroup(String name)
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creates a new ThreadGroup. Its parent will be the thread group of the current thread.

Parameters: name The name of the new thread group

• THReadGroup(ThreadGroup parent, String name)

creates a new ThreadGroup.

Parameters: parent The parent thread group of the new thread 
group

 name The name of the new thread group

• int activeCount()

returns an upper bound for the number of active threads in the thread group.

• int enumerate(Thread[] list)

gets references to every active thread in this thread group. You can use the activeCount 
method to get an upper bound for the array; this method returns the number of threads put 
into the array. If the array is too short (presumably because more threads were spawned 
after the call to activeCount), then as many threads as fit are inserted.

Parameters: list An array to be filled with the thread references

• ThreadGroup getParent()

gets the parent of this thread group.

• void interrupt()

interrupts all threads in this thread group and all of its child groups.

Handlers for Uncaught Exceptions

The run method of a thread cannot throw any checked exceptions, but it can be terminated by an 
unchecked exception. In that case, the thread dies.

However, there is no catch clause to which the exception can be propagated. Instead, just before 
the thread dies, the exception is passed to a handler for uncaught exceptions.

The handler must belong to a class that implements the THRead.UncaughtExceptionHandler 
interface. That interface has a single method,

void uncaughtException(Thread t, Throwable e)
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If you don't install a default handler, the default handler is null. However, if you don't install a 
handler for an individual thread, the handler is the thread's THReadGroup object.

The  ThreadGroup class  implements  the  THRead.UncaughtExceptionHandler interface.  Its 
uncaughtException method takes the following action:

1. If  the thread group has a parent,  then the  uncaughtException method of  the parent 
group is called.

2. Otherwise,  if  the  Thread.getDefaultExceptionHandler method  returns  a  non-null 
handler, it is called.

3. Otherwise, if the Throwable is an instance of ThreadDeath, nothing happens.
4. Otherwise, the name of the thread and the stack trace of the  Throwable are printed on 

System.err.

That is the stack trace that you have undoubtedly seen many times in your programs.

NOTE

Prior to JDK 5.0, you could not install a handler for uncaught exceptions into 
each thread, nor could you specify a default handler. To install a handler, you 
needed  to  subclass  the  ThreadGroup class  and  override  the 
uncaughtException method.

java.lang.Thread 1.0

• static void 
setDefaultUncaughtExceptionHandler(Thread.UncaughtExceptionHandler 

handler) 5.0
• static Thread.UncaughtExceptionHandler 

getDefaultUncaughtExceptionHandler() 5.0

set or get the default handler for uncaught exceptions.

• void setUncaughtExceptionHandler(Thread.UncaughtExceptionHandler 

handler) 5.0
• THRead.UncaughtExceptionHandler getUncaughtExceptionHandler() 5.0

set or get the handler for uncaught exceptions. If no handler is installed, the thread group 
object is the handler.

java.lang.Thread.UncaughtExceptionHandler 5.0
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• void uncaughtException(Thread t, Throwable e)

Define this method to log a custom report when a thread is terminated with an uncaught 
exception.

Parameters: t The thread that was terminated due to an uncaught exception

 e The uncaught exception object

java.lang.ThreadGroup 1.0

• void uncaughtException(Thread t, Throwable e)

calls  this  method of  the  parent  thread  group if  there  is  a  parent,  or  calls  the default 
handler of the THRead class if there is a default handler, or otherwise prints a stack trace 
to the standard error stream. (However, if e is a THReadDeath object, then the stack trace 
is suppressed. ThreadDeath objects are generated by the deprecated stop method.)

Synchronization

In most practical multithreaded applications, two or more threads need to share access to the 
same objects.  What happens  if  two threads have access to  the same object  and each calls  a 
method that modifies the state of the object? As you might imagine, the threads can step on each 
other's  toes.  Depending on the order in which the data were accessed,  corrupted objects  can 
result. Such a situation is often called a race condition.

An Example of a Race Condition

To avoid corruption of shared data by multiple threads, you must learn how to synchronize the 
access. In this section, you'll see what happens if you do not use synchronization. In the next 
section, you'll see how to synchronize data access.

In the next test program, we simulate a bank with a number of accounts. We randomly generate 
transactions  that  move  money  between  these  accounts.  Each  account  has  one  thread.  Each 
transaction moves a random amount of money from the account serviced by the thread to another 
random account.

The simulation code is straightforward. We have the class Bank with the method TRansfer. This 
method transfers some amount of money from one account to another. If the source account does 
not have enough money in it, then the call simply returns. Here is the code for the  transfer 
method of the Bank class.

public void transfer(int from, int to, double amount)
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   // CAUTION: unsafe when called from multiple threads
{
   System.out.print(Thread.currentThread());
   accounts[from] -= amount;
   System.out.printf(" %10.2f from %d to %d", amount, from, to);
   accounts[to] += amount;
   System.out.printf(" Total Balance: %10.2f%n", getTotalBalance());}

Here is the code for the transferRunnable class. Its run method keeps moving money out of a 
fixed  bank account.  In  each  iteration,  the  run method picks  a  random target  account  and a 
random amount, calls transfer on the bank object, and then sleeps.

class TransferRunnable implements Runnable
{
   . . .
   public void run()
   {
      try
      {
         int toAccount = (int) (bank.size() * Math.random());
         double amount = maxAmount * Math.random();
         bank.transfer(fromAccount, toAccount, amount);
         Thread.sleep((int) (DELAY * Math.random()));
      }
      catch(InterruptedException e) {}
   }
}

When this simulation runs, we do not know how much money is in any one bank account at any 
time.  But  we  do  know  that  the  total  amount  of  money  in  all  the  accounts  should  remain 
unchanged because all we do is move money from one account to another.

At the end of each transaction, the transfer method recomputes the total and prints it.

This program never finishes. Just press CTRL+C to kill the program.

Here is a typical printout: 

. . .
Thread[Thread-11,5,main]     588.48 from 11 to 44 Total Balance:  100000.00
Thread[Thread-12,5,main]     976.11 from 12 to 22 Total Balance:  100000.00
Thread[Thread-14,5,main]     521.51 from 14 to 22 Total Balance:  100000.00
Thread[Thread-13,5,main]     359.89 from 13 to 81 Total Balance:  100000.00
. . .
Thread[Thread-36,5,main]     401.71 from 36 to 73 Total Balance:   99291.06
Thread[Thread-35,5,main]     691.46 from 35 to 77 Total Balance:   99291.06
Thread[Thread-37,5,main]      78.64 from 37 to 3 Total Balance:   99291.06
Thread[Thread-34,5,main]     197.11 from 34 to 69 Total Balance:   99291.06
Thread[Thread-36,5,main]      85.96 from 36 to 4 Total Balance:   99291.06
. . .
Thread[Thread-4,5,main]Thread[Thread-33,5,main]       7.31 from 31 to 32 
Total Balance:  
 99979.24
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     627.50 from 4 to 5 Total Balance:   99979.24
. . .

As you can see, something is very wrong. For a few transactions, the bank balance remains at 
$100,000, which is the correct total for 100 accounts of $1,000 each. But after some time, the 
balance changes slightly. When you run this program, you may find that errors happen quickly or 
it may take a very long time for the balance to become corrupted. This situation does not inspire 
confidence, and you would probably not want to deposit your hard-earned money in this bank.

Example 1-3 provides the complete source code. See if you can spot the problem with the code. 
We will unravel the mystery in the next section.

Example 1-3. UnsynchBankTest.java
  1. /**
  2.    This program shows data corruption when multiple threads access a 
data structure.
  3. */
  4. public class UnsynchBankTest
  5. {
  6.    public static void main(String[] args)
  7.    {
  8.       Bank b = new Bank(NACCOUNTS, INITIAL_BALANCE);
  9.       int i;
 10.       for (i = 0; i < NACCOUNTS; i++)
 11.       {
 12.          TransferRunnable r = new TransferRunnable(b, i, 
INITIAL_BALANCE);
 13.          Thread t = new Thread(r);
 14.          t.start();
 15.       }
 16.    }
 17.
 18.    public static final int NACCOUNTS = 100;
 19.    public static final double INITIAL_BALANCE = 1000;
 20. }
 21.
 22. /**
 23.    A bank with a number of bank accounts.
 24. */
 25. class Bank
 26. {
 27.    /**
 28.       Constructs the bank.
 29.       @param n the number of accounts
 30.       @param initialBalance the initial balance
 31.       for each account
 32.    */
 33.    public Bank(int n, double initialBalance)
 34.    {
 35.       accounts = new double[n];
 36.       for (int i = 0; i < accounts.length; i++)
 37.          accounts[i] = initialBalance;
 38.    }
 39.
 40.    /**
 41.       Transfers money from one account to another.
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 42.       @param from the account to transfer from
 43.       @param to the account to transfer to
 44.       @param amount the amount to transfer
 45.    */
 46.    public void transfer(int from, int to, double amount)
 47.    {
 48.       if (accounts[from] < amount) return;
 49.       System.out.print(Thread.currentThread());
 50.       accounts[from] -= amount;
 51.       System.out.printf(" %10.2f from %d to %d", amount, from, to);
 52.       accounts[to] += amount;
 53.       System.out.printf(" Total Balance: %10.2f%n", getTotalBalance());
 54.    }
 55.
 56.    /**
 57.       Gets the sum of all account balances.
 58.       @return the total balance
 59.    */
 60.    public double getTotalBalance()
 61.    {
 62.       double sum = 0;
 63.
 64.       for (double a : accounts)
 65.          sum += a;
 66.
 67.       return sum;
 68.    }
 69.
 70.    /**
 71.       Gets the number of accounts in the bank.
 72.       @return the number of accounts
 73.    */
 74.    public int size()
 75.    {
 76.       return accounts.length;
 77.    }
 78.
 79.    private final double[] accounts;
 80. }
 81.
 82. /**
 83.    A runnable that transfers money from an account to other
 84.    accounts in a bank.
 85. */
 86. class TransferRunnable implements Runnable
 87. {
 88.    /**
 89.       Constructs a transfer runnable.
 90.       @param b the bank between whose account money is transferred
 91.       @param from the account to transfer money from
 92.       @param max the maximum amount of money in each transfer
 93.    */
 94.    public TransferRunnable(Bank b, int from, double max)
 95.    {
 96.       bank = b;
 97.       fromAccount = from;
 98.       maxAmount = max;
 99.    }
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100.
101.    public void run()
102.    {
103.       try
104.       {
105.          while (true)
106.          {
107.             int toAccount = (int) (bank.size() * Math.random());
108.             double amount = maxAmount * Math.random();
109.             bank.transfer(fromAccount, toAccount, amount);
110.             Thread.sleep((int) (DELAY * Math.random()));
111.          }
112.       }
113.       catch (InterruptedException e) {}
114.    }
115.
116.    private Bank bank;
117.    private int fromAccount;
118.    private double maxAmount;
119.    private int DELAY = 10;
120. }

The Race Condition Explained

In  the  previous  section,  we  ran  a  program in  which  several  threads  updated  bank  account 
balances.  After  a  while,  errors  crept  in  and  some  amount  of  money  was  either  lost  or 
spontaneously  created.  This  problem  occurs  when  two  threads  are  simultaneously  trying  to 
update an account. Suppose two threads simultaneously carry out the instruction

accounts[to] += amount;

The problem is  that  these are  not  atomic operations.  The instruction  might  be processed as 
follows:

1. Load accounts[to] into a 
register.

2. Add amount.

3. Move the result back to 
accounts[to].

Now, suppose the first thread executes Steps 1 and 2, and then it is interrupted. Suppose the 
second thread awakens and updates the same entry in the account array. Then, the first thread 
awakens and completes its Step 3.www.R
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Lock Objects

The basic outline for protecting a code block with a ReentrantLock is: Starting with JDK 5.0, 
there are two mechanisms for protecting a code block from concurrent access. Earlier versions of 
Java  used  the  synchronized keyword  for  this  purpose,  and  JDK  5.0  introduces  the 
ReentrantLock class. The synchronized keyword automatically provides a lock as well as an 
associated "condition." We believe that it  is easier to understand the  synchronized keyword 
after you have seen locks and conditions in isolation. 

myLock.lock(); // a ReentrantLock object
try
{

   critical section
}
finally
{

   myLock.unlock(); // make sure the lock is unlocked even if an exception is 
thrown
}

This construct guarantees that only one thread at a time can enter the critical section. As soon as 
one thread locks the lock object, no other thread can get past the  lock statement. When other 
threads call lock, they are blocked until the first thread unlocks the lock object.

Let us use a lock to protect the transfer method of the Bank class.

public class Bank
{
   public void transfer(int from, int to, int amount)
   {  
      bankLock.lock();
      try
      {
         if (accounts[from] < amount) return;
         System.out.print(Thread.currentThread());
         accounts[from] -= amount;
         System.out.printf(" %10.2f from %d to %d", amount, from, to);
         accounts[to] += amount;
         System.out.printf(" Total Balance: %10.2f%n", getTotalBalance());
      }
      finally
      {
         bankLock.unlock();
      }
   }
   . . .
   private Lock bankLock = new ReentrantLock(); // ReentrantLock implements 
the Lock interface
}
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Suppose one thread calls  transfer and gets  preempted before it  is done.  Suppose a second 
thread also calls TRansfer. The second thread cannot acquire the lock and is blocked in the call 
to  the lock method.  It  is 

deactivated and must 
wait for the first thread to 
finish executing  the 

transfer method. 
When the  first  thread 
unlocks the  lock,  then  the 
second thread  can  proceed 
(see Figure 1-5).

Figure 1-5. Comparison of 
unsynchronized and 

synchronized 
threads

Note that each Bank object has its own ReentrantLock object. If two threads try to access the 
same  Bank object, then the lock serves to serialize the access. However, if two threads access 
different Bank objects, then each thread acquires a different lock and neither thread is blocked. 
This is as it should be, because the threads cannot interfere with another when they manipulate 
different Bank instances.

The lock is called reentrant because a thread can repeatedly acquire a lock that it already owns. 
The lock keeps a hold count that keeps track of the nested calls to the lock method. The thread 
has to call unlock for every call to lock in order to relinquish the lock. Because of this feature, 
code that is protected by a lock can call another method that uses the same locks.

For example, the  TRansfer method calls the  getTotalBalance method, which also locks the 
bankLock object, which now has a hold count of 2. When the getTotalBalance method exits, 
the hold count is back to 1. When the transfer method exits, the hold count is 0, and the thread 
relinquishes the lock.

In general, you will want to protect blocks of code that require multiple operations to update or 
inspect a data structure.  You are then assured that these operations run to completion before 
another thread can use the same object.

java.util.concurrent.locks.Lock 5.0

• void lock()

acquires this lock; blocks if the lock is currently owned by another thread.

• void unlock()

releases this lock.
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java.util.concurrent.locks.ReentrantLock 5.0

• ReentrantLock()

constructs a reentrant lock that can be used to protect a critical section.

Condition Objects

Often, a thread enters a critical section, only to discover that it can't proceed until a condition is 
fulfilled. You use a condition object to manage threads that have acquired a lock but cannot do 
useful work. In this section, we introduce the implementation of condition objects in the Java 
library. (For historical reasons, condition objects are often called condition variables.)

Let us refine our simulation of the bank. We do not want to transfer money out of an account that 
does not have the funds to cover the transfer. Note that we cannot use code like

if (bank.getBalance(from) >= amount)
   bank.transfer(from, to, amount);

It is entirely possible that the current thread will be deactivated between the successful outcome 
of the test and the call to transfer.

if (bank.getBalance(from) >= amount)
      // thread might be deactivated at this point
   bank.transfer(from, to, amount);

By  the  time  the  thread  is  running  again,  the  account  balance  may  have  fallen  below  the 
withdrawal amount. You must make sure that the thread cannot be interrupted between the test 
and the insertion. You do so by protecting both the test and the transfer action with a lock:

public void transfer(int from, int to, int amount)
{
   bankLock.lock();
   try
   {
      while (accounts[from] < amount)
      {
         // wait
         . . .
      }
      // transfer funds
      . . .
   }
   finally
   {
      bankLock.unlock();
   }
}
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A lock object can have one or more associated condition objects. You obtain a condition object 
with the newCondition method. It is customary to give each condition object a name that evokes 
the condition that it represents. For example, here we set up a condition object to represent the 
"sufficient funds" condition.

class Bank
{
   public Bank()
   {
      . . .
      sufficientFunds = bankLock.newCondition();
   }
   . . .
   private Condition sufficientFunds;
}

If the TRansfer method finds that sufficient funds are not available, it calls

sufficientFunds.await();

The current thread is now blocked and gives up the lock. This lets in another thread that can, we 
hope, increase the account balance.

There is an essential difference between a thread that is waiting to acquire a lock and a thread 
that  has  called  await.  Once  a  thread  calls  the  await method,  it  enters  a  wait  set for  that 
condition. The thread is not unblocked when the lock is available. Instead, it stays blocked until 
another thread has called the signalAll method on the same condition.

When another thread transfers money, then it should call

sufficientFunds.signalAll();

This call unblocks all threads that are waiting for the condition. When the threads are removed 
from the wait set, they are again runnable and the scheduler will eventually activate them again. 
At that time, they will attempt to reenter the object. As soon as the lock is available, one of them 
will acquire the lock and continue where it left off, returning from the call to await.

At this time, the thread should test the condition again. There is no guarantee that the condition is 
now fulfilledthe signalAll method merely signals to the waiting threads that it may be fulfilled 
at this time and that it is worth checking for the condition again.www.R
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When should you call signalAll? The rule of thumb is to call signalAll whenever the state of 
an  object  changes  in  a  way  that  might  be  advantageous  to  waiting  threads.  For  example, 
whenever an account balance changes, the waiting threads should be given another chance to 
inspect  the  balance.  In  our  example,  we  call  signalAll when  we  have  finished  the  funds 
transfer.

public void transfer(int from, int to, int amount)
{
   bankLock.lock();
   try
   {
      while (accounts[from] < amount)
         sufficientFunds.await();
      // transfer funds
      . . .
      sufficientFunds.signalAll();
   }
   finally
   {
      bankLock.unlock();
   }
}

Note that the call to signalAll does not immediately activate a waiting thread. It only unblocks 
the waiting threads so that they can compete for entry into the object after the current thread has 
exited the synchronized method.

Another method,  signal, unblocks only a single thread from the wait set, chosen at random. 
That is more efficient than unblocking all threads, but there is a danger. If the randomly chosen 
thread finds that it still cannot proceed, then it becomes blocked again. If no other thread calls 
signal again, then the system deadlocks.

CAUTION

A thread can only call await, signalAll, or signal on a condition when it 
owns the lock of the condition.

Example 1-4. SynchBankTest.java
  1. import java.util.concurrent.locks.*;
  2.
  3. /**
  4.    This program shows how multiple threads can safely access a data 
structure.
  5. */
  6. public class SynchBankTest
  7. {
  8.    public static void main(String[] args)
  9.    {
 10.       Bank b = new Bank(NACCOUNTS, INITIAL_BALANCE);
 11.       int i;
 12.       for (i = 0; i < NACCOUNTS; i++)
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 13.       {
 14.          TransferRunnable r = new TransferRunnable(b, i, 
INITIAL_BALANCE);
 15.          Thread t = new Thread(r);
 16.          t.start();
 17.       }
 18.    }
 19.
 20.    public static final int NACCOUNTS = 100;
 21.    public static final double INITIAL_BALANCE = 1000;
 22. }
 23.
 24. /**
 25.    A bank with a number of bank accounts.
 26. */
 27. class Bank
 28. {
 29.    /**
 30.       Constructs the bank.
 31.       @param n the number of accounts
 32.       @param initialBalance the initial balance
 33.       for each account
 34.    */
 35.    public Bank(int n, double initialBalance)
 36.    {
 37.       accounts = new double[n];
 38.       for (int i = 0; i < accounts.length; i++)
 39.          accounts[i] = initialBalance;
 40.       bankLock = new ReentrantLock();
 41.       sufficientFunds = bankLock.newCondition();
 42.    }
 43.
 44.    /**
 45.       Transfers money from one account to another.
 46.       @param from the account to transfer from
 47.       @param to the account to transfer to
 48.       @param amount the amount to transfer
 49.    */
 50.    public void transfer(int from, int to, double amount)
 51.       throws InterruptedException
 52.    {
 53.       bankLock.lock();
 54.       try
 55.       {
 56.          while (accounts[from] < amount)
 57.             sufficientFunds.await();
 58.          System.out.print(Thread.currentThread());
 59.          accounts[from] -= amount;
 60.          System.out.printf(" %10.2f from %d to %d", amount, from, to);
 61.          accounts[to] += amount;
 62.          System.out.printf(" Total Balance: %10.2f%n", 
getTotalBalance());
 63.          sufficientFunds.signalAll();
 64.       }
 65.       finally
 66.       {
 67.          bankLock.unlock();
 68.       }
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 69.    }
 70.
 71.    /**
 72.       Gets the sum of all account balances.
 73.       @return the total balance
 74.    */
 75.    public double getTotalBalance()
 76.    {
 77.       bankLock.lock();
 78.       try
 79.       {
 80.          double sum = 0;
 81.
 82.          for (double a : accounts)
 83.             sum += a;
 84.
 85.          return sum;
 86.       }
 87.       finally
 88.       {
 89.          bankLock.unlock();
 90.       }
 91.    }
 92.
 93.    /**
 94.       Gets the number of accounts in the bank.
 95.       @return the number of accounts
 96.    */
 97.    public int size()
 98.    {
 99.       return accounts.length;
100.    }
101.
102.    private final double[] accounts;
103.    private Lock bankLock;
104.    private Condition sufficientFunds;
105. }
106.
107. /**
108.    A runnable that transfers money from an account to other
109.    accounts in a bank.
110. */
111. class TransferRunnable implements Runnable
112. {
113.    /**
114.       Constructs a transfer runnable.
115.       @param b the bank between whose account money is transferred
116.       @param from the account to transfer money from
117.       @param max the maximum amount of money in each transfer
118.    */
119.    public TransferRunnable(Bank b, int from, double max)
120.    {
121.       bank = b;
122.       fromAccount = from;
123.       maxAmount = max;
124.    }
125.
126.    public void run()
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127.    {
128.       try
129.       {
130.          while (true)
131.          {
132.             int toAccount = (int) (bank.size() * Math.random());
133.             double amount = maxAmount * Math.random();
134.             bank.transfer(fromAccount, toAccount, amount);
135.             Thread.sleep((int) (DELAY * Math.random()));
136.          }
137.       }
138.       catch (InterruptedException e) {}
139.    }
140.
141.    private Bank bank;
142.    private int fromAccount;
143.    private double maxAmount;
144.    private int repetitions;
145.    private int DELAY = 10;
146. }

java.util.concurrent.locks.Lock 5.0

• Condition newCondition()

returns a condition object that is associated with this lock.

java.util.concurrent.locks.Condition 5.0

• void await()

puts this thread on the wait set for this condition.

• void signalAll()

unblocks all threads in the wait set for this condition.

• void signal()

unblocks one randomly selected thread in the wait set for this condition.

The synchronized Keyword

In the preceding sections, you saw how to use Lock and Condition objects. Before going any 
further, let us summarize the key points about locks and conditions:

• A lock protects sections of code, allowing only one thread to execute the code at a time.
• A lock manages threads that are trying to enter a protected code segment.
• A lock can have one or more associated condition objects.
• Each condition object manages threads that have entered a protected code section but that 

cannot proceed.
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Before the  Lock and  Condition interfaces were added to JDK 5.0, the Java language used a 
different concurrency mechanism. Ever since version 1.0,  every object in Java has an implicit 
lock. If a method is declared with the synchronized keyword, then the object's lock protects the 
entire method. That is, to call the method, a thread must acquire the object lock.

In other words,

public synchronized void method()
{

   method body
}

is the equivalent of

public void method()
{

   implicitLock.lock();
   try
   {
      method body
   }
   finally 

{ implicitLock.unlock(); 

}
}

For example, instead of using an explicit lock, we can simply declare the transfer method of 
the Bank class as synchronized.

The implicit object lock has a single associated condition. The wait method adds a thread to the 
wait set, and the  notifyAll/notify methods unblock waiting threads. In other words, calling 
wait or notifyAll is the equivalent of

implicitCondition.await();
implicitCondition.signalAll();

NOTE

The wait and signal methods belong to the Object class. The Condition 
methods had to be named await and signalAll so that they don't conflict 
with the final methods wait and notifyAll methods of the Object class.

www.R
eji

np
au

l.c
om



For example, you can implement the Bank class in Java like this:

class Bank
{
   public synchronized void transfer(int from, int to, int amount) throws 
InterruptedException
   {
      while (accounts[from] < amount)
         wait(); // wait on object lock's single condition
      accounts[from] -= amount;
      accounts[to] += amount;
      notifyAll(); // notify all threads waiting on the condition
   }
   public synchronized double getTotalBalance() { . . . }
   private double accounts[];
}

As you can see, using the  synchronized keyword yields code that is much more concise. Of 
course, to understand this code, you have to know that each object has an implicit lock, and that 
the  lock  has  an  implicit  condition.  The  lock  manages  the  threads  that  try  to  enter  a 
synchronized method. The condition manages the threads that have called wait.

However, the implicit locks and conditions have some limitations. Among them are:

• You cannot interrupt a thread that is trying to acquire a lock.
• You cannot specify a timeout when trying to acquire a lock.
• Having a single condition per lock can be inefficient.
• The virtual machine locking primitives do not map well to the most efficient locking 

mechanisms available in hardware.

What should you use in your codeLock and Condition objects or synchronized methods? Here 
is our recommendation:

1. It  is  best  to  use  neither  Lock/Condition nor  the  synchronized keyword.  In  many 
situations, you can use one of the mechanisms of the  java.util.concurrent package 
that do all the locking for you. 

2. If the synchronized keyword works for your situation, by all means, use it. You write 
less code and have less room for error. Example 1-5 shows the bank example, 
implemented with synchronized methods.

3. Use Lock/Condition if you specifically need the additional power that these constructs 
give you.

NOTE

At least  for now, using the  synchronized keyword has an added benefit. 
Tools that monitor the virtual machine can report on the implicit locks and 
conditions,  which is helpful for debugging deadlock problems. It will  take 
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some  time  for  these  tools  to  be  extended  to  the  java.util.concurrent 
mechanisms.

Example 1-5. SynchBankTest2.java
  1. /**
  2.    This program shows how multiple threads can safely access a data 
structure, using
  3.    synchronized methods.
  4. */
  5. public class SynchBankTest2
  6. {
  7.    public static void main(String[] args)
  8.    {
  9.       Bank b = new Bank(NACCOUNTS, INITIAL_BALANCE);
 10.       int i;
 11.       for (i = 0; i < NACCOUNTS; i++)
 12.       {
 13.          TransferRunnable r = new TransferRunnable(b, i, 
INITIAL_BALANCE);
 14.          Thread t = new Thread(r);
 15.          t.start();
 16.       }
 17.    }
 18.
 19.    public static final int NACCOUNTS = 100;
 20.    public static final double INITIAL_BALANCE = 1000;
 21. }
 22.
 23. /**
 24.    A bank with a number of bank accounts.
 25. */
 26. class Bank
 27. {
 28.    /**
 29.       Constructs the bank.
 30.       @param n the number of accounts
 31.       @param initialBalance the initial balance
 32.       for each account
 33.    */
 34.    public Bank(int n, double initialBalance)
 35.    {
 36.       accounts = new double[n];
 37.       for (int i = 0; i < accounts.length; i++)
 38.          accounts[i] = initialBalance;
 39.    }
 40.
 41.    /**
 42.       Transfers money from one account to another.
 43.       @param from the account to transfer from
 44.       @param to the account to transfer to
 45.       @param amount the amount to transfer
 46.    */
 47.    public synchronized void transfer(int from, int to, double amount)
 48.       throws InterruptedException
 49.    {
 50.       while (accounts[from] < amount)
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 51.          wait();
 52.       System.out.print(Thread.currentThread());
 53.       accounts[from] -= amount;
 54.       System.out.printf(" %10.2f from %d to %d", amount, from, to);
 55.       accounts[to] += amount;
 56.       System.out.printf(" Total Balance: %10.2f%n", getTotalBalance());
 57.       notifyAll();
 58.    }
 59.
 60.    /**
 61.       Gets the sum of all account balances.
 62.       @return the total balance
 63.    */
 64.    public synchronized double getTotalBalance()
 65.    {
 66.       double sum = 0;
 67.
 68.       for (double a : accounts)
 69.          sum += a;
 70.
 71.       return sum;
 72.    }
 73.
 74.    /**
 75.       Gets the number of accounts in the bank.
 76.       @return the number of accounts
 77.    */
 78.    public int size()
 79.    {
 80.       return accounts.length;
 81.    }
 82.
 83.    private final double[] accounts;
 84. }
 85.
 86. /**
 87.    A runnable that transfers money from an account to other
 88.    accounts in a bank.
 89. */
 90. class TransferRunnable implements Runnable
 91. {
 92.    /**
 93.       Constructs a transfer runnable.
 94.       @param b the bank between whose account money is transferred
 95.       @param from the account to transfer money from
 96.       @param max the maximum amount of money in each transfer
 97.    */
 98.    public TransferRunnable(Bank b, int from, double max)
 99.    {
100.       bank = b;
101.       fromAccount = from;
102.       maxAmount = max;
103.    }
104.
105.    public void run()
106.    {
107.       try
108.       {

www.R
eji

np
au

l.c
om



109.          while (true)
110.          {
111.             int toAccount = (int) (bank.size() * Math.random());
112.             double amount = maxAmount * Math.random();
113.             bank.transfer(fromAccount, toAccount, amount);
114.             Thread.sleep((int) (DELAY * Math.random()));
115.          }
116.       }
117.       catch (InterruptedException e) {}
118.    }
119.
120.    private Bank bank;
121.    private int fromAccount;
122.    private double maxAmount;
123.    private int repetitions;
124.    private int DELAY = 10;
125. }

java.lang.Object 1.0

• void notifyAll()

unblocks the threads that called wait on this object. This method can only be called from 
within  a  synchronized  method  or  block.  The  method  throws  an 
IllegalMonitorStateException if the current thread is not the owner of the object's 
lock.

• void notify()

unblocks one randomly selected thread among the threads that called wait on this object. 
This method can only be called from within a synchronized method or block. The method 
throws an IllegalMonitorStateException if the current thread is not the owner of the 
object's lock.

• void wait()

causes a thread to wait until it is notified. This method can only be called from within a 
synchronized  method.  It  throws  an  IllegalMonitorStateException if  the  current 
thread is not the owner of the object's lock.

• void wait(long millis)
• void wait(long millis, int nanos)

causes a thread to wait until it is notified or until the specified amount of time has passed. 
These methods can only be called from within a synchronized method. They throw an 
IllegalMonitorStateException if the current thread is not the owner of the object's 
lock.
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Parameters: millis The number 
of 
milliseconds

 nanos The number 
of 
nanoseconds, 
< 1,000,000

Synchronized Blocks

However, a Java object differs from a monitor in three ways:

• Fields are not required to be private.
• Methods are not required to be synchronized.
• The lock has only one condition.

If you deal with legacy code, you need to know something about the built-in synchronization 
primitives. Recall that each object has a lock. A thread can acquire the lock in one of two ways, 
by  calling  a  synchronized  method  or  by  entering  a  synchronized  block.  If  the  thread  calls 
obj.method(), it acquires the lock for obj. Similarly, if a thread enters a block of the form

synchronized (obj) // this is the syntax for a synchronized block
{

   critical section
}

then the thread acquires the lock for obj. The lock is reentrant. If a thread has acquired the lock, 
it can acquire it again, incrementing the hold count. In particular, a synchronized method can call 
other synchronized methods with the same implicit  parameter without having to wait for the 
lock.

You will often find "ad hoc" locks in legacy code, such as

class Bank
{
   public void transfer(int from, int to, int amount)
   {
      synchronized (lock) // an ad-hoc lock
      {
         accounts[from] -= amount;
         accounts[to] += amount;
      }
      System.out.println(. . .);
   }
   . . .
   private double accounts[];
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   private Object lock = new Object(); }

Deadlocks

Locks and conditions cannot solve all problems that might arise in multithreading. Consider the 
following situation:

Account 1: $1,200

Account 2: $1,300

Thread 1: Transfer $300 from Account 1 to Account 2

Thread 2: Transfer $400 from Account 2 to Account 1

As Figure 1-6 indicates, Threads 1 and 2 are clearly blocked. Neither can proceed because the 
balances in Accounts 1 and 2 are insufficient.

\Figure 1-6. A deadlock situation

Is it  possible  that  all  threads  are  blocked because each is  waiting  for more money? Such a 
situation is called a deadlock.

In our program, a deadlock cannot occur for a simple reason. Each transfer amount is for, at 
most, $1,000. Because there are 100 accounts and a total of $100,000 in them, at least one of the 
accounts must have more than $1,000 at any time. The thread moving money out of that account 
can therefore proceed.

But  if  you  change  the  run method  of  the  threads  to  remove  the  $1,000  transaction  limit, 
deadlocks can occur quickly. Try it out. Set NACCOUNTS to 10. Construct each transfer thread with 
a maxAmount of 2000 and run the program. The program will run for a while and then hang.
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TIP

When the program hangs, type CTRL+\. You will get a thread dump that lists 
all  threads. Each thread has a stack trace,  telling you where it is currently 
blocked.

Another way to create a deadlock is to make the i'th thread responsible for putting money into 
the i'th account, rather than for taking it out of the i'th account. In this case, there is a chance 
that all threads will gang up on one account, each trying to remove more money from it than it 
contains.  Try  it  out.  In  the  SynchBankTest program,  turn  to  the  run method  of  the 
TRansferRunnable class. In the call to  transfer, flip  fromAccount and  toAccount. Run the 
program and see how it deadlocks almost immediately.

Here is another situation in which a deadlock can occur easily: Change the signalAll method to 
signal in  the  SynchBankTest program.  You  will  find  that  the  program  hangs  eventually. 
(Again, it is best to set NACCOUNTS to 10 to observe the effect more quickly.) Unlike signalAll, 
which notifies all threads that are waiting for added funds, the signal method unblocks only one 
thread. If that thread can't proceed, all threads can be blocked. Consider the following sample 
scenario of a developing deadlock.

Account 1: $1,990

All other accounts: $990 each

Thread 1: Transfer $995 from Account 1 to Account 2

All other threads: Transfer $995 from their account to another account

Clearly, all threads but Thread 1 are blocked, because there isn't enough money in their accounts.

Thread 1 proceeds. Afterward, we have the following situation:

Account 1: $995

Account 2: $1,985

All other accounts: $990 each

Then, Thread 1 calls signal. The signal method picks a thread at random to unblock. Suppose 
it picks Thread 3. That thread is awakened, finds that there isn't enough money in its account, 
and calls await again. But Thread 1 is still running. A new random transaction is generated, say,

Thread 1: Transfer $997 to from Account 1 to Account 2

Now, Thread 1 also calls await, and all threads are blocked. The system has deadlocked.www.R
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The culprit here is the call to signal. It only unblocks one thread, and it may not pick the thread 
that is essential to make progress. (In our scenario, Thread 2 must proceed to take money out of 
Account 2.)

Unfortunately,  there  is  nothing  in  the  Java  programming  language  to  avoid  or  break  these 
deadlocks. You must design your program to ensure that a deadlock situation cannot occur.

Fairness

When you construct a ReentrantLock, you can specify that you want a fair locking policy:

Lock fairLock = new ReentrantLock(true);

A fair lock favors the thread that has been waiting for the longest time. However, this fairness 
guarantee can be a significant drag on performance. Therefore, by default, locks are not required 
to be fair.

Even if you use a fair lock, you have no guarantee that the thread scheduler is fair. If the thread 
scheduler chooses to neglect a thread that has been waiting a long time for the lock, then it 
doesn't get the chance to be treated fairly by the lock.

Threads and Swing

As we mentioned in the introduction to this chapter, one of the reasons to use threads in your 
programs is to make your programs more responsive. When your program needs to do something 
time consuming, then you should fire up another worker thread instead of blocking the user 
interface.

To see the problem, run the test program in Example 1-10. When you click the Bad button, a 
new thread is started whose run method tortures a combo box, randomly adding and removing 
values.

public void run()
{
   try
   {
      while (true)
      {
         int i = Math.abs(generator.nextInt());
         if (i % 2 == 0)
            combo.insertItemAt(new Integer(i), 0);
         else if (combo.getItemCount() > 0)
            combo.removeItemAt(i % combo.getItemCount());
         sleep(1);
      }
      catch (InterruptedException e) {}
   }
}
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The last rule is often called the single-thread rule for Swing programming. There are a few 
exceptions to the single-thread rule.

1. A few Swing methods are thread safe. They are specially marked in the API 
documentation with the sentence "This method is thread safe, although most Swing 
methods are not." The most useful among these thread-safe methods are

2. JTextComponent.setText
3. JTextArea.insert
4. JTextArea.append
5. JTextArea.replaceRange

6. The following methods of the JComponent class can be called from any thread:
7. repaint
8. revalidate

The repaint method schedules a repaint event. You use the revalidate method if the 
contents of a component have changed and the size and position of the component must 
be  updated.  The  revalidate method  marks  the  component's  layout  as  invalid  and 
schedules a layout event. (Just like paint events, layout events are coalesced. If multiple 
layout events are in the event queue, the layout is only recomputed once.)

NOTE

We used the repaint method many times in Volume 1 of this book, but the 
revalidate method is  less common.  Its  purpose is to force a layout of a 
component  after  the  contents  have  changed.  The  traditional  AWT  has  a 
validate method to force the layout of a component. For Swing components, 
you should simply call revalidate instead. (However, to force the layout of 
a JFrame, you still need to call validatea JFrame is a Component but not a 
JComponent.)

9. You can safely add and remove event  listeners  in any thread.  Of course,  the listener 
methods will be invoked in the event dispatching thread.

10. You can construct components, set their properties, and add them into containers, as long 
as none of the components have been realized. A component has been realized if it can 
receive paint or validation events. This is the case as soon as the setVisible(true) or 
pack methods have been invoked on the component, or if the component has been added 
to a container that has been realized. Once a component has been realized, you can no 
longer manipulate it from another thread.

In particular, you can create the GUI of an application in the main method before calling 
setVisible(true), and you can create the GUI of an applet in the applet constructor or 
the init method.

To solve this problem, you can use two convenient utility methods in any thread to add arbitrary 
actions to the event queue. For example, suppose you want to periodically update a label in a 
thread to indicate progress. You can't call label.setText from your thread. Instead, use the 
invokeLater and invokeAndWait methods of the EventQueue class to have that call executed 
in the event dispatching thread.
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You place the Swing code into the run method of a class that implements the Runnable 
interface. Then, you create an object of that class and pass it to the static invokeLater or 
invokeAndWait method. For example, here is how to update a label text.

EventQueue.invokeLater(new
   Runnable()
   {
      public void run()
      {
         label.setText(percentage + "% complete");
      }
   });

The invokeLater method returns immediately when the event is posted to the event queue. The 
run method is executed asynchronously. The invokeAndWait method waits until the run method 
has actually been executed.

In the situation of updating a progress label, the invokeLater method is more appropriate. Users 
would rather have the worker thread make more progress than have the most precise progress 
indicator.

Both methods execute the run method in the event dispatch thread. No new thread is created.

Example 1-10 demonstrates how to use the invokeLater method to safely modify the contents 
of  a  combo  box.  If  you  click  on  the  Good  button,  a  thread  inserts  and  removes  numbers. 
However, the actual modification takes place in the event dispatching thread.

Example 1-10. SwingThreadTest.java
  1. import java.awt.*;
  2. import java.awt.event.*;
  3. import java.util.*;
  4. import javax.swing.*;

  5.
  6. /**
  7.    This program demonstrates that a thread that
  8.    runs in parallel with the event dispatch thread
  9.    can cause errors in Swing components.
 10. */
 11. public class SwingThreadTest
 12. {
 13.    public static void main(String[] args)
 14.    {
 15.       SwingThreadFrame frame = new SwingThreadFrame();
 16.       frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
 17.       frame.setVisible(true);
 18.    }
 19. }
 20.
 21. /**
 22.    This frame has two buttons to fill a combo box from a
 23.    separate thread. The "Good" button uses the event queue,
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 24.    the "Bad" button modifies the combo box directly.
 25. */
 26. class SwingThreadFrame extends JFrame
 27. {
 28.    public SwingThreadFrame()
 29.    {
 30.       setTitle("SwingThreadTest");
 31.
 32.       final JComboBox combo = new JComboBox();
 33.       combo.insertItemAt(new Integer(Integer.MAX_VALUE), 0);
 34.       combo.setPrototypeDisplayValue(combo.getItemAt(0));
 35.       combo.setSelectedIndex(0);
 36.
 37.       JPanel panel = new JPanel();
 38.
 39.       JButton goodButton = new JButton("Good");
 40.       goodButton.addActionListener(new ActionListener()
 41.          {
 42.             public void actionPerformed(ActionEvent event)
 43.             {
 44.                new Thread(new GoodWorkerRunnable(combo)).start();
 45.             }
 46.          });
 47.       panel.add(goodButton);
 48.       JButton badButton = new JButton("Bad");
 49.       badButton.addActionListener(new ActionListener()
 50.          {
 51.             public void actionPerformed(ActionEvent event)
 52.             {
 53.                new Thread(new BadWorkerRunnable(combo)).start();
 54.             }
 55.          });
 56.       panel.add(badButton);
 57.       panel.add(combo);
 58.       add(panel);
 59.       pack();
 60.    }
 61. }
 62.
 63. /**
 64.    This runnable modifies a combo box by randomly adding
 65.    and removing numbers. This can result in errors because
 66.    the combo box methods are not synchronized and both the worker
 67.    thread and the event dispatch thread access the combo box.
 68. */
 69. class BadWorkerRunnable implements Runnable
 70. {
 71.    public BadWorkerRunnable(JComboBox aCombo)
 72.    {
 73.       combo = aCombo;
 74.       generator = new Random();
 75.    }
 76.
 77.    public void run()
 78.    {
 79.       try
 80.       {
 81.          while (true)
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 82.          {
 83.             combo.showPopup();
 84.             int i = Math.abs(generator.nextInt());
 85.             if (i % 2 == 0)
 86.                combo.insertItemAt(new Integer(i), 0);
 87.             else if (combo.getItemCount() > 0)
 88.                combo.removeItemAt(i % combo.getItemCount());
 89.             Thread.sleep(1);
 90.          }
 91.       }
 92.       catch (InterruptedException e) {}
 93.    }
 94.
 95.    private JComboBox combo;
 96.    private Random generator;
 97. }
 98.
 99. /**
100.    This runnable modifies a combo box by randomly adding
101.    and removing numbers. In order to ensure that the
102.    combo box is not corrupted, the editing operations are
103.    forwarded to the event dispatch thread.
104. */
105. class GoodWorkerRunnable implements Runnable
106. {
107.    public GoodWorkerRunnable(JComboBox aCombo)
108.    {
109.       combo = aCombo;
110.       generator = new Random();
111.    }
112.
113.    public void run()
114.    {
115.       try
116.       {
117.          while (true)
118.          {
119.             EventQueue.invokeLater(new
120.                Runnable()
121.                {
122.                   public void run()
123.                   {
124.                      combo.showPopup();
125.                      int i = Math.abs(generator.nextInt());
126.                      if (i % 2 == 0)
127.                         combo.insertItemAt(new Integer(i), 0);
128.                      else if (combo.getItemCount() > 0)
129.                         combo.removeItemAt(i % combo.getItemCount());
130.                   }
131.                });
132.             Thread.sleep(1);
133.          }
134.       }
135.       catch (InterruptedException e) {}
136.    }
137.
138.    private JComboBox combo;
139.    private Random generator;
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140. }

java.awt.EventQueue 1.0

• static void invokeLater(Runnable runnable) 1.2

causes the run method of the runnable object to be executed in the event dispatch thread 
after pending events have been processed.

• static void invokeAndWait(Runnable runnable) 1.2

causes the run method of the runnable object to be executed in the event dispatch thread 
after  pending events have been processed.  This  call  blocks until  the  run method has 
terminated.
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UNIT -2
NETWORK PROGRAMMING IN JAVA 

Sockets  – secure sockets – custom sockets – UDP datagrams –  multicast  sockets – URL 
classes – Reading Data from the server – writing data – configuring the connection – Reading 
the header – telnet application – Java Messaging services.

Socket Basics
A socket is a connection between two hosts. It can perform seven basic operations:
• Connect to a remote machine
• Send data
• Receive data
• Close a connection
• Bind to a port
• Listen for incoming data
• Accept connections from remote machines on the bound port
Java's Socket class, which is used by both clients and servers, has methods that correspond to the 
first four of these operations. The last three operations are needed only by servers, which wait for 
clients to connect to them. They are implemented by the ServerSocket class, which is discussed 
in the next chapter. Java programs normally use client sockets in the following fashion:
1. The program creates a new socket with a Socket( ) constructor.
2. The socket attempts to connect to the remote host.
3. Once the connection is established, the local and remote hosts get input and output streams 
from the socket and use those streams to send data to each other. This connection is full-duplex; 
both  hosts  can  send and receive  data  simultaneously.  What  the  data  means  depends  on  the 
protocol;  different commands are sent to an FTP server than to an HTTP server.  There will 
normally be some agreed-upon hand-shaking followed by the transmission of data from one to 
the other.
4. When the transmission of data is complete,  one or both sides close the connection.  Some 
protocols, such as HTTP 1.0, require the connection to be closed after each request is serviced. 
Others, such as FTP, allow multiple requests to be processed in a single connection.

The Socket Class
The java.net.Socket class is Java's fundamental class for performing client-side TCP operations. 
Other  client-oriented  classes  that  make  TCP  network  connections,  such  as  URL, 
URLConnection, Applet,  and JEditorPane, all ultimately end up invoking the methods of this 
class. This class itself uses native code to communicate with the local TCP stack of the host 
operating system. The methods of the Socket class set up and tear down connections and set as 
various socket options. Because TCP sockets are more or less reliable connections, the interface 
that the Socket class provides to the programmer is streams. The actual reading and writing of 
data over the socket is accomplished via the familiar stream classes.
The Constructors
The four nondeprecated public Socket constructors are simple. Each lets you specify the host and 
the port you want to connect to. Hosts may be specified as an InetAddress or a String. Ports are 
always specified as int values from to 65,535. Two of the constructors also specify the local 
address and local port from which data will be sent. You might need to do this when you want to 
select one particular network interface from which to send data on a multihomed host. 

www.R
eji

np
au

l.c
om



public Socket(String host, int port) throws UnknownHostException, IOException
This constructor creates a TCP socket to the specified port on the specified host and attempts to 
connect to the remote host. For example:
try {
Socket toOReilly = new Socket("www.oreilly.com", 80);
// send and receive data...
}
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
Example 10.1. Find Out Which of the First 1,024 Ports Seem to Be Hosting TCP Servers on 
a Specified Host (the Local Host by Default)
import java.net.*;
import java.io.*;
public class LowPortScanner {
public static void main(String[] args) {
String host = "localhost";
if (args.length > 0) {
host = args[0];
}
for (int i = 1; i < 1024; i++) {
try {
Socket s = new Socket(host, i);
System.out.println("There is a server on port " + i + " of "
+ host);
}
catch (UnknownHostException e) {
System.err.println(e);
break;
}
catch (IOException e) {
// must not be a server on this port
}
} // end for
} // end main
} // end PortScanner
Here's the output this program produces on my local host. Your results will vary, depending on 
which ports are occupied. As a rule, more ports will be occupied on a Unix workstation than on a 
PC or a Mac:
% java LowPortScanner
There is a server on port 21 of localhost
There is a server on port 22 of localhost
There is a server on port 23 of localhost
There is a server on port 25 of localhost
There is a server on port 37 of localhost
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There is a server on port 111 of localhost
There is a server on port 139 of localhost
There is a server on port 210 of localhost
There is a server on port 515 of localhost
There is a server on port 873 of localhost

If you're curious about what servers are running on these ports, try experimenting with Telnet. 
On a Unix system, you may be able to find out which services reside on which ports by looking 
in the file  /etc/services. If LowPortScanner finds any ports that are running servers but are not 
listed in /etc/services, then that's interesting.
public Socket(InetAddress host, int port) throws IOException
Like the previous constructor, this constructor creates a TCP socket to the specified port on the 
specified host and tries to connect. It differs by using an InetAddress object to specify the host 
rather  than a hostname.  It  throws an IOException  if  it  can't  connect,  but does not throw an 
UnknownHostException;  if  the  host  is  unknown,  you  will  find  out  when  you  create  the 
InetAddress object. For example:
try {
InetAddress OReilly = InetAddress.getByName("www.oreilly.com");
Socket OReillySocket = new Socket(OReilly, 80);
// send and receive data...
}
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
In the rare case where you open many sockets to the same host, it is more efficient to convert the 
hostname to an InetAddress and then repeatedly use that InetAddress to create sockets. Example 
10.2 uses this technique to improve on the efficiency of Example 10.1.
Example 10.2. Find Out Which of the Ports at or Above 1,024 Seem to Be Hosting TCP 
Servers
import java.net.*;
import java.io.*;
public class HighPortScanner {
public static void main(String[] args) {
String host = "localhost";
if (args.length > 0) {
host = args[0];
}
try {
InetAddress theAddress = InetAddress.getByName(host);
for (int i = 1024; i < 65536; i++) {
try {
Socket theSocket = new Socket(theAddress, i);
System.out.println("There is a server on port "
+ i + " of " + host);
}
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catch (IOException e) {
// must not be a server on this port
}
} // end for
} // end try
catch (UnknownHostException e) {
System.err.println(e);
}
} // end main
} // end HighPortScanner
The results are much the same as before, except that HighPortScanner checks ports above 1023.
public  Socket(String  host,  int  port,  InetAddress  interface,  int  localPort)  throws 
IOException

• This constructor creates a socket to the specified port on the specified host and tries to 
connect. It connects to the host and port specified in the first two arguments. It connects 
from  the  local  network  interface  and  port  specified  by  the  last  two  arguments.  The 
network interface may be either physical  (e.g.,  a different Ethernet card) or virtual (a 
multihomed host). 

• If is passed for the localPort argument, Java chooses a random available port between 
1024 and 65,535. For example,  if  I  were running a program on  metalab.unc.edu  and 
wanted to make sure that my connection went over its 100 megabit-per-second (Mbps) 
fiber-optic  interface  (fddisunsite.oit.unc.edu)  instead  of  the 10Mbps Ethernet  interface 
(helios.oit.unc.edu), I would open a socket like this:

try {
InetAddress fddi = InetAddress.getByName("fddisunsite.oit.unc.edu");
Socket OReillySocket = new Socket("www.oreilly.com", 80, fddi, 0);
// work with the sockets...
}
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
By passing 0 for the local port number, I say that I don't care which port is used but I do want to 
use the FDDI network interface.

This  constructor  can  throw an  IOException  for  all  the  usual  reasons  given  in  the  previous 
constructors.  Furthermore,  an  IOException  (specifically,  an  UnknownHostException,  though 
that's not declared in the throws clause of this constructor) will also be thrown if the String host 
cannot be located. Finally, an IOException (probably a BindException, though again that's just a
subclass of IOException and not specifically declared in the throws clause of this method) will 
be thrown if the socket is unable to bind to the requested local network interface. This tends to 
limit the portability of applications that use this constructor.
public  Socket(InetAddress  host,  int  port,  InetAddress  interface,  int  localPort)  throws 
IOException
This constructor is identical to the previous one except that the host to connect to is passed as an 
InetAddress, not a String. It creates a TCP socket to the specified port on the specified host from 
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the specified interface and local port, and tries to connect. If it fails, it throws an IOException. 
For example:
try {
InetAddress metalab = InetAddress.getByName("metalab.unc.edu");
InetAddress oreilly = InetAddress.getByName("www.oreilly.com");
Socket oreillySocket = new Socket(oreilly, 80, metalab, 0);
}
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}

protected Socket( )
The  Socket  class  also  has  two  protected  constructors  that  initialize  the  superclass  without 
connecting  the  socket.  You  use  these  if  you're  subclassing  Socket,  perhaps  to  implement  a 
special kind of socket that encrypts transactions or understands your local proxy server. Most of 
your implementation of a new socket class will be writtenin a SocketImpl object.

protected Socket(SocketImpl impl)

This constructor, available only in Java 1.1 and later, installs the SocketImpl object impl when it 
creates the new Socket object. The Socket object is created but is not connected. This constructor 
is usually called by subclasses of java.net.Socket. In Java 1.0, java.net.Socket is final so it cannot 
be subclassed, and this constructor does not exist. You can pass null to this constructor if you 
don't need a SocketImpl. However, in this case, you must override all the base class methods that 
depend on the underlying SocketImpl.
Java also has two Socket constructors that were deprecated starting in Java 1.1:

public Socket(String host, int port, boolean useStreams) throws IOException
public Socket(InetAddress host, int port, boolean useStreams) throws IOException

These constructors allowed the programmer to specify whether the socket was to be used for 
reliable,  connection-oriented  TCP  stream  traffic  or  unreliable  UDP  datagram  traffic.  If  the 
useStreams argument is true, then the TCP datagrams are combined into a reliable stream of 
data, just as is done by all the other Socket constructors. However, if useStreams is false, then 
the socket transmits data as UDP datagrams instead. 
Getting Information About a Socket
To the  programmer,  Socket  objects  appear  to  have  several  private  fields  that  are  accessible 
through various getter methods. Actually, sockets have only one field, a SocketImpl; the fields 
that appear to belong to the Socket actually reflect  native code in the SocketImpl. This way, 
socket implementations can be changed without disturbing the program; for example, to support 
firewalls and proxy servers. The actual SocketImpl in use is almost completely transparent to the 
programmer. 
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public InetAddress getInetAddress( )
Given a Socket object, the getInetAddress( ) method tells you which remote host the Socket is 
connected to or, if the connection is now closed, which host the Socket was connected to when it 
was connected. For example:
try {
Socket theSocket = new Socket("java.sun.com", 80);
InetAddress host = theSocket.getInetAddress( );
System.out.println("Connected to remote host " + host);
} // end try
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
public int getPort( )
The getPort( ) method tells you which port the Socket is (or was or will be)
connected to on the remote host. For example:
try {
Socket theSocket = new Socket("java.sun.com", 80);
int port = theSocket.getPort( );
System.out.println("Connected on remote port " + port);
} // end try
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
public int getLocalPort( )
There are two ends to a connection: the remote host and the local host. To find the port number 
for the local end of a connection, call getLocalPort( ). For example:
try {
Socket theSocket = new Socket("java.sun.com", 80, true);
int localPort = theSocket.getLocalPort( );
System.out.println("Connecting from local port " + localPort);
} // end try
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
Unlike the remote port, which (for a client socket) is usually a "well-known port" that has been 
preassigned by a standards committee, the local port is usually chosen by the system at runtime 
from the available unused ports. This way, many different clients on a system can access the 
same service at the same time. The local port is embedded in outbound IP packets along with the 
local host's IP address, so the server can send data back to the right port on the client.
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public InetAddress getLocalAddress( )
The getLocalAddress( ) method tells you which network interface a socket is bound to. You 
normally use this on a multihomed host, or one with multiple network interfaces. For example:
try {
Socket theSocket = new Socket(hostname, 80);
InetAddress localAddress = theSocket.getLocalAddress( );
System.out.println("Connecting from local address " + localAddress);
} // end try
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
Example 10.3 reads a list of hostnames from the command-line, attempts to open a
socket to each one, and then uses these four methods to print the remote host, the
remote port, the local address, and the local port.
Example 10.3. Get a Socket's Information
import java.net.*;
import java.io.*;
public class SocketInfo {
public static void main(String[] args) {
for (int i = 0; i < args.length; i++) {
try {
Socket theSocket = new Socket(args[i], 80);
System.out.println("Connected to " + theSocket.getInetAddress( )
+ " on port " + theSocket.getPort( ) + " from port " + theSocket.getLocalPort( ) + " of "
+ theSocket.getLocalAddress( ));
} // end try
catch (UnknownHostException e) {
System.err.println("I can't find " + args[i]);
}
catch (SocketException e) {
System.err.println("Could not connect to " + args[i]);
}
catch (IOException e) {
System.err.println(e);
}
} // end for
} // end main
} // end SocketInfo
Here's the result.  I included  www.oreilly.com  on the command-line twice to demonstrate that 
each connection was assigned a different local port, regardless of the remote host; the local port 
assigned to any connection is unpredictable and depends mostly on what other ports are in use. 
The connection to shock.njit.edu failed because that machine does not run any servers on port 80:
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% java SocketInfo www.oreilly.com www.oreilly.com www.macfaq.com
shock.njit.edu
Connected to www.oreilly.com/198.112.208.23 on port 80 from port
46770 of calzone.
oit.unc.edu/152.2.22.81
Connected to www.oreilly.com/198.112.208.23 on port 80 from port
46772 of calzone.
oit.unc.edu/152.2.22.81
Connected to www.macfaq.com/204.162.81.201 on port 80 from port 46773
of calzone.
oit.unc.edu/152.2.22.81
Could not connect to shock.njit.edu

An Echo Client
import java.net.*;
import java.io.*;
public class EchoClient {
public static void main(String[] args) {
String hostname = "localhost";
if (args.length > 0) {
hostname = args[0];
}
PrintWriter out = null;
BufferedReader networkIn = null;
try {
Socket theSocket = new Socket(hostname, 7);
networkIn = new BufferedReader(
new InputStreamReader(theSocket.getInputStream( )));
BufferedReader userIn = new BufferedReader(
new InputStreamReader(System.in));
out = new PrintWriter(theSocket.getOutputStream( ));
System.out.println("Connected to echo server");
while (true) {
String theLine = userIn.readLine( );
if (theLine.equals(".")) break;
out.println(theLine);
out.flush( );
System.out.println(networkIn.readLine( ));
}
} // end try
catch (IOException e) {
System.err.println(e);
}
finally {
try {
if (networkIn != null) networkIn.close( );
if (out != null) out.close( );
}
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catch (IOException e) {}
}
} // end main
} // end EchoClient

• As usual, EchoClient reads the host to connect to from the command line. The hostname 
is  used  to  create  a  new  Socket  object  on  port  7,  called  theSocket.  The  socket's 
InputStream  is  returned  by  getInputStream(  )  and  chained  to  an  InputStreamReader, 
which is  chained to  a  BufferedReader  called  networkIn.  This  reader  reads  the server 
responses. Since this client also needs to read input from the user, it creates a second 
BufferedReader, this one called userIn, which reads from System.in. 

• Next,  EchoClient  calls  theSocket.getOutputStream( ) to get theSocket's output stream, 
which is used to construct a new PrintWriter called out. Now that the three streams have 
been created, it's simply a matter of reading from userIn and writing whatever the user 
types to out. Once data has been sent to the echo server, networkIn waits for a response. 
When networkIn receives a response, it's  printed on System.out.  In theory, this client 
could get hung waiting for a response that never comes. However, this is unlikely if the 
connection can be made in the first place, since the TCP protocol checks for bad packets 
and automatically asks the server for replacements.Here's a sample run:

% java EchoClient photon.poly.edu
Connected to echo server
Hello
Hello
How are you?
How are you?
I'm fine thank you.
I'm fine thank you.
Goodbye
Goodbye
.
Example 10.7 is line-oriented. 

• It reads a line of input from the console, sends it to the server, then waits to read a line of 
output it gets back. However, the echo protocol doesn't require this. 

• It echoes each byte as it receives it. It doesn't really care whether those bytes represent 
characters in some encoding or are divided into lines. Java does not allow you to put the 
console into "raw" mode, where each character is read as soon as it's typed instead of 
waiting for the user to press the Enter key. Consequently, if you want to explore the more 
immediate echo responses, you must provide a nonconsole interface. You also have to 
separate the network input from user input and network output. 

• This is because the connection is full duplex but may be subject to some delay. If the 
Internet's running slow, the user may be able to type and send several characters before 
the server returns the first one. 

• Then the server may return several bytes all at once. Unlike many protocols, echo does 
not specify lockstep behavior where the client sends a request but then waits for the full 
server  response  before  sending  any  more  data.  The  simplest  way  to  handle  such  a 
protocol in Java is to place network input and output in separate threads.

Closing the Socket
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That's almost everything you need to know about client-side sockets. When you're writing a 
client application, almost all the work goes into handling the streams and interpreting the data. 
The sockets themselves are very easy to work with; all the hard parts are hidden. That is one 
reason sockets are such a popular paradigm for network programming. After we cover a couple 
of remaining methods, you'll know everything you need to know to write TCP clients.

public synchronized void close( ) throws IOException
• Until now, our examples have assumed that sockets close on their own; they haven't done 

anything to clean up after themselves. 
• It is true that a socket is closed automatically when one of its two streams is closed, when 

the program ends, or when it's garbage collected. However, it is a bad practice to assume 
that the system will close sockets for you, especially for programs that may run for an 
indefinite period of time. 

• In a socket-intensive program like a web browser, the system may well hit its maximum 
number of open sockets before the garbage collector kicks in. The port scanner programs 
of Example 10.1 and Example 10.2 are particularly bad offenders in this respect, since it 
may take a long time for the program to run through all the ports. When you're through 
with a socket, you should call its close( ) method to disconnect. Ideally, you put this in a 
finally  block so that the socket is closed whether or not an exception is thrown. The 
syntax is straightforward:

Socket connection = null;
try {
Socket connection = new Socket("www.oreilly.com", 13);
// interact with the socket
} // end try
catch (UnknownHostException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
finally {
if (connection != null) connection.close( );
}
Once a  Socket  has  been  closed,  its  InetAddress,  port  number,  local  address,  and  local  port 
number are still  accessible through the getInetAddress( ), getPort( ), getLocalAddress( ), and 
getLocalPort(  )  methods.  However,  although  you  can  still  call  getInputStream(  )  or 
getOutputStream(  ),  attempting  to  read  data  from  the  InputStream  or  write  data  to  the 
OutputStream throws an IOException.  Example 10.7  is a revision of the PortScanner program 
that closes each socket once it's through with it. It does not close sockets that fail to connect. 
Since these are never opened, they don't need to be closed. In fact,  if  the constructor failed, 
connection is actually null.
Example 10.7. Look for Ports with Socket Closing
import java.net.*;
import java.io.*;
public class PortScanner {
public static void main(String[] args) {
String host = "localhost";
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if (args.length > 0) {
host = args[0];
}
Socket connection = null;
try {
InetAddress theAddress = InetAddress.getByName(host);
for (int i = 1; i < 65536; i++) {
try {
connection = new Socket(host, i);
System.out.println("There is a server on port " + i + " of " + host);
}
catch (IOException e) {
// must not be a server on this port
}
} // end for
} // end try
catch (UnknownHostException e) {
System.err.println(e);
}
finally {
try {
if (connection != null) connection.close( );
}
catch (IOException e) {}
}
} // end main
} // end PortScanner

Setting Socket Options
Socket options specify how the native sockets on which the Java Socket class relies send and 
receive data. 
• TCP_NODELAY
• SO_BINDADDR
• SO_TIMEOUT
• SO_LINGER
• SO_SNDBUF (Java 1.2 and later)
• SO_RCVBUF (Java 1.2 and later)
• SO_KEEPALIVE (Java 1.3 and later)
The funny-looking names for these options are taken from the named constants in the C header 
files  used in  Berkeley  Unix where  sockets  were invented.  Thus they follow classic  Unix C 
naming  conventions  rather  than  the  more  legible  Java  namingconventions.  For  instance, 
SO_SNDBUF really means "Socket Option Send Buffer Size".
TCP_NODELAY
public void setTcpNoDelay(boolean on) throws SocketException
public boolean getTcpNoDelay( ) throws SocketException

• Setting  TCP_NODELAY to  true ensures  that  packets  are  sent  as  quickly  as  possible 
regardless of their size. Normally small (1-byte) packets are combined into larger packets 
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before  being  sent.  Before  sending  another  packet,  the  local  host  waits  to  receive 
acknowledgement  of  the  previous  packet  from the  remote  system.  This  is  known as 
Nagle's algorithm. 

• setTcpNoDelay(true)  turns  off  buffering for  the socket.  setTcpNoDelay(false)  turns  it 
back on. getTcpNoDelay( ) returns true if buffering is off and false if buffering is on. For 
example,  the  following  fragment  turns  off  buffering  (that  is,  it  turns  on 
TCP_NODELAY)  for  the  socket  s  if  it  isn't  already  off:  if  (!s.getTcpNoDelay()) 
s.setTcpNoDelay( true );

 These two methods are each declared to throw a SocketException. These will bethrown only if 
the underlying socket implementation doesn't support the TCP_NODELAY option.
SO_LINGER
public void setSoLinger(boolean on, int seconds) throws SocketException
public int getSoLinger( ) throws SocketException

• The SO_LINGER option specifies what to do with datagrams that have not yet been sent 
when a  socket is closed. By default,  the close( ) method returns immediately,but the 
system still tries to send any remaining data. If the linger time is set to zero, then any 
unsent  packets  are  thrown away when the socket  is  closed.  If  the linger  time is  any 
positive value, then the close( ) method blocks while waiting the specified number of 
seconds for the data to be sent and the acknowledgments to be received.

• When that number of seconds has passed, the socket is closed and any remaining data is 
not sent, acknowledgment or no.

• These  two  methods  each  throw  a  SocketException  if  the  underlying  socket 
implementation does not support the SO_LINGER option. The setSoLinger( ) method 
can also throw an IllegalArgumentException if you try to set the linger time to a negative 
value. However, the getSoLinger( ) method may return -1 to indicate that this option is 
disabled,  and  as  much  time  as  is  needed  is  taken  to  deliver  the  remaining  data;  for 
example, to set the linger timeout for the Socket s to four minutes, if it's not already set to 
some other value:

if (s.getTcpSoLinger( ) == -1) s.setSoLinger(true, 240);
The maximum linger time is 65,535 seconds. Times larger than that will be reduced to 65,535 
seconds. Frankly, 65,535 seconds is much longer than you actually want to wait. Generally, the 
platform default value is more appropriate.

SO_TIMEOUT
public synchronized void setSoTimeout(int milliseconds) throws SocketException
public synchronized int getSoTimeout( ) throws SocketException

Normally when you try to read data from a socket, the read( ) call blocks as long as necessary to 
get enough bytes. By setting SO_TIMEOUT, you ensure that the call will not block for more 
than  a  fixed  number  of  milliseconds.  When the  timeout  expires,  an  InterruptedException  is 
thrown, and you should be prepared to catch it. However, the socket is still connected. Although 
this read( ) call failed, you can try to read from the socket again. The next call may succeed. 
Timeouts are given in milliseconds. Zero is interpreted as an infinite timeout, and is the default 
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value. For example, to set the timeout value of the Socket object s to three minutes if it isn't 
already set, specify 180,000 milliseconds:
if (s.getSoTimeout( ) == 0) s.setSoTimeout(180000);

These two methods each throw a SocketException if the underlying socket implementation does 
not  support  the  SO_TIMEOUT  option.  The  setSoTimeout(  )  method  also  throws  an 
IllegalArgumentException if the specified timeout value is negative.

SO_RCVBUF
• Most TCP stacks use buffers to improve network performance. Larger buffers tend to 

improve performance for reasonably fast (say, 10Mbps and up) connections while slower, 
dialup connections do better with smaller buffers. 

• Generally,  transfers of large, continuous blocks of data, as is common in file transfer 
protocols such as FTP and HTTP, benefit from large buffers, while the smaller transfers 
of interactive sessions, such as Telnet and many games do not. Relatively old operating 
systems designed in the age of small files and slow networks, such as BSD 4.2, use 2-
kilobyte buffers. Somewhat newer systems, such as SunOS 4.1.3, use larger 4-kilobyte 
buffers by default. 

• Still newer systems, such as Solaris, use 8- or even 16-kilobyte buffers. Starting in Java 2 
(but not Java 1.1), there are methods to get and set the suggested receive buffer size used 
for network input:

public void setReceiveBufferSize(int size) // Java 1.2
throws SocketException, IllegalArgumentException
public int getReceiveBufferSize( ) throws SocketException // Java 1.2

• The getReceiveBufferSize( ) method returns the number of bytes in the buffer that can be 
used for input from this  socket.  It throws a SocketException if  the underlying socket 
implementation does not recognize the SO_RCVBUF option. 

• This  might  happen  on  a  non-POSIX  operating  system.  The  setReceiveBufferSize(  ) 
method suggests a number of bytes to use for buffering output on this socket. However, 
the underlying implementation is free to ignore this suggestion. 

• The setReceiveBufferSize( ) method throws an IllegalArgumentException if its argument 
is less than or equal to zero. Although it's declared to also throw SocketException,  it 
probably won't  in  practice since a SocketException is  thrown for the same reason as 
IllegalArgumentException and the check for the IllegalArgument Exception is made first.

SO_SNDBUF
Starting in Java 1.2 (but not Java 1.1), there are methods to get and set the suggested send buffer 
size used for network output:
public void setSendBufferSize(int size) // Java 1.2
throws SocketException, IllegalArgumentException
public int getSendBufferSize( ) throws SocketException // Java 1.2

The getSendBufferSize( ) method returns the number of bytes in the buffer used for output on 
this  socket.  It  throws  a  SocketException  if  the  underlying  socket  implementation  doesn't 
understand the SO_SNDBUF option. The setSendBufferSize( ) method suggests a number of 
bytes to use for buffering output on this socket. However, again the client is free to ignore this 
suggestion. The setSendBufferSize( ) method also throws a SocketException if the underlying 
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socket  implementation  doesn't  understand  the  SO_SNDBUF  option.  However,  it  throws  an 
IllegalArgumentException if its argument is less than or equal to zero.

SO_KEEPALIVE
• If SO_KEEPALIVE is turned on, then the client will occasionally send a data packet over 

an idle connection, (most commonly once every two hours) just to make sure the server 
hasn't crashed. If the server fails to respond to this packet, the client will keep trying for a 
little more than 11 minutes until it receives a response. 

• If it doesn't receive a response within 12 minutes, then the client will close the socket. 
Without  SO_KEEPALIVE, an inactive  client  could live more or less forever without 
noticing that the server had crashed. Java 1.3 adds methods to turn SO_KEEPALIVE on 
and off and to determine its current state:

public void setKeepAlive(boolean on) throws SocketException // Java 1.3
public boolean getKeepAlive( ) throws SocketException // Java 1.3
The default for SO_KEEPALIVE is false. This code fragment turns SO_KEEPALIVE off, if it's 
turned on:
if (s.getKeepAlive( )) s.setKeepAlive(false);

 Socket Exceptions
In Java 1.0, a problem with a socket method is likely to throw a
java.net.SocketException, which is a subclass of IOException:
public class SocketException extends IOException

public class ConnectException extends SocketException
public class NoRouteToHostException extends SocketException

• A BindException is thrown if you try to construct a Socket or ServerSocket object on a 
local  port  that  is  in  use  or  that  you  do  not  have  sufficient  privileges  to  use.  A 
ConnectException  is  thrown when a  connection  is  refused at  the  remote  host,  which 
usually happens because the host is busy or no process is listening on that port.

• Finally, a NoRouteToHostException indicates that the connection has timed out. Code 
that you write in Java 1.0 should catch SocketException and IOException. 

Sockets for Servers
The last chapter discussed sockets from the standpoint of clients: programs that open a socket to 
a  server  that's  listening  for  connections.  However,  client  sockets  themselves  aren't  enough; 
clients aren't much use unless they can talk to a server, and if you think about it, the sockets we 
discussed in the last chapter aren't sufficient for writing servers. To create a Socket, you need to 
know the Internet host to which you want to connect. 
The ServerSocket Class
The ServerSocket class contains everything you need to write servers in Java. It has constructors 
that create new ServerSocket objects, methods that listen for connections on a specified port, and 
methods that return a Socket object when a connection is made so that you can send and receive 
data. In addition, it has methods to set various options and the usual miscellaneous methods such 
as toString( ).

The basic life cycle of a server is:
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1. A new ServerSocket is created on a particular port using a ServerSocket( ) constructor.
2. The ServerSocket listens for incoming connection attempts on that port using its accept( ) 
method. accept( ) blocks until a client attempts to make a connection, at which point accept( ) 
returns a Socket object connecting the client and the server.
3.  Depending  on  the  type  of  server,  either  the  Socket's  getInputStream(  )  method, 
getOutputStream( ) method, or both are called to get input and output streams that communicate 
with the client.
4. The server and the client interact according to an agreed-upon protocol until it is time to close 
the connection.
5. The server, the client, or both close the connection.
6. The server returns to step 2 and waits for the next connection.
If step 4 is likely to take a long or indefinite amount of time, traditional Unix servers such as wu-
ftpd create a new process to handle each connection so that multiple clients can be serviced at the 
same time. Java programs should spawn a thread to interact with the client so that the server can 
be ready to process the next connection sooner. A thread places a far smaller load on the server 
than a complete child process.
The Constructors
There are three public ServerSocket constructors:
public ServerSocket(int port) throws IOException, BindException
public ServerSocket(int port, int queueLength) throws IOException, BindException
public ServerSocket(int port, int queueLength, InetAddress bindAddress) throws IOException

These  constructors  let  you specify  the  port,  the  length  of  the  queue  used  to  hold  incoming 
connection requests, and the local network interface to bind to. They pretty much all do the same 
thing,  though some use default  values for the queue length and the address to bind to.  Let's 
explore these in order.
public ServerSocket(int port) throws IOException, BindException

• This constructor creates a server socket on the port specified by the argument. If you pass 
for the port number, the system selects an available port for you. A port chosen for you 
by the system is sometimes called an anonymous port since you don't know its number. 

• For servers, anonymous ports aren't very useful because clients need to know in advance 
which port to connect to; however, there are a few situations (which we will discuss later) 
in which an anonymous port might be useful.

For example, to create a server socket that would be used by an HTTP server on port 80, you 
would write:
try {
ServerSocket httpd = new ServerSocket(80);
}
catch (IOException e) {
System.err.println(e);
}
The constructor throws an IOException (specifically, a BindException) if the socket cannot be 
created and bound to the requested port. An IOException when creating a ServerSocket almost 
always  means  one  of  two  things.  Either  another  server  socket,  possibly  from a  completely 
different program, is already using the requested port, or you're trying to connect to a port from 1 
to 1023 on Unix without root (superuser) privileges.
Example 11.1. Look for Local Ports
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import java.net.*;
import java.io.*;
public class LocalPortScanner {
public static void main(String[] args) {
for (int port = 1; port <= 65535; port++) {
try {
// the next line will fail and drop into the catch block if
// there is already a server running on the port
ServerSocket server = new ServerSocket(port);
}
catch (IOException e) {
System.out.println("There is a server on port " + port + ".");
} // end try
} // end for
}
}
Here's the output I got when running LocalPortScanner on my NT workstation:
D:\JAVA\JNP2\examples\11>java LocalPortScanner
There is a server on port 135.
There is a server on port 1025.
There is a server on port 1026.
There is a server on port 1027.
There is a server on port 1028.

public ServerSocket(int port, int queueLength) throws IOException, BindException
• This constructor creates a ServerSocket on the specified port with a queue length of your 

choosing. If the machine has multiple network interfaces or IP addresses, then it listens 
on this port on all those interfaces and IP addresses. 

• The  queueLength  argument  sets  the  length  of  the   queue  for  incoming  connection 
requests—that is, howmany incoming connections can be stored at one time before the 
host starts refusing connections. Some operating systems have a maximum queue length, 
typically five. For example, to create a server socket on port 5,776 that would hold up to 
100 incoming connection requests in the queue, you would write:

try {
ServerSocket httpd = new ServerSocket(5776, 100);
}
catch (IOException e) {
System.err.println(e);
}
The constructor throws an IOException (specifically, a BindException) if the socket cannot be 
created and bound to the requested port. An IOException when creating a ServerSocket almost 
always means one of two things. Either the specified port is already in use, or you do not have 
root privileges on Unix and you're trying to connect to a port from 1 to 1,023.

public  ServerSocket(int  port,  int  queueLength,  InetAddress  bindAddress)  throws 
BindException, IOException
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• This constructor, which is available only in Java 1.1 and later, creates a ServerSocket on 
the specified port with the specified queue length. This ServerSocket binds only to the 
specified local IP address. 

• This constructor is useful for servers that run on systems with several IP addresses (a 
common practice at web server farms) because it allows you to choose the address to 
which you'll listen. That is, this ServerSocket listens only for incoming connections on 
the specified address; it won't listen for connections that come in through the host's other 
addresses. The other constructors bind to all local IP addresses by default.

try {
ServerSocket httpd = new ServerSocket(5776, 10,
InetAddress.getHostByName("metalab.unc.edu"));
}
catch (IOException e) {
System.err.println(e);
}
The constructor throws an IOException (again, really a BindException) if the socket cannot be 
created and bound to the requested port. A BindException when creating a ServerSocket almost 
always means one of two things. Either the specified port is already in use, or you do not have 
root privileges on Unix and you're trying to connect to a port from 1 to 1,023.
Accepting and Closing Connections

• A ServerSocket generally operates in a loop that repeatedly accepts connections. Each 
pass  through  the  loop  invokes  the  accept(  )  method.  This  returns  a  Socket  object 
representing the connection between the remote client and the local server.

• Interaction with the client takes place through this Socket object. When the transaction is 
finished, the server should invoke the Socket object's close( ) method and get ready to 
process the next incoming connection. However, when the server needs to shut down and 
not  process  any  further  incoming  connections,  you  should  invoke  the  ServerSocket 
object's close( ) method.

public Socket accept( ) throws IOException
• When  server  setup  is  done  and  you're  ready  to  accept  a  connection,  call  the 

ServerSocket's accept( ) method. This method "blocks": it stops the flow of execution and 
waits until a client connects. When a client does connect, the accept( ) method returns a 
Socket  object.  You  use  the  streams  returned  by  this  Socket's  getInputStream(  )  and 
getOutputStream( ) methods to communicate with the client. For example:

ServerSocket server = new ServerSocket(5776);
while (true) {
Socket connection = server.accept( );
OutputStreamWriter out = new OutputStreamWriter(connection.getOutputStream( ));
out.write("You've connected to this server. Bye-bye now.\r\n");
connection.close( );
}

Secure Sockets
One of the perennial fears of consumers buying goods over the Internet is that some hacker will 
steal  their credit  card number and run up a several-thousand-dollar  bill by calling phone sex 
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lines. In reality, it's far more likely that a clerk at a department store will steal their credit card 
number from a store receipt than that some hacker will grab it in transit across the Internet. In 
fact, as of early 2000, all the major online thefts of credit card numbers have been accomplished 
by stealing the information from poorly secured databases and text files after the information has 
been  safely  transmitted  across  the  Internet.  Nonetheless,  to  make  Internet  connections  more 
fundamentally  secure,  sockets  can  be  encrypted.  This  allows  transactions  to  be  confidential, 
authenticated, and accurate.

javax.net.ssl
The abstract classes that define Java's API for secure network communication.
javax.net
The abstract socket factory classes used instead of constructors to create secure sockets.
javax.security.cert
A minimal set of classes for handling public key certificates that's needed for SSL in Java 1.1. 
(In Java 1.2 and later, the java.security.cert package should be used instead.)
com.sun.net.ssl
The concrete classes that implement the encryption algorithms and protocols in Sun's reference 
implementation  of  the  JSSE.  Technically,  these  are  not  part  of  the  JSSE  standard.  Other 
implementers may replace this package with one of their own; for instance, one that uses native 
code to speed up the CPUintensive key generation and encryption process.

Creating Secure Client Sockets
If you don't care very much about the underlying details, using an encrypted SSL socket to talk 
to an existing secure server is truly straightforward. Rather than constructing a java.net.Socket 
object  with  a  constructor,  you  get  one  from  a  javax.net.ssl.SSLSocketFactory  by  using  its 
createSocket( ) method.
SSLSocketFactory is an abstract class that follows the abstract factory design pattern:

public abstract class SSLSocketFactory extends SocketFactory

Since the SSLFactorySocket class is itself abstract,  you get an instance of it by invoking the 
static SSLSocketFactory.getDefault( ) method:

public static SocketFactory getDefault( ) throws InstantiationException

This either returns an instance of SSLSocketFactory or throws an InstantiationException if no 
concrete subclass can be found. Once you have a reference to the factory, use one of the five 
overloaded createSocket( ) methods to build an SSLSocket:
public  abstract  Socket  createSocket(String  host,  int  port)  throws  IOException, 
UnknownHostException
public abstract Socket createSocket(InetAddress host, int port) throws IOException
public abstract Socket createSocket(String host, int port, InetAddress interface, int localPort)
throws IOException, UnknownHostException
public  abstract  Socket  createSocket(InetAddress  host,  int  port,  InetAddress  interface,  int 
localPort) throws IOException, UnknownHostException
public  abstract  Socket  createSocket(Socket  proxy,  String  host,  int  port,  boolean  autoClose) 
throws IOException
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• The first two methods create and return a socket that's connected to the specified host and 
port or throw an IOException if they can't connect. The third and fourth methods connect 
and return a socket that's connected to the specified host and port from the specified local 
network interface and port. 

• The last createSocket( ) method, however, is a little different. It begins with an existing 
Socket object that's connected to a proxy server. It returns a Socket that tunnels through 
this  proxy server  to  the  specified  host  and  port.  The autoClose  argument  determines 
whether  the underlying  proxy socket  should  be closed  when this  socket  is  closed.  If 
autoClose is true, the underlying socket will be closed; if false, it won't be.

• The  Socket  that  all  these  methods  return  will  really  be  a  javax.net.ssl.SSLSocket,  a 
subclass  of  java.net.Socket.  However,  you don't  need  to  know that.  Once  the  secure 
socket  has  been  created,  you  use  it  just  like  any  other  socket,  through  its 
getInputStream( ) , getOutputStream( ), and other methods. 

• For  example,  let's  suppose  there's  a  server  running  on  login.metalab.unc.edu  on port 
7,000 that  accepts  orders.  Each order  is  sent  as  an ASCII  string using a  single  TCP 
connection. The server accepts the order and closes the connection. (I'm leaving out a lot  
of details that would be necessary in a real-world system, such as the server sending a 
response code telling the client whether the order was accepted.) The orders that clients 
send look like this:

Name: John Smith
Product-ID: 67X-89
Address: 1280 Deniston Blvd, NY NY 10003
Card number: 4000-1234-5678-9017
Expires: 08/05
Reading input is no harder.  Example 12.1 is a simple program that connects to a secure HTTP 
server, sends a simple GET request, and prints out the response.
Example 12.1. HTTPSClient
import java.net.*;
import java.io.*;
import java.security.*;
import javax.net.ssl.*;
public class HTTPSClient {
public static void main(String[] args) {
if (args.length == 0) {
System.out.println("Usage: java HTTPSClient host");
return;
}
int port = 443; // default https port
String host = args[0];
try {
Security.addProvider(new
com.sun.net.ssl.internal.ssl.Provider( ));
SSLSocketFactory factory = (SSLSocketFactory) SSLSocketFactory.getDefault( );
SSLSocket socket = (SSLSocket) factory.createSocket(host, port);
Writer out = new OutputStreamWriter(socket.getOutputStream( ));
// https requires the full URL in the GET line
out.write("GET http://" + host + "/ HTTP 1.1\r\n");
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out.write("\r\n");
out.flush( );
// read response
BufferedReader in = new BufferedReader(new InputStreamReader(socket.getInputStream( )));
int c;
while ((c = in.read( )) != -1) {
System.out.write(c);
}
out.close( );
in.close( );
socket.close( );
}
catch (IOException e) {
System.err.println(e);
}
}
}
Here are the first few lines of output you get when you connect to the U.S. Postal
Service's web site:
D:\JAVA\JNP2\examples\19>java HTTPSClient www.usps.gov
HTTP 1.1 200 OK
Server: Netscape-Enterprise/4.0
Date: Mon, 10 Jan 2000 19:35:40 GMT
Content-type: text/html
Etag: "34ad7c5d-1-491-3867bec9"
Last-modified: Mon, 27 Dec 1999 19:32:25 GMT
Content-length: 1169
Accept-ranges: bytes
Connection: keep-alive
<HTML>
<Head>
<META NAME="Description"  CONTENT="The  United  States  Postal  Service  (USPS).  This 
Post Office is open 7 days a week, 24 hours a day.
USPS - for your mailing and shipping needs.">
On the other hand, here's what happens when you try to connect to Verisign's secure
web server:
D:\JAVA\JNP2\examples\19>java HTTPSClient www.verisign.com
javax.net.ssl.SSLException: untrusted server cert chain
Methods of the SSLSocket Class
Besides  the  methods  we've already  discussed and those  it  inherits  from java.net.Socket,  the 
SSLSocket class has a number of methods for configuring exactly how much and what kind of 
authentication and encryption is performed. For instance,  you can choose weaker or stronger 
algorithms, require clients to prove their identity, force reauthentication of both sides, and more.

Creating Secure Server Sockets
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Secure client sockets are only half of the equation. The other half is SSL-enabled server sockets. 
These are instances of the javax.net.SSLServerSocket class:
public abstract class SSLServerSocket extends ServerSocket

• Like  SSLSocket,  all  the  constructors  in  this  class  are  protected.  Like  SSLSocket, 
instances  of  SSLServerSocket  are  created  by  an  abstract  factory  class, 
javax.net.SSLServerSocketFactory:

public abstract class SSLServerSocketFactory extends ServerSocketFactory

Also  like  SSLSocketFactory,  an  instance  of  SSLServerSocketFactory  is  returned  by  a  static 
SSLServerSocketFactory.getDefault( ) method:

public static ServerSocketFactory getDefault( )

• And  like  SSLSocketFactory,  SSLServerSocketFactory  has  three  overloaded 
createServerSocket( ) methods that return instances of SSLServerSocket and are easily 
understood by analogy with the java.net.ServerSocket constructors:

public abstract ServerSocket createServerSocket(int port) throws IOException
public abstract ServerSocket createServerSocket(int port, int queueLength) throws IOException

public  abstract  ServerSocket  createServerSocket(int  port,  int  queueLength,  InetAddress 
interface) throws IOException If that were all there was to creating secure server sockets, then 
they  would  be  quite  straightforward  and  simple  to  use.  The  factory  that 
SSLServerSocketFactory.getDefault( ) returns generally supports only server authentication. It 
does not support encryption. 

UDP Datagrams and Sockets
• TCP  is  designed  for  reliable  transmission  of  data.  If  data  is  lost  or  damaged  in 

transmission, TCP ensures that the data is resent; if packets of data arrive out of order, 
TCP puts them back in the correct order; if the data is coming too fast for the connection, 
TCP throttles the speed back so that packets won't be lost. 

• A program never needs to worry about receiving data that is out of order or incorrect. 
However, this reliability comes at a price. That price is speed. Establishing and tearing 
down TCP connections can take a fair amount of time, particularly for protocols such as 
HTTP, which tend to require many short transmissions.

• The User Datagram Protocol (UDP) is an alternative protocol for sending data over IP 
that is very quick, but not reliable. That is, when you send UDP data, you have no way of 
knowing whether it  arrived,  much less whether different pieces of data arrived in the 
order in which you sent them. However, the pieces that do arrive generally arrive much 
more quickly.

The UDP Protocol
• The obvious question to ask is why anyone would ever use an unreliable protocol. Surely, 

if  you  have  data  worth  sending,  you  care  about  whether  the  data  arrives  correctly. 
Clearly,  UDP  isn't  a  good  match  for  applications  like  FTP  that  require  reliable 
transmission of data over potentially unreliable networks. 

• However, there are many kinds of applications in which raw speed is more important 
than getting every bit right. For example, in real-time audio or video, lost or swapped 
packets of data simply appear as static. 
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• Static  is  tolerable,  but  awkward  pauses  in  the  audio  stream,  when  TCP  requests  a 
retransmission  or  waits  for  a  wayward  packet  to  arrive,  are  unacceptable.  In  other 
applications, reliability tests can be implemented in the application layer. For example, if 
a client sends a short UDP request to a server, it may assume that the packet is lost if no 
response is returned within an established period of time; this is one way the Domain 
Name System (DNS)  works.[1]  In  fact,  you  could  implement  a  reliable  file  transfer 
protocol using UDP, and many people have:

The DatagramPacket Class
• UDP datagrams add very little to the IP datagrams they sit on top of. Figure 13.1shows a 

typical UDP da tagram. The UDP header adds only eight bytes to the IP header. The UDP 
header  includes  source  and  destination  port  numbers,  the  length  of  everything  that 
follows the IP header, and an optional checksum. Since port numbers are given as a 2-
byte unsigned integer, 65,536 different possible UDP ports are available per host. These 
are distinct from the 65,536 different TCP ports per host.

• Since the length is also a 2-byte unsigned integer, the number of bytes in a datagram is 
limited to 65,536 minus the 8 bytes for the header. However, this is redundant with the 
datagram length field of the IP header, which limits datagrams to from 65,467 to 65,507 
bytes. (The exact number depends on the size of the IP header.) The checksum field is 
optional and not used in or accessible from application layer programs. If the checksum 
for the data fails, the native network software will silently discard the datagram; neither 
the sender nor the receiver is notified. UDP is an unreliable protocol, after all.

Figure 13.1. The structure of a UDP  datagram

•

• Although the theoretical maximum amount of data in a UDP datagram is 65,507 bytes, in 
practice there is almost always much less. On many platforms, the actual limit is more 
likely to be 8,192 bytes (8K). And implementations are not required to accept datagrams 
with more than 576 total bytes including data and headers. 
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• Consequently, I would be extremely wary of any  program that depended on sending or 
receiving UDP  packets with more than 8K of data. Most of the time, larger packets are 
simply truncated to 8K of data. For maximum safety, the data portion of a UDP packet 
should be kept  to 512 bytes  or fewer,  though this  can negatively  affect  performance 
compared  to  larger  packet  sizes.  (This  is  a  problem for  TCP datagrams  too,  but  the 
stream-based API provided by Socket and ServerSocket completely shields programmers 
from these details.).

The Constructors
There are two constructors for DatagramPacket objects in Java 1.1. The first constructor is used 
to receive data from the Net; the second is for data that you will send to the Net. (Java 1.2 adds 
two more constructors, one each for sending and receiving, though these don't differ in a major 
way.).
Constructors for receiving datagrams
These two constructors create new DatagramPacket objects for receiving data from the network:
public DatagramPacket(byte[] buffer, int length)
public DatagramPacket(byte[] buffer, int offset, int length) // Java 1.2

• When a socket receives a datagram, it stores the datagram's data part in buffer beginning 
at buffer[0] and continuing until the packet is completely stored or until length bytes have 
been  written  into  the  buffer.  If  the  second  constructor  is  used,  storage  begins  at 
buffer[offset] instead. 

• Otherwise,  these two constructors  are  identical.  length  must  be  less  than  or  equal  to 
buffer.length-offset.  If  you try  to  construct  a  DatagramPacket  with  a  length  that  will 
overflow  the  buffer,  the  constructor  throws  an  IllegalArgumentException.  This  is  a 
RuntimeException,  so your code is  not required to catch it.  It  is  okay to construct  a 
DatagramPacket with a length less than buffer.length-offset. In this case, at most the first 
length bytes of buffer will be filled when the datagram is received. For example, this 
code fragment creates a new DatagramPacket for receiving a datagram of up to 8,192 
bytes:

byte[] buffer = new byte[8192];
DatagramPacket dp = new DatagramPacket(buffer, buffer.length);

• The theoretical limit for an IPv4 datagram is 65,507 bytes of data, and a DatagramPacket 
with a 65,507-byte buffer can receive any possible IPv4 datagram without losing data. 
IPv6 datagrams raise the theoretical limit to 65,536 bytes. 

• In practice, however, many UDP-based protocols such as DNS and TFTP use packets 
with 512 bytes of data per datagram or fewer. The largest data size in common usage is 
8,192 bytes for NFS. Almost all UDP datagrams you're likely to encounter will have 8K 
of data  or fewer.  In fact,  many operating systems don't  support  UDP datagrams with 
more than 8K of data and either truncate, split, or discard larger datagrams. 

• If a large datagram is too big and as a result the network truncates or drops it, your Java 
program won't  be notified  of the  problem. (UDP is  an unreliable  protocol,  after  all.) 
Consequently, you shouldn't create DatagramPacket objects with more than 8,192 bytes 
of data.

Constructors for sending datagrams
These two constructors create new DatagramPacket objects for sending data across the network:
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public DatagramPacket(byte[] data, int length, InetAddress destination, int port)
public DatagramPacket(byte[] data, int offset, int length,
InetAddress destination, int port) // Java 1.2

The get Methods
DatagramPacket has five methods that retrieve different parts of a datagram: the actual data plus 
several fields from its header. These methods are mostly used for datagrams you receive from the 
network.
public InetAddress getAddress( )
The getAddress( ) method returns an InetAddress object containing the address of the remote 
host. If the datagram was received from the Internet, the address returned is the address of the 
machine that sent it (the source address). On the other hand, if the datagram was created locally 
to be sent to a remote machine, this method returns the address of the host to which the datagram 
is addressed (the destination address). This method is most commonly used to determine the 
address of the host that sent a UDP datagram, so that the recipient can reply.

public int getPort( )
The  getPort(  )  method  returns  an  integer  specifying  the  remote  port.  If  this  datagram  was 
received from the Internet, this is the port on the host that sent the packet. If the datagram was 
created locally to be sent to a remote host, this is the port to which this packet is addressed on the 
remote machine.
public byte[ ] getData( )
The getData( ) method returns a byte array containing the data from the datagram. It's  often 
necessary to convert  the bytes into some other form of data  before they'll  be useful to your 
program. One way to do this is to change the byte array into a String using the following String 
constructor:
public String(byte[] buffer, String encoding)
The first argument, buffer, is the array of bytes that contains the data from the datagram. The 
second argument contains the name of the encoding used for this string such as ASCII or ISO-
8859-1. Thus, given a DatagramPacket dp received from the network, you can convert it to a 
String, like this:
String s = new String(dp.getData( ), "ASCII");
If the datagram does not contain text, converting it to Java data is more difficult. One approach is 
to  convert  the  byte  array  returned  by  getData(  )  into  a  ByteArrayInputStream  using  this 
constructor:
public ByteArrayInputStream(byte[] buffer, int offset, int length)

buffer is the byte array to be used as an InputStream. 

• It's important to specify the portion of the buffer that you want to use as an InputStream 
using the offset and length arguments. When converting datagram data into InputStream 
objects, offset is either (Java 1.1) or given by the DatagramPacket object's getOffset( ) 
method  (Java  2),  and  length  is  given  by  the  DatagramPacket  object's  getLength(  ) 
method. For example:

InputStream  in  =  new  ByteArrayInputStream(packet.getData(  ),  packet.getOffset(), 
packet.getLength( ));
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• You must specify the offset and the length when constructing the ByteArrayInputStream. 
Do  not  use  the  ByteArrayInputStream(  )  constructor  that  takes  only  an  array  as  an 
argument. The array returned by packet.getData( ) probably has extra space in it that was 
not filled with data from the network. This space will contain whatever random values 
those components of the array had when the DatagramPacket was constructed.

The ByteArrayInputStream can then be chained to a DataInputStream:
DataInputStream din = new DataInputStream(in);

• The  data  can  then  be  read  using  the  DataInputStream's  readInt(  ),  readLong(  ), 
readChar( ), and other methods. Of course, this assumes that the datagram's sender uses 
the same data formats as Java; this is probably the case when the sender is written in 
Java, and is often (though not necessarily) the case otherwise.

•  (Most modern computers use the same floating point format as Java, and most network 
protocols specify two's complement integers in network byte order, which also matches 
Java's formats.)

public int getLength( )
The getLength(  )  method returns  the  number  of  bytes  of  data  in  the  datagram.  This  is  not  
necessarily the same as the length of the array returned by getData( ), i.e., getData( ).length. The 
int returned by getLength( ) may be less than the length of the array returned by getData( ).
public int getOffset( ) // Java 1.2

• This method simply returns the point in the array returned by getData( ) where the data 
from the datagram begins. Example 13.1 uses all the methods covered in this section to 
print the information in the DatagramPacket. 

• This example is a little artificial; because you create the DatagramPacket, you already 
know what's in it. More often, you'll use these methods on a DatagramPacket received 
from the network, but that will have to wait for the introduction of the DatagramSocket 
class in the next section.

Example 13.1. Construct a DatagramPacket to Receive Data
import java.net.*;
public class DatagramExample {
public static void main(String[] args) {
String s = "This is a test.";
byte[] data = s.getBytes( );
try {
InetAddress ia = InetAddress.getByName("metalab.unc.edu");
int port = 7;
DatagramPacket dp = new DatagramPacket(data, data.length, ia, port);
System.out.println("This packet is addressed to "+ dp.getAddress() + " on port " + dp.getPort( ));
System.out.println("There are " + dp.getLength( )+ " bytes of data in the packet");
System.out.println(new String(dp.getData(), dp.getOffset(), dp.getLength( )));
}
catch (UnknownHostException e) {
System.err.println(e);
}
}
}
Here's the output:
% java DatagramExample
This packet is addressed to metalab.unc.edu/152.2.254.81 on port 7
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There are 15 bytes of data in the packet
This is a test.
The set Methods

• Most of the time, the four constructors are sufficient for creating datagrams. However, 
Java also provides four (five in Java 1.2 and later) methods for changing the data, remote 
address, and remote port after the datagram has been created. 

• These might be important in a situation where the time to create and garbage collect new 
DatagramPacket objects was a significant performance hit. In some situations, reusing 
objects can be significantly faster than constructing new ones. This might be the case in a 
networked twitch game like public void setData(byte[ ] data)

The setData( ) method changes the payload of the UDP datagram. You might use this method if 
you were sending a large file (where large is defined as "bigger than can comfortably fit in one 
datagram") to a remote host. You could repeatedly send the same DatagramPacket object, just 
changing the data each time.
public void setData(byte[ ] data, int offset, int length) // Java 1.2
This overloaded variant of the setData( ) method available only in Java 1.2 and later provides an 
alternative approach to sending a large quantity of data. Instead of sending lots of new arrays, 
you can put all the data in one array and send it a piece at a time. For instance, this loop sends a 
large array in 512-byte chunks:
int offset = 0;
DatagramPacket dp = new DatagramPacket(bigarray, offset, 512);
int bytesSent = 0;
while (bytesSent < bigarray.length) {
socket.send(dp);
bytesSent += dp.getLength( );
int bytesToSend = bigarray.length - bytesSent;
int size = (bytesToSend > 512) ? 512 : bytesToSend;
dp.setData(bigarray, bytesSent, 512);
}
The DatagramSocket Class
To send or receive a DatagramPacket, you need to open a datagram socket. In Java, a datagram 
socket is created and accessed through the DatagramSocket class:
public class DatagramSocket extends Object

• All datagram sockets are bound to a local port, on which they listen for incoming data 
and which they place in the header of outgoing datagrams. If you're writing a client, you 
don't care what the local port is, so you call a constructor that lets the system assign an 
unused port (an anonymous port). 

• This port number is placed in any outgoing datagrams and will be used by the server to 
address any response datagrams. If you're writing a server, clients need to know on which 
port the server is listening for incoming datagrams; therefore, when a server constructs a 
DatagramSocket, it must specify the local port on which it will listen. 

• However, the sockets used by clients and servers are otherwise identical: they differ only 
in whether they use an anonymous (system-assigned) or a well-known port. There's no 
distinction between client sockets and server sockets, as there is with TCP; there is no 
such thing as a DatagramServerSocket.
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The Constructors
The DatagramSocket class has three constructors that are used in different situations, much like 
the DatagramPacket class. The first constructor opens a datagram socket on an anonymous local 
port. The second constructor opens a datagram socket on a well-known local port that listens to 
all  local network interfaces.  The third constructor opens a datagram socket on a well-known 
local port on a specific network interface. All three constructors deal only with the local address 
and  port.  The  remote  address  and  port  are  stored  in  the  DatagramPacket,  not  the 
DatagramSocket.  Indeed, one DatagramSocket can send and receive datagrams from multiple 
remote hosts and ports.
public DatagramSocket( ) throws SocketException
This constructor creates a socket that is bound to an anonymous port. For example:
try {
DatagramSocket client = new DatagramSocket( );
// send packets...
}
catch (SocketException e) {
System.err.println(e);
}
A SocketException is thrown if the socket can't be created. It's unusual for this constructor to 
throw an exception; it's hard to imagine situations in which the socket could not be opened, since 
the system gets to choose the local port.
public DatagramSocket(int port) throws SocketException

• This constructor creates a socket that listens for incoming datagrams on a specific port, 
specified by the port argument. You would use this constructor to write a server that has 
to listen on a well-known port; if servers listened on anonymous ports, clients would not 
be able to contact them. A SocketException is thrown if the socket can't be created. 

• There are two common reasons for the constructor to fail: the specified port is already 
occupied, or you are trying to connect to a port below 1,024 and you don't have sufficient 
privileges (i.e., you are not root on a Unix system; for better or worse, other platforms 
allow anyone to connect to low-numbered ports). 

• TCP ports and UDP ports are not related. Two unrelated servers or clients can use the 
same port  number  if  one uses UDP and the other uses TCP.  Example 13.2  is  a  port 
scanner that looks for UDP ports in use on the local host. It decides that the port is in use 
if the DatagramSocket constructor throws an exception. 

public void connect(InetAddress host, int port) // Java 1.2
The connect( ) method doesn't really establish a connection in the TCP sense. However, it does 
specify that the DatagramSocket will send packets to and receive packets from only the specified 
remote host on the specified remote port. Attempts to send packets to a different host or port will 
throw an IllegalArgumentException. Packets received from a different host or a different port 
will be discarded without an exception or other notification.
A security check is made when the connect( ) method is invoked. If the VM is allowed to send 
data  to  that  host  and port,  then the check passes  silently.  Otherwise,  a  SecurityException  is 
thrown.  However,  once  the  connection  has  been  made,  send(  )  and  receive(  )  on  that 
DatagramSocket no longer make the security checks they'd normally make.
public void disconnect( ) // Java 1.2
The disconnect( ) method breaks the "connection" of a connected DatagramSocket so that it can 
once again send packets to and receive packets from any host and port.
public int getPort( ) // Java 1.2
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If and only if a DatagramSocket is connected, the getPort( ) method returns the remote port to 
which it is connected. Otherwise, it returns -1.
public InetAddress getInetAddress( ) // Java 1.2
If and only if a DatagramSocket is connected, the getInetAddress( ) method returns the address 
of the remote host to which it is connected. Otherwise, it returns null.
Socket Options
The only socket option supported for datagram sockets in Java 1.1 is SO_TIMEOUT. Java 1.2 
adds SO_SNDBUF and SO_RCVBUF.
SO_TIMEOUT

• SO_TIMEOUT  is  the  amount  of  time,  in  milliseconds,  that  receive(  )  waits  for  an 
incoming datagram before throwing an InterruptedIOException. Its value must be non-
negative. If SO_TIMEOUT is 0, receive( ) never times out. This value can be changed 
with the setSoTimeout( ) method and inspected with the getSoTimeout( ) method:

public synchronized void setSoTimeout(int timeout) throws SocketException
public synchronized int getSoTimeout( ) throws IOException

• The default is to never time out, and indeed there are few situations in which you would 
need  to  set  SO_TIMEOUT.  You  might  need  it  if  you  were  implementing  a  secure 
protocol that required responses to occur within a fixed amount of time. You might also 
decide that the host you're  communicating with is dead (unreachable or notresponding) if 
you  don't  receive  a  response  within  a  certain  amount  of  time.  The  setSoTimeout(  ) 
method sets the SO_TIMEOUT field for a datagram socket.

When the  timeout  expires,  an  InterruptedIOException  is  thrown.  You should set  this  option 
before you call receive( ). You cannot change it while receive( ) is waiting for a datagram. The 
timeout argument must be greater than or equal to zero;
if it is not, setSoTimeout( ) throws a SocketException. For example:
try {
buffer = new byte[2056];
DatagramPacket dp = new DatagramPacket(buffer, buffer.length);
DatagramSocket ds = new ServerSocket(2048);
ds.setSoTimeout(30000); // block for no more than 30 seconds
try {
ds.receive(dp);
// process the packet...
}
catch (InterruptedIOException e) {
ss.close( );
System.err.println("No connection within 30 seconds");
}
catch (SocketException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println("Unexpected IOException: " + e);
}
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The  getSoTimeout(  )  method  returns  the  current  value  of  this  DatagramSocket  object's 
SO_TIMEOUT field. For example:
public void printSoTimeout(DatagramSocket ds) {
int timeout = ds.getSoTimeOut( );
if (timeout > 0) {
System.out.println(ds + " will time out after "
+ timeout + "milliseconds.");
}
else if (timeout == 0) {
System.out.println(ds + " will never time out.");
}
else {
System.out.println("Something is seriously wrong with " + ds);
}
}

SO_RCVBUF
• The SO_RCVBUF option  of  DatagramSocket  is  closely  related  to  the  SO_RCVBUF 

option of Socket. It determines the size of the buffer used for network I/O. Larger buffers 
tend  to  improve  performance  for  reasonably  fast  (say,  Ethernet-speed)  connections 
because they can store more incoming datagrams before overflowing. 

• Sufficiently large receive buffers are even more important for UDP than for TCP, since a 
UDP datagram that arrives when the buffer is full will be lost, whereas a TCP datagram 
that arrives at a full buffer will eventually be retransmitted. Furthermore, SO_RCVBUF 
sets  the  maximum size  of  datagram packets  that  can  be  received  by  the  application. 
Packets  that  won't  fit  in  the  receive  buffer  are  silently  discarded.  public  void 
setReceiveBufferSize(int size) throws SocketException, IllegalArgumentException

public int getReceiveBufferSize( ) throws SocketException

• The setReceiveBufferSize(  )  method suggests  a  number  of bytes to  use for buffering 
input from this  socket.  However,  the underlying implementation is free to ignore this 
suggestion. 

• For instance,  many 4.3 BSD-derived systems have a maximum receive buffer size of 
about 52K and won't let you set a limit higher than this. Other systems raise this to about 
240K. 

• The details are highly platform-dependent. Consequently, it's a good idea to check the 
actual  size  of  the  receive  buffer  with  getReceiveBufferSize(  )  after  setting  it.  The 
getReceiveBufferSize( ) method returns the number of bytes in the buffer used for input 
from this socket. 

• Both methods throw a SocketException if the underlying socket implementation does not 
recognize  the  SO_RCVBUF  option.  This  might  happen  on  a  non-POSIX  operating 
system. The setReceiveBufferSize( ) method throws an IllegalArgumentException if its 
argument is less than or equal to zero.

SO_SNDBUF
Starting in Java 1.2, DatagramSocket has methods to get and set the suggested send buffer size 
used for network output:
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public void setSendBufferSize(int size) throws SocketException, IllegalArgumentException
public int getSendBufferSize( ) throws SocketException
The setSendBufferSize( ) method suggests a number of bytes to use for buffering output on this 
socket.  Once  again,  however,  the  operating  system  is  free  to  ignore  this  suggestion. 
Consequently, you'll want to check the result of setSendBufferSize( ) by immediately following 
it with a call to getSend BufferSize( ) to find out what the buffer size really is.
Both  methods  throw  a  SocketException  if  the  underlying  native  network  software  doesn't 
understand  the  SO_SNDBUF  option.  The  setSendBufferSize(  )  method  also  throws  an 
IllegalArgumentException if its argument is less than or equal to zero.

A UDP Echo Server
import java.net.*;
import java.io.*;
public class UDPEchoServer extends UDPServer {
public final static int DEFAULT_PORT = 7;
public UDPEchoServer( ) throws SocketException {
super(DEFAULT_PORT);
}
public void respond(DatagramPacket packet) {
try {
DatagramPacket outgoing = new DatagramPacket(packet.getData( ),
packet.getLength(), packet.getAddress(), packet.getPort( ));
ds.send(outgoing);
}
catch (IOException e) {
System.err.println(e);
}
}
public static void main(String[] args) {
try {
UDPEchoServer server = new UDPEchoServer( );
server.start( );
}
catch (SocketException e) {
System.err.println(e);
}
}
}
A daytime server is only mildly more complex. The server listens for incoming UDP datagrams 
on port 13. When it detects an incoming datagram, it returns the current date and time at the 
server as a one-line ASCII string. Example 13.11 demonstrates this.
Example 13.11. The UDP Daytime Server
import java.net.*;
import java.io.*;
import java.util.*;
public class UDPDaytimeServer extends UDPServer {
public final static int DEFAULT_PORT = 13;
public UDPDaytimeServer( ) throws SocketException {
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super(DEFAULT_PORT);
}
public void respond(DatagramPacket packet) {
try {
Date now = new Date( );
String response = now.toString( ) + "\r\n";
byte[] data = response.getBytes("ASCII");
DatagramPacket  outgoing  =  new  DatagramPacket(data,data.length,  packet.getAddress(), 
packet.getPort( ));
ds.send(outgoing);
}
catch (IOException e) {
System.err.println(e);
}
}
public static void main(String[] args) {
try {
UDPDaytimeServer server = new UDPDaytimeServer( );
server.start( );
}
catch (SocketException e) {
System.err.println(e);
}
}
}
A UDP Echo Client
A TCP-based echoclient can send a message and wait for a response on the same connection. 
However,  a UDP-based echo client  has  no guarantee  that  the message it  sent  was received. 
Therefore, it cannot simply wait for the response; it needs to be prepared to send and
receive data asynchronously.

• This  behavior  is  fairly  simple  to  implement  using  threads,  however.  One thread  can 
process user input and send it to the echo server, while a second thread accepts input 
from the server and displays it to the user. 

• The client is divided into three classes: the main UDPEchoClient class, the SenderThread 
class, and the ReceiverThread class. The UDPEchoClient class should look familiar. It 
reads a hostname from the command-line and converts that to an InetAddress object. It 
uses this and the default echo port to construct a SenderThread object. 

• This constructor can throw a SocketException, so the exception must be caught. Then the 
SenderThread starts.  The same DatagramSocket that the SenderThread uses is used to 
construct  a  ReceiverThread  ,  which  is  then  started.  It's  important  to  use  the  same 
DatagramSocket for both sending and receiving data, because the echo server will send 
the response back to the port the data was sent from. Example 13.12 shows the code for 
the UDPEchoClient.

Example 13.12. The UDPEchoClient Class
import java.net.*;
import java.io.*;
public class UDPEchoClient {
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public final static int DEFAULT_PORT = 7;
public static void main(String[] args) {
String hostname = "localhost";
int port = DEFAULT_PORT;
if (args.length > 0) {
hostname = args[0];
}
try {
InetAddress ia = InetAddress.getByName(hostname);
SenderThread sender = new SenderThread(ia, DEFAULT_PORT);
sender.start( );
ReceiverThread receiver = new
ReceiverThread(sender.getSocket( ));
receiver.start( );
}
catch (UnknownHostException e) {
System.err.println(e);
}
catch (SocketException se) {
System.err.println(se);
}
} // end main
}

• The SenderThread class reads input from the console, a line at a time, and sends it to the 
echo server.  It's  shown in  Example 13.13.  The input is  provided by System.in,  but a 
different client could include an option to read input from a different stream— perhaps 
opening a FileInputStream to read from a file. The three fields of this class define the 
server to which it sends data, the port on that server, and the DatagramSocket that does 
the sending. SenderThread has a single constructor, which takes an InetAddress and the 
port as arguments and opens a DatagramSocket.

• The run( ) method processes user input, a line at a time. To do this, the BufferedReader 
userInput is chained to System.in. An infinite loop reads lines of user input. Each line is 
stored in theLine. A period on a line by itself signals the end of user input and breaks out 
of the loop. Otherwise, the bytes of data are stored in the data array, using the getBytes( ) 
method from java.lang.String. Next, the data array is placed in the payload part of the 
DatagramPacket output, along with information about the server, the port, and the data 
length. This packet is then sent to its destination by socket. This thread then yields to give 
other threads an opportunity to run.

Example 13.13. The SenderThread Class
import java.net.*;
import java.io.*;
public class SenderThread extends Thread {
private InetAddress server;
private DatagramSocket socket;
private boolean stopped = false;
private int port;
public SenderThread(InetAddress ia, int port)
throws SocketException {
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this.server = ia;
this.socket = new DatagramSocket( );
this.port = port;
}
public void halt( ) {
this.stopped = true;
}
public DatagramSocket getSocket( ) {
return this.socket;
}
public void run( ) {
try {
BufferedReader userInput = new BufferedReader(new InputStreamReader(System.in));
while (true) {
if (stopped) return;
String theLine = userInput.readLine( );
if (theLine.equals(".")) break;
byte[] data = theLine.getBytes( );
DatagramPacket output = new DatagramPacket(data, data.length, server, port);
socket.send(output);
Thread.yield( );
}
} // end try
catch (IOException e) {
System.err.println(e);
}
} // end run
}

• The ReceiverThread class shown in Example 13.14 waits for datagrams to arrive from the 
network.  When  a  datagram  is  received,  it  is  converted  to  a  String  and  printed  on 
System.out for display to the user. 

• This class has two fields. The more important is the DatagramSocket, theSocket, which 
must be the same DatagramSocket used by the EchoInputThread. Data arrives on the port 
used by that DatagramSocket, and any other DatagramSocket would not be allowed to 
connect to the same port. 

• The second field, stopped, is a boolean,  used to halt this thread without invoking the 
deprecated  stop(  )  method.  The  run(  )  method  is  an  infinite  loop  that  uses  socket's 
receive( ) method to wait for incoming datagrams. When an incoming datagram appears, 
it is converted into a String with the same length as the incoming data and printed on 
System.out.  As  in  the  input  thread,  this  thread  then  yields  to  give  other  threads  an 
opportunity to execute.

Example 13.14. The ReceiverThread Class
import java.net.*;
import java.io.*;
class ReceiverThread extends Thread {
DatagramSocket socket;
private boolean stopped = false;
public ReceiverThread(DatagramSocket ds) throws SocketException {
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this.socket = ds;
}
public void halt( ) {
this.stopped = true;
}
public void run( ) {
byte[] buffer = new byte[65507];
while (true) {
if (stopped) return;
DatagramPacket dp = new DatagramPacket(buffer, buffer.length);
try {
socket.receive(dp);
String s = new String(dp.getData(), 0, dp.getLength( ));
System.out.println(s);
Thread.yield( );
}
catch (IOException e) {
System.err.println(e);
}
}
}
}
Try running the echo client  on one machine and connecting to the echo server on a second 
machine to verify that both these programs work.

Multicast Sockets
• All the sockets you've seen in the previous chapters have been  unicast: they provided 

point-to-point communication. That is, unicast sockets create a connection with two well-
defined endpoints. There is one sender and one receiver, and, although they may switch 
roles, at any given time it is easy to tell which is which. 

• However,  although  point-to-point  communications  serve  many,  if  not  most,  needs 
(people have engaged in one-on-one conversations for millennia), many tasks require a 
different model. 

For example, a television station broadcasts data from one location to every point within range of 
its transmitter. The signal reaches every television set whether or not it's turned on and whether 
or not it's tuned in to that particular station. Indeed, the signal even reaches homes with cable 
boxes instead of antennas and homes that don't have a television. This is the classic example of 
broadcasting. It's quite indiscriminate and quite wasteful of both the electromagnetic spectrum 
and power.

What Is a Multicast Socket?
• Multicasting  is  broader  than  unicast,  point-to-point  communication  but  narrower  and 

more targeted than broadcast communication. Multicasting sends data from one host to 
many  different  hosts,  but  not  to  everyone;  the  data  goes  only  to  clients  that  have 
expressed an interest in the data by joining a particular multicast group. In a way, this is 
like a public meeting. 
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• People can come and go as they please, leaving when the discussion no longer interests 
them.  Before  they  arrive  and  after  they  have  left,  they  don't  need  to  process  the 
information at all: it just doesn't reach them. On the Internet, such "public meetings" are 
best implemented using a multicast socket that sends a copy of the data to a location (or a 
group of locations) 

• close to the parties that have declared an interest in the data. In the best case, the data is 
duplicated only when it reaches the local network serving the interested clients: the data 
crosses  the  IP  supports  broadcasting,  but  the  use  of  broadcasts  is  strictly  limited. 
Protocols  require  broadcasts  only  when  there  is  no  alternative,  and  routers  limit 
broadcasts  to  the  local  network  or  subnet,  preventing  broadcasts  from  reaching  the 
Internet at large.

The URLConnection Class
• URLConnection is an abstract class that represents an active connection to a resource 

specified by a URL. The URLConnection class has two different but related purposes. 
First, it provides more control over the interaction with a server than the URL class. With 
a  URLConnection,  you can  inspect  the  MIME headers  sent  by  an  HTTP server  and 
respond accordingly. 

• You  can  adjust  the  MIME header  fields  used  in  the  client  request.  You  can  use  a 
URLConnection to download binary files. Finally, a URLConnection lets you send data 
back to a web server with POST or PUT and use other HTTP request methods. Second, 
the  URLConnection  class  is  part  of  Java's  protocol  handler  mechanism,  which  also 
includes the URLStreamHandler class. 

• The idea behind protocol handlers is simple: they separate the details  of processing a 
protocol from processing particular data types, providing user interfaces, and doing the 
other work that a monolithic web browser performs. The base java.net.URLConnection 
class is abstract; to implement a specific protocol, you write a subclass. These subclasses 
can be loaded at runtime by your own applications or by the HotJava browser; in the 
future, it may be possible for Java applications to download protocol handlers over the 
Net as needed, making them automatically extensible. 

For example, if your browser runs across a URL with a strange prefix, such as compress:, rather 
than throwing up its hands and issuing an error message, it could download a protocol handler 
for  this  unknown  protocol  and  use  it  to  communicate  with  the  server.  Only  abstract 
URLConnection classes are present in the java.net package. 

The concrete subclasses are hidden inside the sun.net package hierarchy. Many of the methods 
and fields as well as the single constructor in the URLConnection class are protected. In other 
words, they can be accessed only by instances of the URLConnection class or its subclasses. 

Opening URLConnections
A program that uses the URLConnection class directly follows this basic sequence of steps:
1. Construct a URL object.
2. Invoke the URL object's openConnection( ) method to retrieve a
URLConnection object for that URL.
3. Configure the URLConnection.
4. Read the header fields.
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5. Get an input stream and read data.
6. Get an output stream and write data.
7. Close the connection.
Consequently, unless you're subclassing URLConnection to handle a new kind of URL (that is, 
writing a protocol handler),  you can get a reference to one of these objects only through the 
openConnection( ) methods of the URL and URLStreamHandler classes. For example:
try {
URL u = new URL("http://www.greenpeace.org/");
URLConnection uc = u.openConnection( );
}
catch (MalformedURLException e) {
System.err.println(e);
}
catch (IOException e) {
System.err.println(e);
}
In practice, the openConnection( ) method of java.net.URL is the same as the openConnection( ) 
method of java.net.URLStreamHandler. All a URL object's openConnection( ) method does is 
call its URLStreamHandler's openConnection( ) method.

• The URLConnection class is declared abstract. However, all but one of its methods are 
implemented. The single method that subclasses are forced to implement is connect( ), 
which makes a connection to a server and thus depends on the type of service you're 
implementing  (HTTP,  FTP,  etc.).  For  example,  a 
sun.net.www.protocol.file.FileURLConnection's connect( ) method converts the URL to 
a filename in the appropriate directory, creates MIME information for the file, and then 
opens  a  buffered  FileInputStream  to  the  file.  The  connect(  )  method  of 
sun.net.www.protocol.http.HttpURLConnection  creates  an  HttpClient  object  (from 
sun.net.www.http.HttpClient),  which  is  responsible  for  connecting  to  the  server.  Of 
course, you may find it convenient or necessary to override other methods in the class.

public abstract void connect( ) throws IOException

When a URLConnection is first constructed, it is unconnected; that is, the local and remote host 
cannot  send and receive  data.  There  is  no socket  connecting  the  two hosts.  The  connect(  ) 
method establishes a connection—normally using TCP sockets but possibly through some other 
mechanism—between the local and remote host so that you can send and receive data. However, 
the getInputStream( ), getContent( ), getHeaderField( ), and other methods that require an open 
connection will themselves call connect( ) if the connection isn't yet open. Therefore, you rarely
need to call connect( ) directly.

Reading Data from a Server
The minimal set of steps needed to retrieve data from a URL using a URLConnection object are 
these:
1. Construct a URL object.
2. Invoke the URL object's openConnection( ) method to retrieve a
URLConnection object for that URL.
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3. Invoke the URLConnection's getInputStream( ) method.
4. Read from the input stream using the usual stream API.
The getInputStream( ) method returns a generic InputStream, which lets you read and parse the 
data that the server sends yourself.
public InputStream getInputStream( )

uses the getInputStream( ) method to download a web page.
Example 15.1. Download a Web Page with a URLConnection
import java.net.*;
import java.io.*;
public class SourceViewer2 {
public static void main (String[] args) {
if (args.length > 0) {
try {
//Open the URLConnection for reading
URL u = new URL(args[0]);
URLConnection uc = u.openConnection( );
InputStream raw = uc.getInputStream( );
InputStream buffer = new BufferedInputStream(raw);
// chain the InputStream to a Reader
Reader r = new InputStreamReader(buffer);
int c;
while ((c = r.read( )) != -1) {
System.out.print((char) c);
}
}
catch (MalformedURLException e) {
System.err.println(args[0] + " is not a parseable URL");
}
catch (IOException e) {
System.err.println(e);
}
} // end if
} // end main
} // end SourceViewer2
The  differences  between  URL and URLConnection  aren't  apparent  with  just  a  simple  input 
stream as in this example. The biggest differences between the two classes are:
• URLConnection provides access to the MIME header associated with an HTTP 1.0 response.
• URLConnection lets you configure the request parameters sent to the server.
• URLConnection lets you write data to the server as well as read data from the server.

Reading the Header
HTTP servers provide a substantial amount of information in the MIME headers that precede 
each response. For example, here's a typical MIME header returned by an Apache web server 
running on Solaris:
HTTP 1.1 200 OK
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Date: Mon, 18 Oct 1999 20:06:48 GMT
Server: Apache/1.3.4 (Unix) PHP/3.0.6 mod_perl/1.17
Last-Modified: Mon, 18 Oct 1999 12:58:21 GMT
ETag: "1e05f2-89bb-380b196d"
Accept-Ranges: bytes
Content-Length: 35259
Connection: close
Content-Type: text/html
Retrieving Specific MIME Header Fields
The first six methods request specific, particularly common fields from the MIME
header. These are:
• Content-type
• Content-length
• Content-encoding
• Date
• Last-modified
• Expires
public String getContentType( )
This method returns the MIME content type of the data. It relies on the web server to send a 
proper MIME header, including a valid content type. It throws no exceptions and returns null if 
the content type isn't available. text/html will be by far the most common content type you'll 
encounter  when  connecting  to  web  servers.  Other  commonly  used  types  include  text/plain, 
image/gif, and image/jpeg.
public int getContentLength( )
This method tells you how many bytes there are in the content. Many servers send Content-
length headers only when they're transferring a binary file, not when transferring a text file. If 
there  is  no  Content-length  header,  getContentLength(  )  returns  -1.  The  method  throws  no 
exceptions. It is used when you need to know exactly how many bytes to read or when you need 
to create a buffer large enough to hold the data in advance.
Example 15.2. This Program Downloads a Binary File from a Web Site and Saves It to 
Disk
import java.net.*;
import java.io.*;
public class BinarySaver {
public static void main (String args[]) {
for (int i = 0; i < args.length; i++) {
try {
URL root = new URL(args[i]);
saveBinaryFile(root);
}
catch (MalformedURLException e) {
System.err.println(args[i] + " is not URL I understand.");
}
catch (IOException e) {
System.err.println(e);
}
} // end for
} // end main
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public static void saveBinaryFile(URL u) throws IOException {
URLConnection uc = u.openConnection( );
String contentType = uc.getContentType( );
int contentLength = uc.getContentLength( );
if (contentType.startsWith("text/") || contentLength == -1 ) {
throw new IOException("This is not a binary file.");
}
InputStream raw = uc.getInputStream( );
InputStream in = new BufferedInputStream(raw);
byte[] data = new byte[contentLength];
int bytesRead = 0;
int offset = 0;
while (offset < contentLength) {
bytesRead = in.read(data, offset, data.length-offset);
if (bytesRead == -1) break;
offset += bytesRead;
}
in.close( );
if (offset != contentLength) {
throw new IOException("Only read " + offset + " bytes; Expected " + contentLength + " bytes");
}
String filename = u.getFile( );
filename = filename.substring(filename.lastIndexOf('/') + 1);
FileOutputStream fout = new FileOutputStream(filename);
fout.write(data);
fout.flush( );
fout.close( );
}
} // end BinarySaver

• As usual, the main( ) method loops over the URLs entered on the command-line, passing 
each URL to the saveBinaryFile( ) method. saveBinaryFile( ) opens a URLConnection uc 
to the URL. It puts the type into the variable contentType and the content length into the 
variable contentLength. 

• Next, an if statement checks whether the MIME type is text, or the content-length field is 
missing or invalid (contentLength == -1). If either of these is true, an IOException is 
thrown. If these assertions are both false, we have a binary file of known length: that's 
what we want. 

• Now that we have a genuine binary file on our hands, we prepare to read it into an array 
of bytes called data. data is initialized to the number of bytes required to hold the binary 
object, contentLength. Ideally, you would like to fill data with a single call to read( ), but 
you probably won't get all the bytes at once so the read is placed in a loop. 

Writing Data to a Server
Sometimes you need to write data to a URLConnection—for example, when you submit a form 
to a web server using POST or upload a file using PUT. The getOutputStream( ) method returns 
an OutputStream on which you can write data for transmission to a server:

public OutputStream getOutputStream( )
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• Since  a  URLConnection  doesn't  allow  output  by  default,  you  have  to  call 
setDoOutput(true) before asking for an output stream. When you set doOutput to true for 
an http URL, the request method is changed from GET to POST.  

• GET is straightforward to work with, but it does limit the amount of data you can send. 
Some web servers have maximum lengths of lines they'll accept as part of a GET request, 
typically 255 or 1,024. 

• This is generally enough for a simple search request or page navigation, but not enough 
for a form that allows users to contribute to a bulletin board, for example. Forms that 
allow larger blocks of text should use POST instead. We'll explore this more shortly.

Once  you've  got  the  OutputStream,  you  should  buffer  it  by  chaining  it  to  a 
BufferedOutputStream or a BufferedWriter. You generally also chain it to a DataOutputStream, 
an  OutputStreamWriter,  or  some  other  class  that's  more  convenient  to  use  than  a  raw 
OutputStream. For example:
try {
URL u = new URL("http://www.somehost.com/cgi-bin/acgi");
// open the connection and prepare it to POST
URLConnection uc = u.openConnection( );
uc.setDoOutput(true);
OutputStream raw = uc.getOutputStream( );
OutputStream buffered = new BufferedOutputStream(raw);
OutputStreamWriter out = new OutputStreamWriter(buffered, "8859_1");
out.write("first=Julie&middle=&last=Harting&work=String+Quartet\r\n");
out.flush( );
out.close( );
}
catch (IOException e) {
System.err.println(e);
}
Sending data with POST is almost as easy as with GET. You invoke setDoOutput(true), then use 
the URLConnection's getOutputStream( ) method to write the query string rather than attaching 
it to the URL. Java buffers all the data written onto the output stream until the stream is closed. 
This is necessary so that it can determine the necessary Content-length header. The request it 
sends, including request line and MIME header, looks something like this:
POST /cgi-bin/register.pl HTTP 1.0
Content-type: application/x-www-form-urlencoded
Content-length: 66
username=Elliotte+Rusty+Harold&email=elharo%40metalab%2eunc%2eedu
The query string contains two name-value pairs, separated by ampersands. When using POST, 
you can also put each name-value pair on a line by itself; this avoids problems if the server 
doesn't like lines greater than some maximum length. For example:
% telnet hoohoo.ncsa.uiuc.edu 80
Trying 141.142.103.54...
Connected to hoohoo.ncsa.uiuc.edu.
Escape character is '^]'.
POST /cgi-bin/post-query HTTP 1.0
ACCEPT: text/plain
Content-type: application/x-www-form-urlencoded
Content-length: 66
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username=Elliotte+Rusty+Harold
email=elharo%40metalab%2eunc%2eedu
HTTP 1.0 200 Document follows
Date: Tue, 30 Jul 1996 15:10:41 GMT
Server: NCSA/1.5.2
Content-type: text/html
<H1>Query Results</H1>You submitted the following name/value
pairs:<p>
<ul>
<li> <code>name = Elliotte Rusty Harold</code>
<li> <code>email = elharo@metalab.unc.edu</code>
</ul>
Connection closed by foreign host.
 
The URL Class
It extendsjava.lang.Object, and it is a final class that cannot be subclassed. Rather than relying on 
inheritance to configure instances for different kinds of URLs, it uses the strategy design pattern. 
Protocol handlers are the strategies, and the URL class itself forms the context through which the 
different strategies are selected: 
public final class URL extends Object implements Serializable
Although storing a URL as a string would be trivial, it is helpful to think of URLs as objects with 
fields that include the protocol, hostname, port, path, query string, and ref, each of which may be 
set independently. Indeed, this is almost exactly how the java.net.URL class is organized, though 
the details vary a little between different versions of Java.

Creating New URLs
Unlike  the  InetAddress  objects,  you  can  construct  instances  of  java.net.URL.  There  are  six 
constructors, differing in the information they require. Which constructor you use depends on 
what information you have and the form it's in.
All  these  constructors  throw a MalformedURLException  if  you try  to  create  a  URL for  an 
unsupported protocol.
public String getProtocol( )
The getProtocol( ) method returns a String containing the scheme of the URL:
for example, "http", "https", or "file". For example:
URL page = this.getCodeBase( );
System.out.println("This applet was downloaded via "+ page.getProtocol( ));
public String getHost( )
The getHost( ) method returns a String containing the hostname of the URL. For example:
URL page = this.getCodeBase( );
System.out.println("This applet was downloaded from " +page.getHost( ));
The  host  string  is  not  necessarily  a  valid  hostname  or  address.  In  particular,  URLs  that 
incorporate usernames, like ftp://anonymous:anonymous@wuarchive.wustl.edu/, include the user 
info in the host. For example, consider this code fragment:
try {
URL u = new URL("ftp://anonymous:anonymous@wuarchive.wustl.edu/");
String host = u.getHost( );
}
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catch (MalformedURLException e) {
// should never happen
}
This sets host to anonymous:anonymous@wuarchive.wustl.edu, not simply wuarchive.wustl.edu. 
Java  1.3  provides  a  method  to  get  the  user  info,  anonymous:anonymous  in  this  example. 
However, for reasons of backward compatibility, Java 1.3 did not change the semantics of the 
getHost( ) method to return only the host rather than the host plus the user info.
public int getPort( )
The getPort( ) method returns the port number specified in the URL as an int. If no port was 
specified in the URL, then getPort( ) returns -1 to signify that the URL does not specify the port 
explicitly,  and  will  use  the  default  port  for  the  protocol.  For  example,  if  the  URL  is 
http://www.userfriendly.org/, getPort( ) returns -1; if the URL is http://www.userfriendly.org:80/, 
getPort( ) returns 80. The following code prints -1 for the port number, because it isn't specified 
in the URL:
try {
URL u = new URL("http://www.ncsa.uiuc.edu/demoweb/html-primer.html);
System.out.println("The port part of " + u + " is " +u.getPort( ));
}
catch (MalformedURLException e) {
System.err.println(e);
}
public String getFile( )
The getFile( ) method returns a String that contains the path and file portion of a URL; remember 
that Java does not break a URL into separate path and file parts. Everything from the first / after 
the hostname until the character preceding the # sign that begins a section is considered to be 
part of the file. For example:
URL page = this.getDocumentBase( );
System.out.println("This page's path is " + page.getFile( ));
If the URL does not have a file part, Java 1.0, 1.1, and 1.2 append a slash (/) to the URL and 
return the slash as the filename. For example, if the URL is
http://www.slashdot.org (rather than something like
http://www.slashdot.org/index.html ), getFile( ) returns /. Java 1.3 simply sets the
file to the empty string.

public String getPath( ) // Java 1.3
The getPath( ) method, available only in JDK 1.3 and later, is a synonym for getFile( ); that is, it 
returns a String containing the path and file portion of a URL and has exactly the same semantics 
as getFile( ). The reason for this duplicate method is to sync up Java's terminology with the URI 
specification in RFC 2396.
RFC 2396 calls what we and Java have been calling the "file" the "path" instead. The getFile( ) 
method  isn't  yet  deprecated  as  of  Java  1.3,  but  it  may  become  so  in  future  releases.  Note 
especially that the getPath( ) method does not return only the directory path and getFile( ) does 
not return only the filename as you might naively expect. Both getPath( ) and getFile( ) return 
exactly the same thing, the full path and filename.

public string getRef( )
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The getRef( ) method returns the named anchor part of the URL. If the URL doesn't have a 
named  anchor,  the  method  returns  null.  In  the  following  code,  getRef(  )  returns  the  string 
xtocid1902914:
try {
URL u = new URL(
"http://metalab.unc.edu/javafaq/javafaq.html#xtocid1902914");
System.out.println("The ref of " + u + " is " + u.getRef( ));
}
catch (MalformedURLException e) {
System.err.println(e);
}
public string getQuery( ) // Java 1.3
The getQuery( ) method returns the query string of the URL. If the URL doesn't have a query 
string,  the  method  returns  null.  In  the  following  code,  getQuery(  )  returns  the  string 
category=Piano:
try {
URL u = new URL(
"http://metalab.unc.edu/nywc/compositions.phtml?category=Piano");
System.out.println("The query string of " + u + " is " +u.getQuery( ));
}
catch (MalformedURLException e) {
System.err.println(e);
}

JAVA MESSAGING SERVICES

What Is Messaging? 

Messaging  is  a  method  of  communication  between  software  components  or  applications.  A 
messaging  system is  a  peer-to-peer  facility:  A messaging  client  can  send messages  to,  and 
receive messages from, any other client. Each client connects to a messaging agent that provides 
facilities for creating, sending, receiving, and reading messages. 

Messaging enables  distributed  communication  that  is  loosely  coupled.  A component  sends  a 
message  to  a  destination,  and  the  recipient  can  retrieve  the  message  from  the  destination. 
However, the sender and the receiver do not have to be available at the same time in order to 
communicate. In fact, the sender does not need to know anything about the receiver; nor does the 
receiver need to know anything about the sender. The sender and the receiver need to know only 
what message format and what destination to use. In this respect, messaging differs from tightly 
coupled technologies, such as Remote Method Invocation (RMI), which require an application to 
know a remote application's methods. 

Messaging  also  differs  from electronic  mail  (e-mail),  which  is  a  method  of  communication 
between  people  or  between  software  applications  and  people.  Messaging  is  used  for 
communication between software applications or software components. www.R
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What Is the JMS API? 

The Java Message Service is a Java API that allows applications to create, send, receive, and 
read messages. Designed by Sun and several partner companies, the JMS API defines a common 
set of interfaces and associated semantics that allow programs written in the Java programming 
language to communicate with other messaging implementations. 

The JMS API minimizes the set of concepts a programmer must learn to use messaging products 
but provides enough features to support sophisticated messaging applications. It also strives to 
maximize  the  portability  of  JMS applications  across  JMS providers  in  the  same  messaging 
domain. 

The JMS API enables communication that is not only loosely coupled but also 

• Asynchronous. A  JMS provider  can  deliver  messages  to  a client  as  they 
arrive; a client does not have to request messages in order to receive them. 

• Reliable. The JMS API can ensure that a message is delivered once and only 
once. Lower levels of reliability are available for applications that can afford 
to miss messages or to receive duplicate messages. 

When Can You Use the JMS API? 

An enterprise application provider is likely to choose a messaging API over a tightly coupled 
API, such as Remote Procedure Call (RPC), under the following circumstances. 

• The  provider  wants  the  components  not  to  depend  on  information  about 
other components' interfaces, so that components can be easily replaced. 

• The provider wants the application to run whether or not all components are 
up and running simultaneously. 

• The application business model allows a component to send information to 
another and to continue to operate without receiving an immediate response. 

For example, components of an enterprise application for an automobile manufacturer can use 
the JMS API in situations like these. 

• The inventory  component  can  send a  message  to  the  factory  component 
when the inventory level  for  a product goes below a certain level,  so the 
factory can make more cars. 

• The factory component can send a message to the parts components so that 
the factory can assemble the parts it needs. 

• The parts components in turn can send messages to their own inventory and 
order components to update their inventories and to order new parts from 
suppliers. 

• Both  the  factory  and  the  parts  components  can  send  messages  to  the 
accounting component to update their budget numbers. 

• The business can publish updated catalog items to its sales force. www.R
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Using messaging for these tasks allows the various components to interact  with one another 
efficiently, without tying up network or other resources. Figure 1.1 illustrates how this simple 
example might work. 

Figure 1.1.  Messaging in an Enterprise Application 

Manufacturing  is  only  one  example  of  how  an  enterprise  can  use  the  JMS  API.  Retail 
applications, financial services applications, health services applications, and many others can 
make use of messaging. 

Basic JMS API Concepts 

This chapter introduces the most basic JMS API concepts, the ones you must know to get started 
writing simple JMS client applications: 

• JMS API architecture 
• Messaging domains 
• Message consumption 

The  next  chapter  introduces  the  JMS  API  programming  model.  Later  chapters  cover  more 
advanced concepts, including the ones you need to write J2EETM applications that use message-
driven beans. 

JMS API Architecture 

A JMS application is composed of the following parts. 

• A JMS provider is a messaging system that implements the JMS interfaces and 
provides administrative and control features. An implementation of the J2EE 
platform at release 1.3 includes a JMS provider. 

• JMS  clients are  the  programs  or  components,  written  in  the  JavaTM 

programming language, that produce and consume messages. 
• Messages are the objects that communicate information between JMS clients. 
• Administered  objects are  preconfigured  JMS  objects  created  by  an 

administrator for the use of clients. The two kinds of administered objects are 
destinations and connection factories. Native clients are programs that use a 
messaging product's native client API instead of the JMS API. An application 
first created before the JMS API became available and subsequently modified 
is likely to include both JMS and native clients. 
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Figure  2.1  illustrates  the  way  these  parts  interact.  Administrative  tools  allow  you  to  bind 
destinations and connection factories into a Java Naming and Directory InterfaceTM (JNDI) API 
namespace. A JMS client can then look up the administered objects in the namespace and then 
establish a logical connection to the same objects through the JMS provider. 

Figure 2.1   JMS API Architecture

Messaging Domains 

In fact, most current implementations of the JMS API provide support for both the point-to-point 
and the publish/subscribe domains, and some JMS clients combine the use of both domains in a 
single application. In this way, the JMS API has extended the power and flexibility of messaging 
products. 

 Point-to-Point Messaging Domain 

A point-to-point (PTP) product or application is built around the concept of message queues, 
senders,  and receivers.  Each message is  addressed to  a specific  queue,  and receiving  clients 
extract  messages  from  the  queue(s)  established  to  hold  their  messages.  Queues  retain  all 
messages sent to them until the messages are consumed or until the messages expire. 

PTP messaging has the following characteristics and is illustrated in Figure 2.2. 

Figure 2.2   Point-to-Point Messaging

• Each message has only one consumer. 
• A sender and a receiver of a message have no timing dependencies. The 

receiver can fetch the message whether or not it was running when the client 
sent the message. 

• The receiver acknowledges the successful processing of a message. 

Use PTP messaging when every message you send must be processed successfully by one 
consumer. 
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 Publish/Subscribe Messaging Domain 

In  a  publish/subscribe (pub/sub)  product  or  application,  clients  address  messages  to  a  topic. 
Publishers and subscribers are generally anonymous and may dynamically publish or subscribe 
to the content  hierarchy.  The system takes care of distributing the messages arriving from a 
topic's multiple publishers to its multiple subscribers. Topics retain messages only as long as it 
takes to distribute them to current subscribers. 

Pub/sub messaging has the following characteristics. 

• Each message may have multiple consumers. 
• Publishers  and  subscribers  have  a  timing  dependency.  A  client  that 

subscribes to a topic can consume only messages published after the client 
has created a subscription, and the subscriber must continue to be active in 
order for it to consume messages. 

The  JMS API  relaxes  this  timing  dependency  to  some extent  by  allowing  clients  to  create 
durable subscriptions. Durable subscriptions can receive messages sent while the subscribers are 
not active. Durable subscriptions provide the flexibility and reliability of queues but still allow 
clients to send messages to many recipients. For more information about durable subscriptions, 
see Section 5.2.1, "Creating Durable Subscriptions." 

Figure 2.3   Publish/Subscribe Messaging

Message Consumption 

Messaging  products  are  inherently  asynchronous  in  that  no  fundamental  timing  dependency 
exists  between  the  production  and  the  consumption  of  a  message.  However,  the  JMS 
Specification uses this term in a more precise sense. Messages can be consumed in either of two 
ways: 

• Synchronously. A subscriber or a receiver explicitly fetches the message 
from the destination by calling the receive method. The receive method can 
block until a message arrives or can time out if a message does not arrive 
within a specified time limit. 

• Asynchronously. A client can register a message listener with a consumer. 
A message listener is similar to an event listener. Whenever a message 
arrives at the destination, the JMS provider delivers the message by calling 
the listener's onMessage method, which acts on the contents of the message. 
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UNIT – III

APPLICATIONS IN DISTRIBUTED ENVIRONMENT
Remote method Invocation – activation models – RMI custom sockets – Object Serialization – 
RMI  –  IIOP  implementation  –  CORBA  –  IDL  technology  –  Naming  Services  –  CORBA 
programming Models - JAR file creation

Java RMI-IIOP
Java RMI-IIOP (which stands for Java Remote Method Invocation over the Internet Inter-ORB 
Protocol)  is  J2EE’s de facto  mechanism for  performing simple,  powerful  networking.  Using 
RMI-IIOP  you  can  write  distributed  objects  in  Java,  enabling  objects  to  communicate  in 
memory, across Java Virtual Machines and physical devices.
RMI-IIOP is not your only choice for performing remote method invocations in Java. You can 
also use Java Remote Method Invocation (RMI). RMI was the original way to perform remote 
method invocations in Java and uses the java.rmi package. RMI-IIOP is a special version of RMI 
that is compliant with CORBA and uses both java.rmi and javax.rmi.
RMI  has  some  interesting  features  not  available  in  RMI-IIOP,  such  as  distributed  garbage 
collection, object activation, and downloadable class files. But EJB and J2EE mandate that you 
use RMI-IIOP, not RMI. Therefore we will not cover RMI.

Remote Method Invocations
A remote procedure call (RPC) is a procedural invocation from a process on one machine to a 
process on another machine. RPCs enable traditional procedures to reside on multiple machines, 
yet still remain in communication. They provide a simple way to perform cross-process or cross-
machine networking. A remote method invocation in Java takes the RPC concept one step further
and allows for distributed object communications. RMI-IIOP enables you to invoke not merely 
procedures, but also methods on objects remotely. You can build your networked code as full 
objects.  This  yields  the  benefits  of  object-oriented  programming,  such  as  inheritance, 
encapsulation,  and  polymorphism.  Remote  method  invocations  are  by  no  means  simple 
mechanisms. These are just some of the issues that arise:
■■ Marshalling and unmarshalling.  RMIs (as well as RPCs) enable you to pass parameters, 
including Java primitives and Java objects, over the network. But what if the target machine 
represents data differently than the way you represent data? For example, what happens if one 
machine uses a different binary standard to represent numbers? The problem becomes even more 
apparent when you start talking about objects.

What happens if you send an object reference over the wire? That pointer is not usable on the 
other  machine  because  that  machine’s  memory  layout  is  completely  different  from  yours. 
Marshalling and unmarshalling is the process of massaging parameters so that they are usable on 
the  machine  on  which  they  are  invoked  remotely.  It  is  the  packaging  and  unpackaging  of 
parameters so that they are usable in two heterogeneous environments. As we shall see, this is 
taken care of for you by Java and RMI-IIOP.

■■ Parameter passing conventions. There are two major ways to pass parameters when calling 
a method:  pass-by-value  and  pass-by-reference  (see Figure A.1). When you use the pass-by-
value parameter, you pass a copy of your data so that the target method is using a copy, rather 
than the original  data.  Any changes  to the argument  are  reflected  only in  the copy,  not  the 
original. Pass-by-reference, on the other hand, does not make a copy. With pass-by-reference, 
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any modifications to parameters made by the remote host affect the original data. The flexibility 
of both the pass-by-reference and pass-by-value models is advantageous, and RMI-IIOP supports 
both. We’ll see how in the following pages.
■■ Network or machine instability. With a single JVM application, a crash of the JVM brings 
the entire application down. But consider a distributed object application, which has many JVMs 
working together to solve a business problem. In this scenario, a crash of a single JVM should 
not  cause  the  distributed  object  system to  grind  to  a  halt.  To  enforce  this,  remote  method 
invocations need a standardized way of handling a JVM crash, a machine crash,  or network 
instability. When some code performs a remote invocation, the code should be informed
of any problems encountered during the operation. RMI-IIOP performs this for you, abstracting 
out any JVM, machine, or network problems from your code.

Object A Pass-by-Value Object A
RMI-IIOP Client Address Space RMI-IIOP Server Address Space
Return
Object A Modify Object A
Object A'
Object A Pass-by-Reference
Object A' Return Modify Object A
Reference back to Object A
When performing remote invocations with pass-by-value, a new copy of Object A is instantiated
on the remote host. When the remote host modifies Object A, the new value, A', does not
affect the local host's data. With pass-by-reference, the remote host receives a remote reference 
to the original Object A, rather than a copy of Object A. Any modifications to Object A are 
reflected the original data.
Reference back to modified Object A'

The Remote Interface
We begin  our  exploration  of  RMI-IIOP by  reviewing  one  of  object-oriented  design’s  great 
programming practices—the separation of the interface of code from its implementation.
■■  The interface  defines the exposed information about an object,  such as the names of its 
methods and what parameters those methods take. It’s what the client works with. The interface 
masks the implementation from the viewpoint of clients of the object, so clients deal only with 
the end result: the methods the object exposes.
■■ The implementation is the core programming logic that an object provides. It has some very 
specific algorithms, logic, and data. By separating interface from implementation, you can vary 
an object’s proprietary logic without changing any client code. For example, you can plug in
a different algorithm that performs the same task more efficiently.

import java.rmi.Remote;
import java.rmi.RemoteException;
/**
* The remote interface for the remote object. Clients use this
* remote interface to perform any operations on the remote object.
*/
public interface IPKGenerator extends Remote {
public long generate() throws RemoteException;
}
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Source A.1 IPKGenerator.java.
Client code that wants to call methods on your remote object must operate on  IPKGenerator. 
Notice that each method must also throw a  java.rmi.Remote-Exception. A  RemoteException  is 
thrown when there is a problem with the network, such as a machine crashing or the network 
dying.
The Remote Object Implementation  Remote objects  are networked object implementations that 
can be called by another JVM. They implement a remote interface and thus expose methods that
can be invoked by remote clients.

To make your object available as a remote object and allow remote hosts to invoke its methods, 
your remote class must perform one of the following steps: 
■■  Extend the class  javax.rmi.PortableRemoteObject.  PortableRemoteObject  is a base class 
from which you can derive your remote objects.
When  your  remote  object  is  constructed,  it  automatically  calls  the  PortableRemoteObject  
constructor, which makes the object available to be called remotely.
■■ Manually export your objects as remote objects. Perhaps your remote object class needs to 
inherit implementation from another custom class.
In this case, because Java does not allow for multiple implementation inheritance, you cannot 
extend PortableRemoteObject. If you do this, you must manually export your object so that it is 
available  to  be  invoked  on  by  remote  hosts.  To  export  your  object,  call  javax.rmi 
.PortableRemoteObject.exportObject().

Now let’s create the remote object class. This class implements the IPKGenerator interface, and 
it is shown in Source A.2.
import java.rmi.RemoteException;
import javax.rmi.PortableRemoteObject;
/**
* The remote object which generates primary keys
*/
public class PKGenerator
extends PortableRemoteObject
implements IPKGenerator {
/*
* Our remote object’s constructor
*/
public PKGenerator() throws Exception, RemoteException {
/*
* Since we extend PortableRemoteObject, the super
* class will export our remote object here.
*/
super();
}
/*
* Generates a unique primary key
*/
public synchronized long generate() throws RemoteException {
return i++;
}
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private static long i = System.currentTimeMillis();
}
Source A.2 PKGenerator.java.
Extending  javax.rmi.PortableRemoteObject  makes our object  available  to be called remotely. 
Once the remote object’s constructor is complete, this object is available forever for any virtual 
machine to invoke on; that is, until someone calls unexportObject().
This primary key generator has its own shortcoming as well: to generate a primary key, 
someone needs to invoke a remote method, which could be a performance bottleneck.

Stubs and Skeletons
• Now that we’ve seen the server code, let’s  look at  the architecture for networking in 

RMI-IIOP.  One  of  the  benefits  of  RMI-IIOP  is  an  almost  illusionary,  transparent 
networking.  You can invoke methods on remote  objects  just  as  you would invoke a 
method on any other Java object. In fact, RMI-IIOP completely masks whether the object 
you’re invoking on is local or remote. This is called local/remote transparency.

• Local/remote transparency is not as easy as it sounds. To mask that you’re invoking an 
object residing on a remote host, RMI-IIOP needs some way to simulate a local object 
that you can invoke on. This local object is called a stub. It is responsible for accepting 
method  calls  locally  and  delegating  those  method  calls  to  their  actual  object 
implementations, which are possibly located across the network. 

• This effectively makes every remote invocation appear to be a local invocation. You can 
think of a stub as a placeholder for an object that knows how to look over the network for 
the real  object.  Because you invoke methods on local stubs, all the nasty networking 
issues  are  hidden.  Stubs  are  only  half  of  the  picture.  We’d  like  the  remote  objects 
themselves— the objects that are being invoked from remote hosts—to not worry about 
networking issues as well. Just as a client invokes methods on a stub that is local to that 
client, your remote object needs to accept calls from a skeleton that is local to that remote 
object. 

• Skeletons are responsible for receiving calls over the network (perhaps from a stub) and 
delegating those calls to the remote object implementation (see Figure A.2).
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RMI-IIOP implementation (that is, your J2EE server) should provide a means to  generate  the 
needed  stubs  and skeletons,  thus  relieving  you of  the  networking  burden.  Typically,  this  is 
achieved  through  command  line  tools.  For  example,  the  Sun  Microsystems  J2EE  reference 
implementation ships with a tool called  rmic  (which stands for the RMI compiler) to generate 
stub and skeleton classes. As you can see from Figure A.2, you should deploy the stub on the 
client machine and the skeleton on the server machine.
Object Serialization and Parameter Passing
One of the more interesting responsibilities of stubs and skeletons is to handle your parameters. 
The following section discusses how parameters are passed in Java RMI-IIOP. We also explore 
the role of object serialization in parameter passing.
Passing By Value
When invoking a method using RMI-IIOP, all parameters to the remote method are passed by 
value. This means that when a client calls a server, all parameters are copied from one machine 
to the other. 
Stub
Client Remote Object
Skeleton
Remote Interface
Network
RMI-IIOP and JNDI Tutorial 
Passing  objects  by  value  is  very  different  from  passing  objects  in  the  Java  programming 
language.  When you call  a method in Java and pass an object as a parameter,  that  object is 
passed  by reference.  More  specifically,  the  reference  to  the  object  is  copied,  but  the  actual 
object’s data is not. There’s a big problem with passing by value. If you’re trying to pass an 
object  over  the  network  and that  object  contains  references  to  other  objects,  how are  those 
references resolved on the target machine? A memory address on one machine does not map to 
the same memory address on another machine. Also, the referenced object may not even exist on 
the target machine. How do we get around this?
Object Serialization

• Java introduces the concept of object serialization to handle this problem. Serialization is 
the conversion of a Java object into a bit-blob representation of that object. You can send 
bit-blobs anywhere. For example, you can use object serialization as an instant file format 
for your objects and save them to your hard disk. RMI-IIOP also uses object serialization 
to send parameters over the network.

• That’s  all  there  is  to  it:  Take  this  one  simple  step,  and  let  Java  handle  the  rest. 
java.lang.Serializable  defines  no  methods  at  all—it’s  simply  a  marker  interface  that 
identifies  your  object  as  something  that  can  be  serialized  and deserialized.  You  can 
provide your own custom serialization  by implementing  the  writeObject()  method on 
your object, or provide custom deserialization by implementing readObject().

• This might be useful if you’d like to perform some sort of compression on your data 
before your object is converted into a bit-blob and decompression after the bit-blob is 
restored to an object.

Figure A.3 shows the serialization/deserialization API, where  writeObject()  is responsible for 
saving the state of the class, and readObject() is responsible for restoring the state of the class. 
These two methods will be called automatically when an object instance is being serialized or 
deserialized.  If  you  choose  not  to  define  these  methods,  then  the  default  serialization 
mechanisms will be applied. The default mechanisms are good enough for most situations.
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Rules for Serialization
Java serialization has the following rules for member variables held in serialized objects:
■■ Any basic primitive type (int, char, and so on) is serializable and will be serialized with the 
object,  unless marked with the  transient  keyword. If serialized,  the values of these types are 
available again after deserialization. 
■■ Java objects can be included with the serialized bit-blob or not; it’s your choice. The way you 
make your choice is as follows:
■■  Objects marked with the  transient  keyword are not serialized with the object and are not 
available when deserialized. 
■■  Any  object  that  is  not  marked  with  the  transient  keyword  must  implement 
java.lang.Serializable. These objects are converted to the bit-blob format along with the original 
object.  If  your  Java  objects  aren’t  transient  and  don’t  implement  java.lang.Serializable,  a 
NotSerializable exception is thrown when writeObject() is called.

• Thus, when you serialize an object, you also serialize all nontransient subobjects as well. 
This means you also serialize all nontransient sub-subobjects (the objects referenced from 
the subobjects). This is repeated recursively for every object until the entire reference 
graph  of  objects  is  serialized.  This  recursion  is  handled  automatically  by  Java 
serialization (see Figure A.4). You simply need to make sure that each of your member 
objects implements the java.lang.Serializable interface. When serializing MyClass, object 
serialization will recurse through the dependencies shown, packaging the entire graph of 
objects as a stream. In Figure A.4, everything will get serialized except for transient long 
b, since it is marked as transient.
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Serialization

• Serialization is the process of converting a set of object instances that contain references 
to each other into a linear stream of bytes, which can then be sent through a socket, stored 
to a file, or simply manipulated as a stream of data. 

• Serialization is the mechanism used by RMI to pass objects between JVMs, either as 
arguments in a method invocation from a client to a server or as return values from a 
method invocation. In the first section of this book, I referred to this process several times 
but delayed a detailed discussion until now. 

The Need for Serialization

Envision  the  banking  application  while  a  client  is  executing  a  withdrawal.  The  part  of  the 
application we're looking at has the runtime structure shown in Figure 10-1. 

Figure 10-1. Runtime structure when making a 
withdrawal 
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What does it mean for the client to pass an instance of  Money to the server? At a minimum, it 
means that the server is able to call public methods on the instance of Money. One way to do this 
would be to implicitly make Money into a server as well.[1] For example, imagine that the client 
sends the following two pieces of information whenever it passes an instance as an argument:

• The type of the instance; in this case, Money. 
• A unique identifier for the object (i.e., a logical reference). For example, the 

address of the instance in memory. 

The RMI runtime layer in the server can use this information to construct a stub for the instance 
of Money, so that whenever the Account server calls a method on what it thinks of as the instance 
of Money, the method call is relayed over the wire, as shown in Figure 10-2. 

Figure 10-2. Relaying a Money method call from 
the server 

 

Attempting to do things this way has three significant drawbacks: 

• You can't access fields on the objects that have been passed as 
arguments. 

Stubs work by implementing an interface. They implement the methods in the interface 
by simply relaying the method invocation across the network. That is, the stub methods 
take  all  their  arguments  and  simply  marshall  them  for  transport  across  the  wire. 
Accessing  a  public  field  is  really  just  dereferencing  a  pointer--there  is  no  method 
invocation and hence, there isn't a method call to forward over the wire. 

• It can result in unacceptable performance due to network latency. 

Even in our simple case, the instance of Account is going to need to call getCents( ) on 
the instance of Money. This means that a simple call to makeDeposit( ) really involves 
at  least  two  distinct  networked  method  calls:  makeDeposit( ) from  the  client  and 
getCents( ) from the server. 

• It makes the application much more vulnerable to partial failure. 

Let's say that the server is busy and doesn't get around to handling the request for 30 
seconds.  If the client  crashes in the interim,  or if  the network goes down, the server 
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cannot  process  the  request  at  all.  Until  all  data  has  been  requested  and  sent,  the 
application is particularly vulnerable to partial failures. 

This last point is an interesting one. Any time you have an application that requires a long-lasting 
and durable connection between client and server, you build in a point of failure. The longer the 
connection needs to last, or the higher the communication bandwidth the connection requires, the 
more likely the application is to occasionally break down. 

TIP:   The original design of the Web, with its stateless connections, serves as a good example 
of a distributed application that can tolerate almost any transient network failure. 

These three reasons imply that what is really needed is a way to copy objects and send them over 
the  wire.  That  is,  instead  of  turning  arguments  into  implicit  servers,  arguments  need  to  be 
completely copied so that no further network calls are needed to complete the remote method 
invocation. Put another way, we want the result of  makeWithdrawal( ) to involve creating a 
copy of the instance of Money on the server side. The runtime structure should resemble Figure 
10-3. 

Figure 10-3. Making a remote method call can create deep copies of the 
arguments and return values 

 

The desire to avoid unnecessary network dependencies has two significant consequences:

• Once an object is duplicated, the two objects are completely 
independent of each other. 

Any attempt to keep the copy and the original in sync would involve propagating changes 
over the network, entirely defeating the reason for making the copy in the first place. 

• The copying mechanism must create deep copies. 

If the instance of  Money references another instance, then copies must be made of both 
instances.  Otherwise, when a method is called on the second object,  the call  must be 
relayed across the wire. Moreover, all the copies must be made immediately--we can't 
wait  until  the second object is accessed to make the copy because the original might 
change in the meantime. 

These two consequences have a very important third consequence:
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• If an object is sent twice, in separate method calls, two copies of the 
object will be created. 

In addition to arguments to method calls, this holds for objects that are referenced by the 
arguments. If you pass object A, which has a reference to object C, and in another call 
you pass object B, which also has a reference to C, you will end up with two distinct 
copies of C on the receiving side. 

Drilling Down on Object Creation

To see why this last point holds, consider a client that executes a withdrawal and then tries to 
cancel the transaction by making a deposit for the same amount of money. That is, the following 
lines of code are executed:

server.makeWithdrawal(amount);
.... 
server.makeDeposit(amount);

The client has no way of knowing whether the server still has a copy of amount. After all, the 
server may have used it and then thrown the copy away once it was done. This means that the 
client has to marshall amount and send it over the wire to the server.

The  RMI  runtime  can  demarshall  amount,  which  is  the  instance  of  Money the  client  sent. 
However,  even  if  it  has  the  previous  object,  it  has  no  way  (unless  equals( ) has  been 
overridden) to tell whether the instance it just demarshalled is equal to the previous object. 

More generally, if the object being copied isn't immutable, then the server might change it. In 
this case, even if the two objects are currently equal, the RMI runtime has no way to tell if the 
two copies will always be equal and can potentially be replaced by a single copy. To see why, 
consider our Printer example again. At the end of Chapter 3, we considered a list of possible 
feature requests that could be made. One of them was the following: 

Managers will  want to track resource consumption. This will  involve logging print 
requests and, quite possibly, building a set of queries that can be run against the 
printer's log. 

This can be implemented by adding a few more fields to DocumentDescription and having the 
server  store  an  indexed  log  of  all  the  DocumentDescription objects  it  has  received.  For 
example, we may add the following fields to DocumentDescription:

public Time whenPrinted;
public Person sender;
public boolean printSucceeded;

Now consider  what  happens  when the  user  actually  wants  to  print  two copies  of  the  same 
document. The client application could call:

server.printDocument(document);
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twice with the "same" instance of DocumentDescription. And it would be an error for the RMI 
runtime to create only one instance of DocumentDescription on the server side. Even though 
the "same" object is passed into the server twice, it is passed as parts of distinct requests and 
therefore as different objects.

Using Serialization 

Serialization is a mechanism built into the core Java libraries for writing a graph of objects into a 
stream of data. This stream of data can then be programmatically manipulated, and a deep copy 
of the objects can be made by reversing the process. This reversal is often called deserialization.

In particular, there are three main uses of serialization:

As a persistence mechanism 

If the stream being used is FileOutputStream, then the data will automatically 
be written to a file. 

As a copy mechanism 

If the stream being used is ByteArrayOutputStream, then the data will be 
written to a byte array in memory. This byte array can then be used to create 
duplicates of the original objects. 

As a communication mechanism 

If the stream being used comes from a socket, then the data will 
automatically be sent over the wire to the receiving socket, at which point 
another program will decide what to do. 

The important thing to note is that the use of serialization is independent of the serialization 
algorithm itself. If we have a serializable class, we can save it to a file or make a copy of it 
simply by changing the way we use the output of the serialization mechanism.

As you might expect, serialization is implemented using a pair of streams. Even though the code 
that  underlies  serialization  is  quite  complex,  the  way  you  invoke  it  is  designed  to  make 
serialization  as  transparent  as  possible  to  Java  developers.  To  serialize  an  object,  create  an 
instance of ObjectOutputStream and call the writeObject( ) method; to read in a serialized 
object, create an instance of ObjectInputStream and call the readObject( ) object.

ObjectOutputStream

ObjectOutputStream,  defined  in  the  java.io package,  is  a  stream  that  implements  the 
"writing-out"  part  of  the  serialization  algorithm.[2]  The  methods  implemented  by 
ObjectOutputStream can be grouped into three categories: methods that write information to 
the stream, methods used to control the stream's behavior, and methods used to customize the 
serialization algorithm. 
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The "write" methods

The first, and most intuitive, category consists of the "write" methods:

public void write(byte[] b); 
public void write(byte[] b, int off, int len); 
public void write(int data);
public void writeBoolean(boolean data); 
public void writeByte(int data); 
public void writeBytes(String data); 
public void writeChar(int data);
public void writeChars(String data); 
public void writeDouble(double data); 
public void writeFields(  ); 
public void writeFloat(float data); 
public void writeInt(int data); 
public void writeLong(long data); 
public void writeObject(Object obj);
public void writeShort(int data); 
public void writeUTF(String s);
public void defaultWriteObject(  );

For the most part,  these methods should seem familiar.  writeFloat( ),  for example,  works 
exactly  as  you  would  expect  after  reading  Chapter  1--it  takes  a  floating-point  number  and 
encodes the number as four bytes. There are, however, two new methods here: writeObject( ) 
and defaultWriteObject( ). 

writeObject( ) serializes an object. In fact,  writeObject( ) is often the instrument of the 
serialization  mechanism itself.  In  the  simplest  and  most  common case,  serializing  an  object 
involves doing two things: creating an ObjectOuptutStream and calling writeObject( ) with 
a single "top-level" instance. The following code snippet shows the entire process, storing an 
object--and all the objects to which it refers--into a file:

FileOutputStream underlyingStream = new FileOutputStream("C:\\temp\\test");
ObjectOutputStream serializer = new ObjectOutputStream(underlyingStream);
serializer.writeObject(serializableObject);

Of course, this works seamlessly with the other methods for writing data. That is, if you wanted 
to write two floats, a String, and an object to a file, you could do so with the following code 
snippet:

FileOutputStream underlyingStream = new FileOutputStream("C:\\temp\\test");
ObjectOutputStream serializer = new ObjectOutputStream(underlyingStream);
serializer.writeFloat(firstFloat);
serializer.writeFloat(secongFloat);
serializer.writeUTF(aString);
serializer.writeObject(serializableObject);

The other new "write" method is  defaultWriteObject().  defaultWriteObject( ) makes it 
much  easier  to  customize  how  instances  of  a  single  class  are  serialized.  However, 
defaultWriteObject( ) has some strange restrictions placed on when it can be called. Here's 
what the documentation says about defaultWriteObject( ): 
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Write the nonstatic and nontransient fields of the current class to this stream. This 
may only be called from the writeObject method of the class being serialized. It will 
throw the NotActiveException if it is called otherwise.

That is,  defaultWriteObject( ) is a method that works only when it is called from another 
specific method at a particular time. Since defaultWriteObject( ) is useful only when you are 
customizing  the  information  stored  for  a  particular  class,  this  turns  out  to  be  a  reasonable 
restriction. We'll talk more about defaultWriteObject( ) later in the chapter, when we discuss 
how to make a class serializable. 

The stream manipulation methods

ObjectOutputStream also  implements  four  methods  that  deal  with  the  basic  mechanics  of 
manipulating the stream:

public void reset(  );
public void close(  );
public void flush(  );
public void useProtocolVersion(int version); 

With  the  exception  of  useProtocolVersion( ),  these  methods  should be  familiar.  In  fact, 
reset( ), close( ), and flush( ) are standard stream methods. useProtocolVersion( ), on 
the other hand, changes the version of the serialization mechanism that is used. This is necessary 
because  the  serialization  format  and  algorithm  may  need  to  change  in  a  way  that's  not 
backwards-compatible.  If  another  application  needs  to  read  in  your  serialized  data,  and  the 
applications will be versioning independently (or running in different versions of the JVM), you 
may want to standardize on a protocol version. 

Methods that customize the serialization mechanism

The last group of methods consists mostly of protected methods that provide 
hooks that allow the serialization mechanism itself, rather than the data 
associated to a particular class, to be customized. These methods are:

public ObjectOutputStream.PutField putFields(  ); 
protected void annotateClass(Class cl);
protected void annotateProxyClass(Class cl); 
protected boolean enableReplaceObject(boolean enable); 
protected Object  replaceObject(Object obj);
protected void drain(  ); 
protected void writeObjectOverride(Object obj); 
protected void writeClassDescriptor(ObjectStreamClass classdesc);
protected void writeStreamHeader(  );

CORBA
What Is CORBA?
The Common Object Request Broker Architecture  (CORBA) is a unifying standard for writing 
distributed object systems. The standard is completely neutral with respect to platform, language, 
and vendor. CORBA incorporates a host of technologies and is very broad in scope. The Object 
Management Group (OMG), a consortium of companies that began in 1989, invented CORBA. 
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CORBA itself is simply a standard, just like EJB. CORBA-compliant products implement the 
CORBA specification, just as EJB-compliant servers implement the EJB specification. As one of 
the key parts of the CORBA specification, the OMG has defined a protocol called Internet Inter-
ORB Protocol (IIOP, pronounced “eye-op”). 

IIOP CORBA Interoperability
APPENDIX 
IIOP  is  the  standard  Internet  protocol  for  CORBA.  You  never  see  IIOP  directly  in 
yourapplications; it is used behind the scenes for distributed object communications.
CORBA as the Basis for EJB
Many of the concepts in EJB came out of CORBA. In a sense, you can think of EJB as CORBA 
with a new hat.  EJB and J2EE bring a Java-centric,  componentbased approach to traditional 
middleware programming—an architecture suitable for rapid application development. CORBA, 
on  the  other  hand,  offers  a  much  broader  suite  of  middleware  features  to  work  with.  This 
includes  a  time  service,  a  distributed  locking  service,  a  relationship  service,  a  notification 
service, and more. 
The primary advantage of EJB over CORBA is that EJB has more industry momentum; indeed, 
the very middleware vendors who offered CORBA implementations in the past are now focused 
on their EJB implementations.

Why Should I Care about CORBA?
Why would you want to use CORBA? There are several reasons:
■■ You can use CORBA for legacy integration. If you have an existing investment, such as a 
legacy banking application, you can leverage that investment today using CORBA. For example, 
let’s say you have a banking application written in COBOL or C++. CORBA gives you the
ability to preserve and reuse it.  You can wrap your existing investment as a CORBA object, 
allowing it to be called from any application. As we’ll find out, CORBA is a language-neutral 
standard and allows code written in several languages to communicate. Thus, CORBA is an ideal
platform for code written in different languages to cooperate.
■■  CORBA  allows  for  advanced  middleware  development.  Remember  that  EJB  is  not 
supposed to be an end-all to every problem. But if there is a middleware service that can be 
generalized, you’re likely to find it standardized as a CORBA service. For those who need it, 
CORBA gives great functionality.

■■ CORBA has a large installed basis of mission-critical systems. Especially in the banking 
and  telecommunications  industries,  you  are  likely  to  find  large  installations  of  CORBA 
applications, some in highly critical, real-time operation scenarios. 

Drawbacks of CORBA
As usual, the world isn’t perfect. Using CORBA has disadvantages as well as advantages:
■■  CORBA is  slow-moving.  All  standards  committees  are  bureaucratic  and  slow to  make 
decisions. This is because the standards committee itself is not driven by revenues, but rather by 
individual interests from participating companies. 

■■  CORBA  has  a  steep  learning  curve.  As  CORBA  has  evolved  over  the  years,  it  has 
undergone  feature creep.  More and more features have been added, which makes CORBA a 
robust standard but also increases the learning curve. 
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■■  Products  developed  under  CORBA  may  have  incompatible  features.  It’s  great  that 
CORBA is a unifying standard. Because no single company controls the standard, it levels the 
playing field for companies competing to build CORBA products. But there remain the problems 
of multivendor solutions. 
Understanding How CORBA Works
Before we delve into CORBA/EJB interoperability, we’ll cover the core CORBA fundamental 
concepts. This will lay the groundwork for us to discuss how CORBA and EJB are compatible.
Object Request Brokers
An  Object Request Broker  (ORB) facilitates network communication.  ORBs enable disparate 
applications to communicate without being aware of the underlying communications mechanism. 
They are responsible for finding objects to service method calls, handling parameter passing, and 
returning results. Whenever you have multiple objects interacting in a CORBA environment,
ORBs facilitate the communications. 

The OMG Interface Definition Language
• The  cornerstone  of  CORBA is  the  OMG  interface  definition  language  (OMG IDL). 

OMG IDL is a language that CORBA uses to define the interfaces between clients and 
the objects they call. 

• When you write a CORBA object implementation, that object implementation must have 
a  corresponding  IDL  that  defines  the  interface  for  that  object  implementation.  By 
programming  with  OMG  IDL,  you  force  a  clear  distinction  between  interface  and 
implementation; you can vary your implementation without changing the interface your 
clients use. The IDL concept is shown in Figure B.2.

• Another great benefit to OMG IDL is that it is a  language-neutral  interface for object 
implementations.  You  can  write  your  IDL  once  and  then  define  your  object 
implementations in any language that CORBA supports, such as C++ or Smalltalk. 

• And because IDL is language-neutral, client code that calls your object implementations 
can be written in any language that CORBA supports as well. Thus, IDL enables you to 
have a deployment  mixing heterogeneous languages.  IDL is also inherently  platform-
neutral,  allowing  clients  and  object  implementations  to  be  deployed  in  different 
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platforms. For example, your clients can exist on a Windows box and talk to business 
objects deployed on a Sun Solaris box.

IDL allows you to write a distributed application with the illusion that it’s all written in one 
language.
Here is a sample snippet of IDL:
module examples {
interface HelloWorld {
string sayHello(in string myName);
}
}
As you can see, IDL is very similar to C++ and Java.

There  are  many different  types  in  IDL,  including  basic  types  (such as  short  and  float)  and 
constructed types (such as struct and enumeration). 

CORBA Static Invocations
As  we’ve  mentioned,  the  ORB  facilitates  client/server  communications,  simplifying  client 
networking needs. But how does a client invoke a method on a remote CORBA object? The 
answer is via a local method call,  which gets translated into a remote method call across the 
network.  This  is  quite  analogous  to  how  networking  is  accomplished  in  Java  RMI.  The 
conventional  way to  perform distributed  computing  in  CORBA is  to  have  the client  invoke 
locally on a pregenerated stub. 
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The stub is a proxy for the real object implementation, which exists elsewhere on the network. 
The  stub  is  responsible  for  going  through the  client-side  ORB runtime,  which  channels  the 
request over the network via IIOP. The receiving server-side ORB runtime receives the IIOP 
request, then calls a  skeleton  to handle the request. The server-side skeleton is a pregenerated 
file, just like the stub. 

• The  skeleton  is  responsible  for  delegating  the  invocation  to  the  actual  server-side 
CORBA object implementation (also called a servant) that will service the request. The 
skeleton is also responsible for coordinating with an object adapter. This object adapter 
performs many tasks, such as mapping object references to servants, activating servants 
in  case  they  don’t  exist  already,  housekeeping  of  threads,  and  more.  Modern  ORB 
implementations  have object  adapters coded to the CORBA  Portable  Object  Adapter  
(POA) specification.

• The CORBA invocation process is shown in Figure B.3. Both the stub and skeleton are 
pre-generated files. They are usually generated from the IDL file that defines the server-
side CORBA object’s method signatures. 

• This invocation mechanism is called a static invocation, because you’re statically binding 
your client code to stubs at compile time. CORBA also provides an alternative invocation 
mechanism called dynamic invocation that does not rely on type-safe, pregenerated stubs. 
CORBA  has  a  special  API,  the  dynamic  invocation  interface  (DII)  that  enables 
programmers to create special request objects, insert parameters,  make the invocation, 
and then extract  the results or exceptions. We do not cover dynamic invocations here 
because it is an un-typed, error-prone way to make remote invocations that is usually 
avoided except for specific applications that must deal with interfaces that are not known 
at compile time.

COS Naming Service: an Overview
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The CORBA COS (Common Object Services) Naming Service provides a tree-like directory for 
object references much like a filesystem provides a directory structure for files. The Naming 
Service provided with Java IDL is an implementation of the COS Naming Service specification. 
The following overview is taken from that document. 

A  name-to-object  association  is  called  a  name  binding.  A  name  binding  is  always  defined 
relative to a naming context. A naming context is an object that contains a set of name bindings 
in which each name is unique. Different names can be bound to an object in the same or different 
contexts at the same time. 

To  resolve a name is to determine the object associated with the name in a given context. To 
bind a name is to create a name binding in a given context. A name is always resolved relative to 
a context - there are no absolute names. 

Because a context is like any other object, it can also be bound to a name in a naming context. 
Binding contexts in other contexts creates a  naming graph - a directed graph with nodes and 
labeled edges where the nodes are contexts. A naming graph allows more complex names to 
reference an object. Given a context in a naming graph, a sequence of names can reference an 
object. This sequence of names (called a compound name) defines a path in the naming graph to 
navigate the resolution process. 

The following figure shows an example of a naming graph. A sample program that illustrates 
how to add names to the namespace uses this same model. 

For  an application  to  use the COS Naming Service,  its  ORB must  know the port  of a  host 
running a naming service or have access to a stringified initial naming context for that naming 
service.  The  naming  service  can  either  be  the  Java IDL  naming  service  or  another  COS-
compliant naming service. 

Prior to running a client or a server, you will start ORBD. ORBD includes a persistent Naming 
Service  and a  transient  Naming  Service,  both  of  which  are  an  implementation  of  the  COS 
Naming Service. 

• The Persistent Naming Service provides persistence for naming contexts. 
This means that this information is persistent across service shutdowns and 
startups, and is recoverable in the event of a service failure. If ORBD is 
restarted, the Persistent Naming Service will restore the naming context 
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graph, so that the binding of all clients' and servers' names remains intact 
(persistent). 

• For backward compatibility, tnameserv, a Transient Naming Service 
shipped with older versions of the JDK, is also included in J2SE v.1.4. A 
transient naming service retains naming contexts as long as it is running. If 
there is a service interruption, the naming context graph is lost. 

Both  client  and  server  should  agree  on  which  root  naming  context  to  use.  The 
orb.resolve_initial_references(String name_of_service) method is used to obtain the 
root naming context. If you get a handle on a Naming Service by providing "NameService" as 
the name_of_service, you will get a persistent naming service, meaning that the naming context 
graph will be restored after a service failure. If you get the handle using "TNameService", you 
will get a transient naming service, meaning that you will need to re-obtain the root naming 
context  using  orb.resolve_initial_references(String  name_of_service) if  there  is  a 
service interruption. 

For example, 

      // get the root naming context
      org.omg.CORBA.Object objRef =
          orb.resolve_initial_references("NameService");
      NamingContextExt ncRef = NamingContextExtHelper.narrow(objRef);

The string "NameService" is defined for all CORBA ORBs. When you pass in this string, the 
ORB returns a naming context object that is an object reference for: 

• The persistent name service if you are using the Naming Service that is part 
of ORBD. 

• The transient name service if you are using tnameserv. 

To specify that you want to use the transient naming service with ORBD, pass in the string 
"TNameService".  The  string "TNameService"  is  a  proprietary  name.  When you pass  in  this 
string, the ORB returns a naming context object that is an object reference for ORBD's transient 
name service. 

As with  all  CORBA object  references,  objRef is  a  generic  CORBA object.  To use it  as  a 
NamingContextExt object, you must narrow it to its proper type. 

NamingContextExtHelper is  an  idlj-generated  helper  class,  similar  in  function  to 
HelloHelper. The  ncRef object is now an  org.omg.CosNaming.NamingContextExt and you 
can use it to access the naming service and register the server. 

NamingContextExt and  NamingContextExtHelper are  new  to  this  release  of  J2SE. 
NamingContextExt is the extension of  NamingContext. It contains a set of name bindings in 
which each name is unique and is part of the Interoperable Naming Service. Different names can 
be  bound  to  an  object  in  the  same  or  different  contexts  at  the  same  time.  Using 
NamingContextExt,  you  can  use  URL-based  names  to  bind  and  resolve. 
NamingContextExtHelper provides  additional  helper  methods  like  narrow() that  are  type-
specific but don't deal with business logic. 
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Interoperable Naming Service

The Interoperable Naming Service (INS) is a URL-based naming system on top of the CORBA 
Naming  Service,  as  well  as  a  common  bootstrap  mechanism  that  lets  applications  share  a 
common initial naming context. 

The Interoperable Naming Service (INS) provides the following features: 

• Capability to resolve using stringified names (e.g., a/b.c/d) 
• URLs for CORBA object references (corbaloc: and corbaname: formats) 
• Standard APIs in NamingContextExt for converting between CosNames, URLs, 

and Strings 
• ORB arguments for bootstrapping (ORBInitRef and ORBDefaultInitRef) 

An example application that demonstrates how to use the INS can be found at Interoperable 
Naming Service Example. 

The following diagram shows how INS fits into ORBD: 

An object reference contains at least three pieces of information: an address, the name of the 
POA that created an object reference, and an Object ID. 

Using INS, you can provide a URL to access the CORBA object, which is more readable than a 
stringified IOR. The following stringified object reference formats are allowed: 

• Interoperable Object References (IOR) 
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An IOR is an object reference that is understood by ORBs that can interoperate using the 
OMG-defined protocols GIOP and IIOP. A client can obtain an object reference using 
orb.object_to_string(objRef), as shown in the Browsing the Namespace example, 
or as a result of an invocation on another object reference. 

• Human-Readable URL Formats for CORBA Object References 
o corbaloc: 

The  corbaloc: format is useful for CORBA client  programs, and is  typically 
used  to  resolve  the  reference  using  the  GIOP  LocateRequest or  Request 
message. For example, a corbaloc: object reference might look like this: 

 corbaloc:iiop:1.2@MyBank.com:2050/TraderService
 

This example show how to get an object reference for TraderService from host 
myBank.com on port 2050. 

o corbaname: 

The corbaname: format provides a mechanism for a client to bootstrap directly, 
and is typically used to resolve the stringified name from the root naming context. 
For example, a corbaname: object reference might look like this: 

 corbaname::myBank.com:2050#Personal/schedule
 

where myBank.com is the host, 2050 is the port. The portion of the reference up to 
the hash mark (corbaname::myBank.com:2050 ) is the URL that returns the root 
naming context. This example provides the URL to use to: a) locate the Naming 
Service, and, b) resolve the name Personal/schedule from the Naming Service. 

Bootstrap Options for the ORB

INS provides ORB options for bootstrapping. To bootstrap a CORBA system, you must give it 
an object reference. The ORB can be configured to return the handle of a customized CORBA 
service  from  resolve_initial_references() using  either  ORBInitRef and/or 
ORBDefaultInitRef. For example, 

-ORBInitRef TraderService=corbaloc::myBank.com:2050/TraderService
-ORBDefaultInitRef corbaloc:iiop:1.2:myBank.com:2050

The order of resolution when these options are used is as follows: 

1. Objects registered with register_initial_references 
2. -ORBInitRef 
3. -ORBDefaultInitRef 
4. Proprietary Bootstrap (Sun ORBs only) 
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Using the Naming Service

To use the Naming Service, you must first write the server and client code that finds and/or 
creates the namespace and/or the objects in the namespace. Before running the client and server, 
you must start the Naming Service and tell the client and server where to find it. The following 
steps loosely suggest what happens when the client and server attempt to access the Naming 
Service: 

• The server invokes the bind or rebind method to associate a logical name with an object 
reference. 

• The Naming Service adds this object reference/name binding to its namespace database. 
• A client application invokes the resolve method to obtain an object reference with this 

name. 
• The client uses an object reference to invoke methods on the target object. 

The following topics are covered in this section: 

• Sample Client: Adding Objects to the Namespace 
• Sample Client: Resolving Objects from the Namespace 
• Sample Client: Browsing the Namespace 
• Starting the Naming Service 
• Stopping the Naming Service 

Sample Client: Adding Objects to the Namespace

The following sample program illustrates how to add names to the namespace. It is a self-
contained Naming Service client that creates the following simple tree. Naming contexts are in 
italics and object references are in normal font. 

In this example, plans is an object reference and Personal is a naming context that contains two 
object references: calendar and schedule. 

1. Create the NameClient.java file and import the proper libraries: 
2. import java.util.Properties;
3. import org.omg.CORBA.*;
4. import org.omg.CosNaming.*;
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5.
6. public class NameClient
7. {
8.    public static void main(String args[])
9.    {
10.       try {
11. Set Port and Host properties. 

In the section, Starting the Naming Service, the name server is started on port 1050 and 
host localhost. The following code ensures that the client program is aware of this port 
number and host name. 

        Properties props = new Properties();
        props.put("org.omg.CORBA.ORBInitialPort", "1050");
        props.put("org.omg.CORBA.ORBInitialHost", "localhost");
        ORB orb = ORB.init(args, props);

12. Obtain the initial naming context. 

The following code obtains the initial naming context and assigns it to ctx. The second 
line copies ctx into a dummy object reference objref that we'll attach to various names 
and add into the namespace. 

 
        NamingContextExt ctx =
          NamingContextExtHelper.narrow(orb.resolve_initial_references(
            "NameService"));
        org.omg.CORBA.Object objref = ctx;

13. Bind the name "plans" to the object reference. 

This code binds the name "plans" to our dummy object reference. The object reference, 
"plans", is then added under the initial naming context using rebind. The rebind method 
allows us to run this program over and over again without getting the exceptions we'd get 
from using bind. 

        NameComponent name1[] = ctx.to_name("plans");
        ctx.rebind(name1, objref);
        System.out.println("plans rebind successful!");

14. Create a new naming context named "Personal". 

This code creates a new naming context called "Personal". The resulting object reference, 
ctx2, is bound to the name and added under the initial naming context. 

        NameComponent name2[] = ctx.to_name("Personal");
        NamingContextExt ctx2 = (NamingContextExt)ctx.bind_new_context(name2);
        System.out.println("New naming context, Personal, added!");
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15.Bind "schedule" and "calendar" to a dummy object reference. To bind a name is to create 
a name binding in a given context. A name is always resolved relative to a context - there 
are no absolute names. 

This code binds the dummy object reference using the names "schedule" and "calendar" 
under the "Personal" naming context (ctx2). 

        NameComponent name3[] = ctx.to_name("schedule");
        ctx2.rebind(name3, objref);
        System.out.println("schedule rebind successful!");

        NameComponent name4[] = ctx.to_name("calendar");
        ctx2.rebind(name4, objref);
        System.out.println("calendar rebind successful!");

    } catch (Exception e) {
        e.printStackTrace(System.err);
    }
  }  
}

16. Save NameClient.java, and compile the file as follows: 
17.      javac NameClient.java

Correct any syntax errors before proceeding. 

18.Run the Object Request Broker Daemon as shown in Starting the Naming Service. 
19.Run NameClient, as follows: 
20.      java NameClient -ORBInitialPort 1050

The output in the terminal window looks like this: 

We now have a namespace that to the Naming Service looks like the above diagram. 

Sample Client: Resolving Objects from the Namespace

The following sample program illustrates how to resolve names from the namespace. To resolve  
a name is to determine the object associated with the name in a given context. When using the 
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persistent Naming Service, you do not need to re-resolve if the Naming Service goes down. If 
you use a transient Naming Service, you do need to re-resolve in the Naming Service goes down. 

In this example, plans is an object reference and Personal is a naming context that contains two 
object references: calendar and schedule. 

1. Create the NameClientResolve.java file and import the proper libraries: 
2. import java.util.Properties;
3. import org.omg.CORBA.*;
4. import org.omg.CosNaming.*;
5.
6. public class NameClientResolve
7. {
8.    public static void main(String args[])
9.    {
10.       try {
11. Set Port and Host properties. 

In the section, Starting the Naming Service, the name server is started on port 1050 and 
host localhost. The following code ensures that the client program is aware of this port 
number and host name. 

        Properties props = new Properties();
        props.put("org.omg.CORBA.ORBInitialPort", "1050");
        props.put("org.omg.CORBA.ORBInitialHost", "localhost");
        ORB orb = ORB.init(args, props);

12. Obtain the initial naming context. 

The following code obtains the initial naming context and assigns it to nc. 

 
        NamingContextExt nc =
          NamingContextExtHelper.narrow(orb.resolve_initial_references(
            "NameService"));

13. Resolve each namespace. 

The following code resolves each namespace. 

   org.omg.CORBA.Object sched = nc.resolve_str("Personal/schedule");
        org.omg.CORBA.Object cal = nc.resolve_str("Personal/calendar");
        org.omg.CORBA.Object plan = nc.resolve_str("plans");

      //finish the try-catch block
      } catch (Exception e) {
        e.printStackTrace(System.err);

www.R
eji

np
au

l.c
om



        } 
}

14. Save NameClientResolve.java, and compile the file as follows: 
15.      javac NameClientResolve.java

Correct any syntax errors before proceeding. 

16.Make sure the Object Request Broker Daemon is running and the client application 
illustrated in Sample Client: Adding Objects to the Namespace has been run. 

17.Run NameClientResolve, as follows: 
18.      java NameClientResolve -ORBInitialPort 1050

There is no output to the terminal window when you run this client application. If you want 
verification that the object references have been resolved, you could add code such as the 
following for testing purposes: 

if (sched == null){
  System.out.println("Schedule is null");
}

if (cal == null){
  System.out.println("Calendar is null");
}
 
if (plan == null){
  System.out.println("Plans is null");
}

Sample Client: Browsing the Namespace

The following sample program illustrates how to browse the namespace. 

1. Create the NameClientList.java file and import the proper libraries: 
2. import java.util.Properties;
3. import org.omg.CORBA.*;
4. import org.omg.CosNaming.*;
5.
6. public class NameClientList
7. {
8.    public static void main(String args[])
9.    {
10.       try {
11. In the section, Starting the Naming Service, the nameserver is started on port 1050 and 

host localhost. The following code ensures that the client program is aware of this port 
number and host name. 

12.
13.         Properties props = new Properties();
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14.         props.put("org.omg.CORBA.ORBInitialPort", "1050");
15.         props.put("org.omg.CORBA.ORBInitialHost", "localhost");
16.         ORB orb = ORB.init(args, props);
17.
18.
19. Obtain the initial naming context. 
20.         NamingContextExt nc = 
21.           NamingContextExtHelper.narrow(orb.resolve_initial_references(
22.             "NameService"));
23.
24. List all bindings in the naming context. 

The list method lists the bindings in the naming context. In this case, up to 1000 bindings 
from the initial naming context will be returned in the BindingListHolder; any remaining 
bindings are returned in the BindingIteratorHolder. 

 
        BindingListHolder bl = new BindingListHolder();
        BindingIteratorHolder blIt= new BindingIteratorHolder();
        nc.list(1000, bl, blIt);

25. Get the array of bindings. 

This code gets the array of bindings out of the returned BindingListHolder. 

        Binding bindings[] = bl.value;

26. This code loops through the bindings and prints the names out. 
27.         for (int i=0; i < bindings.length; i++) {
28.
29.             int lastIx = bindings[i].binding_name.length-1;
30.
31.             // check to see if this is a naming context
32.             if (bindings[i].binding_type == BindingType.ncontext) {
33.               System.out.println( "Context: " + 
34.                 bindings[i].binding_name[lastIx].id);
35.             } else {
36.                 System.out.println("Object: " + 
37.                   bindings[i].binding_name[lastIx].id);
38.             }
39.         }
40.
41.        } catch (Exception e) {
42.         e.printStackTrace(System.err);
43.        } 
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44.    }
45. }
46. Save NameClientList.java, and compile the file as follows: 
47.      javac NameClientList.java

Correct any syntax errors before proceeding. 

48.Make sure the Object Request Broker Daemon is running, the client application 
illustrated in Sample Client: Adding Objects to the Namespace has been run, and the 
client application illustrated in Sample Client: Resolving Objects from the Namespace has 
been run. 

49.Run NameClientList, as follows: 
50.      java NameClientList -ORBInitialPort 1050

The output in the terminal window looks like this: 

Starting the Naming Service
In all of the tutorials we use the Object Request Broker Daemon, orbd, which includes both a 
Persistent and a Transient Naming Service, and is available with every download of J2SE 1.4 
and higher. 

For a caller (client, peer, or client application) to be able to invoke a method on a remote object, 
that caller must first obtain a reference to the remote object. 

Once a remote object is registered on the server, callers can look up the object by name, obtain a 
remote object reference, and then remotely invoke methods on the object. 

To learn how to start the Naming Service, see the topic Starting the Naming Service in the 
ORBD documentation. 

Stopping the Naming Service

To stop  the  naming  service,  use  the  relevant  operating  system command,  such  as  kill on 
Solaris, or  Ctrl+C in the DOS window in which  orbd is running. Note that names registered 
with the naming service may disappear when the service is terminated if the naming service is 
transient. The Java IDL naming service will run until it is explicitly stopped.

Introducing the CORBA Programming Models

What is the RMI Programming Model
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The RMI Programming model is a general object model for distributed computing via the  rmi 
API. You can choose to work completely within the Java programming language, using the Java 
Remote  Method  Protocol  (JRMP)  or  work  with  other  CORBA-compliant  programming 
languages using the Internet InterORB Protocol (IIOP). 

The RMI programming model is part of the JavaTM 2 Platform, Standard Edition, and consists of 
both an Object Request Broker (ORB) and the  rmic compiler.  The  rmic compiler is used to 
generate stubs, skeletons, and ties for remote objects using either the JRMP or IIOP protocols. 
The rmic compiler can also generates OMG IDL. For more information on using rmic, link to 
rmic - The Java RMI Stub Compiler. 

When should I use the RMI programming model instead of the IDL programming model?

• The RMI programming model speeds distributed application development by allowing 
developers to work completely in the Java programming language. When using the RMI 
programming model to produce Java technology-based distributed applications, there is 
no separate Interface Definition Language (IDL) or mapping to learn. 

• The RMI programming model provides flexibility by allowing developers to pass any 
serializable Java object (Objects By Value) between application components. Like the 
IDL  programming  model,  the  RMI  programming  model  is  based  on  open  standards 
defined with the participation of hundreds of vendors and users in the Java Community 
Process (JCP). 

• Like the IDL programming model, the RMI programming model can use the Internet 
Inter-ORB Protocol (IIOP) as its communication protocol. IIOP eases legacy application 
and platform integration by allowing application components written in C++, Smalltalk, 
and other CORBA supported languages to communicate with components running on the 
Java platform. 

With  the  RMI  programming  model,  developers  can  write  remote  interfaces  in  the  Java 
programming language and implement them simply using Java technology and the Java RMI 
APIs. These interfaces can be implemented in any other language that is supported by an OMG 
mapping and a vendor supplied ORB for that language. Similarly, clients can be written in other 
languages using IDL derived from the remote Java technology-based interfaces. 

What is the IDL Programming Model

The IDL programming model, known as JavaTM IDL, consists of both the Java CORBA ORB and 
the idlj compiler that maps the OMG IDL to Java bindings that use the Java CORBA ORB, as 
well as a set of APIs, which can be explored by selecting the org.omg prefix from the Package 
section of the API index. 

Java IDL adds CORBA (Common Object Request Broker Architecture) capability to the Java 
platform,  providing  standards-based  interoperability  and  connectivity.  Java  IDL  enables 
distributed Web-enabled Java applications to transparently invoke operations on remote network 
services  using  the  industry  standard  IDL  (Object  Management  Group  Interface  Definition 
Language) and IIOP (Internet Inter-ORB Protocol) defined by the Object Management Group. 
Runtime components include a Java ORB for distributed computing using IIOP communication. 
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Comparison of IDL and RMI programming models

There are several scenarios that will define how you will want to create distributed CORBA 
applications. Here are some of them: 

• If you have been developing CORBA applications using IDL for some time, you 
will  probably want to stay in this environment. Create the interfaces using 
IDL, and define the client and server applications using the Java programming 
language to take advantage of its "Write Once, Run AnywhereTM" portability, 
its  highly  productive  implementation  environment,  and  its  very  robust 
platform. 

• If all of your applications are written in the Java programming language, you 
will  probably want to use Java RMI to enable communication between Java 
objects on different virtual machines and different physical machines. Using 
Java RMI without its IIOP option leverages its strengths of code portability, 
security, and garbage collection. 

• If you are writing most of your new applications using the Java programming 
language,  but  need  to  maintain  legacy  applications  written  in  other 
programming languages as well, you will probably want to use Java RMI with 
its IIOP compiler option. 

Creating an Executable jar File

In Java, it is common to combine several classes in one .jar ("java archive") file.  Library classes 
are stored that way.  Larger projects (such as the Case Study in the AP program) use jar files.  
You can create your own jar file combining several classes, too.  

jar files are created using the  jar.exe utility program from JDK.  You can make your jar file 
runnable by telling jar.exe which class has main.  To do that, you first need to create a manifest 
file.  A manifest is a one-line text file with a "Main-Class" directive.  For example: 

Main-Class: DanceStudio

This line must end with a newline.  

A jar file created with a main class manifest can be used both as a library and a runnable jar.  If 
you use it as a library, you can edit and compile any of the classes included in the jar, and add it 
to your project.  Then it will override the one in the jar file. 

You can create a manifest file in any text editor, or even by using the MS-DOS echo command.  
You can give your manifest file any name, but it’s better to use something standard, such as 
manifest.txt.  

Once you have a manifest  and all  your classes have been compiled,  you need to run JDK’s 
jar.exe utility.  It is located in the JDK’s  bin folder, the same place where  javac.exe and 
java.exe. are.  jar.exe takes command-line arguments; if you run it without any arguments, it 
will display the usage information and examples.  You need 
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C\mywork> jar cvfm MyJarName.jar manifest.txt *.class

cvfm means "create a jar;  show  verbose output; specify the output jar  file name; specify the 
manifest file name."  This is followed by the name you wish to give to your jar file, the name of 
your manifest file, and the list of .class files that you want included in the jar.  *.class means 
all class files in the current directory. 

Below are the detailed steps for doing this in Command Prompt and in JCreator. 

Creating a jar File in JCreator
You can configure a "tool" that will  automate the jar creation process.  You only 
need to do it once. 

1. Click on Configure/Options. 
2. Click on Tools in the left column. 
3. Click New, and choose Create Jar file. 
4. Click on the newly created entry  Create Jar File in the left column under 

Tools. 
5. Edit the middle line labeled Arguments: it should have 

cvfm $[PrjName].jar manifest.txt *.class

6. Click OK. 

Now set up a project for your program, create a manifest file manifest.txt or copy and edit an 
existing  one.  Place  manifest.txt in  the  same  folder  where  the  .class files  go.  Under 
View/Toolbars check the Tools toolbar.  Click on the corresponding tool button or press Ctrl-
1 (or Ctrl-n if this is the n-th tool) to run the Create Jar File tool. 

With Windows Explorer, go to the jar file that you just created and double click on it to run. 

Creating a jar File in Command Prompt

1. Start Command Prompt. 
2. Navigate to the folder that holds your class files: 

C:\>cd \mywork

3. Set path to include JDK’s bin.  For example: 

C:\mywork> path c:\Program Files\Java\jdk1.5.0_09\bin;%path%

4. Compile your class(es): 

C:\mywork> javac *.java

5. Create a manifest file: 

C:\mywork> echo Main-Class: DanceStudio >manifest.txt
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6. Create a jar file: 

C:\mywork> jar cvfm DanceStudio.jar manifest.txt *.class

7. Test your jar: C:\mywork> DanceStudio.jar
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UNIT – 4

MULTI-TIER APPLICATION DEVELOPMENT

Server side programming – servlets – Java Server Pages - Applet to Applet communication – 
applet to Servlet communication - JDBC – Applications on databases – Multimedia streaming 
applications – Java Media Framework.

Servlets

Client-Server Relationship Revisited
• In a client-server relationship, the client requests that some action be performed and the server 
performs the action and responds to the client.
• This request-response model of communication is the foundation for the highest-level view of 
networking in Java – servlets and JavaServer Pages (JSP).
• A servlet extends the functionality of a server, such as a Web server that serves Web pages to a 
user’s browser using the HTTP protocol. A servlet can almost be thought of as an applet that 
runs on the server side--without a face. Java servlets make many Web applications possible.
•  Packages  javax.servlet  and  javax.servlet.http  provide  the  classes  and  interfaces  to  define 
servlets. Packages javax.servlet.jsp and javax.servlet.jsp.tagext provide the classes and interfaces
that extend the servlet capabilities for JSP.

Using special syntax, JSP allows Web-page implementers to create pages that encapsulate Java 
functionality and even to write scriplets of actual Java code directly into the page. 
• A common implementation of the request-response model is between Web browsers and Web 
servers. When a user selects a Web site to browse through the browser (the client application),
a request is sent to the appropriate  Web server (the server application).  The server normally 
responds to the client by sending the appropriate XHTML Web page.
• Servlets are effective for developing Web-based solutions that help provide secure access to a 
Web site, interact with databases on behalf of a client, dynamically generate custom XHTML 
documents to be displayed by browsers and maintain unique session information for each client.

Java Servlets
• Java servlets are executed upon request from a web browser.
• All servlets execute inside a servlet container, also referred to as a servlet server  or a  servlet 
engine.
•  A servlet  container  is  a single  process that  runs a JVM (Java Virtual Machine).  The JVM 
creates a thread to handle each servlet (recall that threads have considerably less overhead than 
full-blown processes). All the threads share the same memory allocated to the JVM. Since the 
JVM persists beyond the lifecycle of a single servlet execution, servlets can share objects already 
created in the JVM.
– For example,  if  multiple  servlets  access  the same database,  they can share the connection 
object.
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Servlet Overview and Architecture
• The Internet offers many protocols. The HTTP (Hypertext Transfer Protocol) that forms the 
basis of the WWW uses URLs (Uniform Resource Locators) to locate resources on the Internet.
•  URLs can represent  files  or  directories  and can  represent  complex  tasks  such  as  database 
lookups and Internet searches.
• JSP technology, basically an extension of servlet technology, simplifies the process of creating 
pages by separating presentation from content.
• Typically, JSPs are used when most of the content sent to the client is static text and markup, 
and only a small portion of the content is generated dynamically with Java code. Servlets are 
more commonly used when a small  portion of the content  sent to the client  is  static  text  or 
markup. In fact, some servlets do not produce content. Rather, they perform a task on behalf of 
the client, then invoke other servlets or JSPs to provide a response.
• Note that in most cases servlet and JSP technologies are interchangeable.
• The server that executes a servlet is referred to as the servlet container or servlet engine.
• Servlets and JSP have become so popular that they are now supported directly or with third-
party  plug-ins  by  most  major  Web  servers  and  application  servers  (servers  that  execute 
applications to generate dynamic Web pages in response to requests).
We’ll look at servlets that implement the request-response model between clients and servers 
using the HTTP protocol. This architecture is shown in the diagram below.

Explanation of the architecture diagram on previous page
• A client application sends an HTTP request to the server.
• The servlet container receives the request and directs  it  to be processed by the appropriate 
servlet.
• The servlet does its processing, which may include interacting with a database or other server-
side components, such as other servlets or JSPs.
• The servlet returns its results to the client – normally in the form of an HTML, XHTML, or 
XML document to display in a browser.

Interface Servlet and the Servlet Lifecycle
•  Architecturally  speaking,  all  servlets  must  implement  the  Servlet  interface  of  package 
javax.servlet.
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• The methods of interface Servlet are invoked by the servlet container. This interface declares 
five methods which deal with the execution of a servlet. These methods are shown on the next 
page. 
• A servlet’s life cycle begins when the servlet container loads it into memory – normally, in 
response to the first request for the servlet.
• Before the servlet can handle that request, the container invokes the servlet’s init method.

Methods of the Servlet Interface

What is a Servlet?

Servlets are modules of Java code that run in a server application (hence the name "Servlets", 
similar  to  "Applets"  on  the  client  side)  to  answer  client  requests.  Servlets  are  not  tied  to  a 
specific  client-server  protocol  but  they  are  most  commonly  used  with  HTTP and  the  word 
"Servlet" is often used in the meaning of "HTTP Servlet".

Servlets make use of the Java standard extension classes in the packages javax.servlet (the basic 
Servlet framework) and javax.servlet.http (extensions of the Servlet framework for Servlets that 
answer HTTP requests).  Since Servlets  are written in the highly portable  Java language and 
follow a standard framework, they provide a means to create sophisticated server extensions in a 
server and operating system independent way.

Typical uses for HTTP Servlets include:

• Processing and/or storing data submitted by an HTML form.
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• Providing dynamic content, e.g. returning the results of a database query to the client.
• Managing state information on top of the stateless HTTP, e.g. for an online shopping cart 

system which manages shopping carts for many concurrent customers and maps every 
request to the right customer.

1.2 Servlets vs CGI

The traditional way of adding functionality to a Web Server is the Common Gateway Interface 
(CGI), a language-independent interface that allows a server to start an external process which 
gets  information  about  a  request  through  environment  variables,  the  command  line  and  its 
standard input stream and writes response data to its standard output stream. Each request is 
answered in a separate process by a separate instance of the CGI program, or CGI script (as it is 
often called because CGI programs are usually written in interpreted languages like Perl).

Servlets have several advantages over CGI:

• A Servlet does not run in a separate process. This removes the overhead of creating a new 
process for each request.

• A Servlet  stays in  memory between requests.  A CGI program (and probably also an 
extensive runtime system or interpreter)  needs to be loaded and started for each CGI 
request.

• There  is  only  a  single  instance  which  answers  all  requests  concurrently.  This  saves 
memory and allows a Servlet to easily manage persistent data.

• A Servlet can be run by a Servlet Engine in a restrictive Sandbox (just like an Applet runs 
in  a  Web  Browser's  Sandbox)  which  allows  secure  use  of  untrusted  and  potentially 
harmful Servlets.

1.3 The Basic Servlet Architecture

A  Servlet,  in  its  most  general  form,  is  an  instance  of  a  class  which  implements  the 
javax.servlet.Servlet interface.  Most  Servlets,  however,  extend  one  of  the  standard 
implementations  of  that  interface,  namely  javax.servlet.GenericServlet and 
javax.servlet.http.HttpServlet.  In  this  tutorial  we'll  be  discussing  only  HTTP Servlets  which 
extend the javax.servlet.http.HttpServlet class.

In order to initialize a Servlet, a server application loads the Servlet class (and probably other 
classes  which  are  referenced  by  the  Servlet)  and  creates  an  instance  by  calling  the  no-args 
constructor.  Then it  calls  the Servlet's  init(ServletConfig config) method. The Servlet  should 
performe one-time setup procedures in this method and store the ServletConfig object so that it 
can be retrieved later  by calling the Servlet's  getServletConfig() method.  This  is  handled by 
GenericServlet. Servlets which extend  GenericServlet (or its subclass  HttpServlet) should call 
super.init(config) at  the  beginning  of  the  init method  to  make  use  of  this  feature.  The 
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ServletConfig object contains Servlet parameters and a reference to the Servlet's ServletContext. 
The  init method is guaranteed to be called only once during the Servlet's lifecycle. It does not 
need to be thread-safe because the service method will not be called until the call to init returns.

When the Servlet is initialized, its  service(ServletRequest req, ServletResponse res) method is 
called for every request to the Servlet. The method is called concurrently (i.e. multiple threads 
may call this method at the same time) so it should be implemented in a thread-safe manner. 

When the Servlet  needs to be unloaded (e.g. because a new version should be loaded or the 
server is shutting down) the destroy() method is called. There may still be threads that execute 
the service method when destroy is called, so destroy has to be thread-safe. All resources which 
were allocated in init should be released in destroy. This method is guaranteed to be called only 
once during the Servlet's lifecycle.

A typical Servlet lifecycle

1.4 HTTP

Before we can start writing the first Servlet, we need to know some basics of HTTP ("HyperText 
Transfer Protocol"), the protocol which is used by a WWW client (e.g. a browser) to send a 
request to a Web Server.

HTTP is a request-response oriented protocol. An HTTP request consists of a request method, a 
URI, header fields and a body (which can be empty). An HTTP response contains a result code 
and again header fields and a body.

The  service method of  HttpServlet dispatches a request to different Java methods for different 
HTTP  request  methods.  It  recognizes  the  standard  HTTP/1.1  methods  and  should  not  be 
overridden  in  subclasses  unless  you need to  implement  additional  methods.  The  recognized 
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methods are GET, HEAD, PUT, POST, DELETE, OPTIONS and TRACE. Other methods are 
answered with a Bad Request HTTP error. An HTTP method XXX is dispatched to a Java method 
doXxx, e.g.  GET ->  doGet. All these methods expect the parameters "(HttpServletRequest req, 
HttpServletResponse  res)".  The  methods  doOptions and  doTrace have  suitable  default 
implementations and are usually not overridden. The HEAD method (which is supposed to return 
the same header lines that a GET method would return, but doesn't include a body) is performed 
by calling doGet and ignoring any output that is written by this method. That leaves us with the 
methods doGet, doPut, doPost and doDelete whose default implementations in HttpServlet return 
a Bad Request HTTP error. A subclass of HttpServlet overrides one or more of these methods to 
provide a meaningful implementation.

The request data is passed to all methods through the first argument of type HttpServletRequest 
(which is a subclass of the more general ServletRequest class). The response can be created with 
methods of the second argument of type HttpServletResponse (a subclass of ServletResponse).

When you request a URL in a Web Browser, the GET method is used for the request. A GET 
request does not have a body (i.e. the body is empty). The response should contain a body with 
the  response  data  and  header  fields  which  describe  the  body  (especially  Content-Type and 
Content-Encoding). When you send an HTML form, either GET or POST can be used. With a 
GET request the parameters are encoded in the URL, with a POST request they are transmited in 
the body. HTML editors and upload tools use PUT requests to upload resources to a Web Server 
and DELETE requests to delete resources.

Servlets Step by Step

This chapter acts as a Servlet tutorial. You will learn how to use important techniques for Servlet 
development by writing some typical Servlets, ranging from very simple to rather complex. All 
examples in this chapter are fully functional and complete Servlets which have been successfully 
compiled and run.

2.1 Hello World!

This section shows how to

• use the framework that makes up a simple Servlet 
• write a Servlet that provides static content (i.e. it produces the same output every time it  

is called by a client) 

We start our venture into Servlet programming with the well-known "Hello World" example, this 
time named more suitably "Hello Client":

HelloClientServlet.java
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 1:  import java.io.*;

 2:  import javax.servlet.*;

 3:  import javax.servlet.http.*;

 4:

 5:  public class HelloClientServlet extends HttpServlet

 6:  {

 7:    protected void doGet(HttpServletRequest req,

 8:                         HttpServletResponse res)

 9:              throws ServletException, IOException

10:    {

11:      res.setContentType("text/html");

12:      PrintWriter out = res.getWriter();

13:      out.println("<HTML><HEAD><TITLE>Hello Client!</TITLE>"+

14:                  "</HEAD><BODY>Hello Client!</BODY></HTML>");

15:      out.close();

16:    }

17:

18:    public String getServletInfo()

19:    {

20:      return "HelloClientServlet 1.0 by Stefan Zeiger";

21:    }

22:  }

When you compile this Servlet and run it by requesting a URL which is assigned to it in a Web 
Browser it produces the following output:
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Let's have a look at how the Servlet works.

• Lines 1 to 3 import some packages which contain many classes which are used by the 
Servlet (almost every Servlet needs classes from these packages). 

•  1:  import java.io.*;

•  2:  import javax.servlet.*;

•  3:  import javax.servlet.http.*;

• The Servlet class is declared in line 5. Our Servlet extends javax.servlet.http.HttpServlet, 
the standard base class for HTTP Servlets.

•  5:  public class HelloClientServlet extends HttpServlet

• In lines 7 through 16 HttpServlet's doGet method is getting overridden.

•  7:    protected void doGet(HttpServletRequest req,

•  8:                         HttpServletResponse res)

•  9:              throws ServletException, IOException

• 10:    {

•          ...:    }

• In line 11 we use a method of the HttpServletResponse object to set the content type of 
the response that we are going to send. All response headers must be set before a 
PrintWriter or ServletOutputStream is requested to write body data to the response.

• 11:      res.setContentType("text/html");

• In line 12 we request a PrintWriter object to write text to the response message.

• 12:      PrintWriter out = res.getWriter();

• In lines 13 and 14 we use the PrintWriter to write the text of type text/html (as specified 
through the content type).
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• 13:      out.println("<HTML><HEAD><TITLE>Hello Client!</TITLE>"+

• 14:                  "</HEAD><BODY>Hello Client!</BODY></HTML>");

• The PrintWriter gets closed in line 15 when we are finished writing to it.

• 15:      out.close();

This line is included for completeness. It is not strictly necessary. The Web Server closes 
the  PrintWriter or  ServletOutputStream automatically  when a  service call  returns.  An 
explicit  call  to  close() is  useful  when you want  to  do some post-processing after  the 
response to the client has been fully written. Calling close() tells the Web Server that the 
response is finished and the connection to the client may be closed as well.

• In lines 18 through 21 we override the  getServletInfo() method which is supposed to 
return information about the Servlet, e.g. the Servlet name, version, author and copyright 
notice. This is not required for the function of the  HelloClientServlet but can provide 
valuable  information  to  the  user  of  a  Servlet  who  sees  the  returned  text  in  the 
administration tool of the Web Server.

• 18:    public String getServletInfo()

• 19:    {

• 20:      return "HelloClientServlet 1.0 by Stefan Zeiger";

• 21:    }

Session Tracking  

• use Session Tracking capabilities

Session Tracking allows a Servlet to associate a request with a user. A session can 
extend across  requests  and connections of  the stateless HTTP.  Sessions can be 
maintained in two ways:

1. By using Cookies. A Cookie is a string (in this case that string is the session 
ID) which is sent to a client to start a session. If the client wants to continue 
the session it sends back the Cookie with subsequent requests. This is the 
most common way to implement session tracking.
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2. By rewriting URLs. All links and redirections which are created by a Servlet 
have to be encoded to include the session ID. This is a less elegant solution 
(both, for Servlet implementors and users) because the session cannot be 
maintained by requesting a well-known URL oder selecting a URL which was 
created in a different (or no) session. It also does not allow the use of static 
pages. All HTML pages which are sent within a session have to be created 
dynamically.

Our next Servlet manages a virtual shopping cart. Users can add various items to 
their shopping cart via HTML forms. The shopping cart contents are stored on the 
server and each user gets his own shopping cart which is selected automatically 
whenever he makes a request to the Servlet.

In the simplified version that we implement in class ShoppingCartServlet there are 

only two kinds of items, named FOO and BAR. By pressing a button in an HTML form 
a single FOO or BAR item can be put into the shopping cart. There's another button 
to see the current contents of the shopping cart and a button to order the selected 
items, thus clearing the shopping cart.

The  first  version  of  the  Servlet,  called  ShoppingCartServlet,  which  works  with 
Cookie-style sessions only, consists of the two standard methods, doGet and doPost:

• A form with the buttons is created by the Servlet's doGet method.

•  7:    protected void doGet(HttpServletRequest req, HttpServletResponse 

res)

•  8:              throws ServletException, IOException

•  9:    {

• 10:      res.setContentType("text/html");

• 11:      PrintWriter out = res.getWriter();

• 12:      out.print("<HTML><HEAD><TITLE>Online Shop</TITLE>"+

• 13:                "</HEAD><BODY><FORM METHOD=POST>"+

• 14:                "<INPUT TYPE=SUBMIT NAME=foo VALUE="+
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• 15:                "\"Put a FOO into the shopping cart\">"+

• 16:                "<INPUT TYPE=SUBMIT NAME=bar VALUE="+

• 17:                "\"Put a BAR into the shopping cart\">"+

• 18:                "<INPUT TYPE=SUBMIT NAME=see VALUE="+

• 19:                "\"See the shopping cart contents\">"+

• 20:                "<INPUT TYPE=SUBMIT NAME=buy VALUE="+

• 21:                "\"Buy the shopping cart contents\">"+

• 22:                "</FORM></BODY></HTML>");

• 23:      out.close();

• 24:    }

Alternatively, it could also come from a static HTML page.

• The doPost method processes the form data which is sent by a client in 
response to the form created by doGet.

• 26:    protected void doPost(HttpServletRequest req, 

HttpServletResponse res)

• 27:              throws ServletException, IOException

• 28:    {

• 29:      String msg;

• 30:31:      HttpSession session = req.getSession(true);

• 32:      if(session.isNew())

• 33:      {
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• 34:        session.putValue("foo", new int[] { 0 });

• 35:        session.putValue("bar", new int[] { 0 });

• 36:      }

• 37:      int[] foo = (int[])session.getValue("foo");

• 39:      int[] bar = (int[])session.getValue("bar");

• 40:41:      if(req.getParameter("foo") != null)

• 42:      {

• 43:        foo[0]++;

• 44:        msg = "Bought a FOO. You now have "+foo[0]+".";

• 45:      }

• 46:      else if(req.getParameter("bar") != null)

• 47:      {

• 48:        bar[0]++;

• 49:        msg = "Bought a BAR. You now have "+bar[0]+".";

• 50:      }

• 51:      else if(req.getParameter("buy") != null)

• 52:      {

• 53:        session.invalidate();

• 54:        msg = "Your order for "+foo[0]+" FOOs and "+bar[0]+
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• 55:          " BARs has been accepted. Your shopping cart is empty 

now.";

• 56:      }

• 57:      else

• 58:      {

• 59:        msg = "You have "+foo[0]+" FOOs and "+bar[0]+

• 60:          " BARs in your shopping cart.";

• 61:      }

• 62:63:      res.setContentType("text/html");

• 64:      res.setHeader("pragma", "no-cache");

• 65:      PrintWriter out = res.getWriter();

• 66:      out.print("<HTML><HEAD><TITLE>Shopping 

Cart</TITLE></HEAD><BODY>");

• 67:      out.print(msg);

• 68:      out.print("<HR><A HREF=\"");

• 69:      out.print(req.getRequestURI());

• 70:      out.print("\">Back to the shop</A></BODY></HTML>");

• 71:      out.close();

• 72:    }

First we get the  HttpSession object which is associated with the request by 
calling  req.getSession.  The  argument  true forces  the  creation  of  a  new 

session if the request doesn't contain a valid session key.
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The  rest  of  the  doPost method  is  basically  the  same  as  in  the 
ListManagerServlet.

Here is the full source code of the ShoppingCartServlet:

ShoppingCartServlet.java
 1:  import java.io.*;

 2:  import javax.servlet.*;

 3:  import javax.servlet.http.*;

 4:

 5:  public class ShoppingCartServlet extends HttpServlet

 6:  {

 7:    protected void doGet(HttpServletRequest req, 
HttpServletResponse res)

 8:              throws ServletException, IOException

 9:    {

10:      res.setContentType("text/html");

11:      PrintWriter out = res.getWriter();

12:      out.print("<HTML><HEAD><TITLE>Online Shop</TITLE>"+

13:                "</HEAD><BODY><FORM METHOD=POST>"+

14:                "<INPUT TYPE=SUBMIT NAME=foo VALUE="+

15:                "\"Put a FOO into the shopping cart\">"+

16:                "<INPUT TYPE=SUBMIT NAME=bar VALUE="+

17:                "\"Put a BAR into the shopping cart\">"+

18:                "<INPUT TYPE=SUBMIT NAME=see VALUE="+

19:                "\"See the shopping cart contents\">"+

20:                "<INPUT TYPE=SUBMIT NAME=buy VALUE="+

21:                "\"Buy the shopping cart contents\">"+

22:                "</FORM></BODY></HTML>");

23:      out.close();
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24:    }

25:    protected void doPost(HttpServletRequest req, 
HttpServletResponse res)

27:              throws ServletException, IOException

28:    {

29:      String msg;

30:

31:      HttpSession session = req.getSession(true);

32:      if(session.isNew())

33:      {

34:        session.putValue("foo", new int[] { 0 });

35:        session.putValue("bar", new int[] { 0 });

36:      }

37:

38:      int[] foo = (int[])session.getValue("foo");

39:      int[] bar = (int[])session.getValue("bar");

40:

41:      if(req.getParameter("foo") != null)

42:      {

43:        foo[0]++;

44:        msg = "Bought a FOO. You now have "+foo[0]+".";

45:      }

46:      else if(req.getParameter("bar") != null)

47:      {

48:        bar[0]++;

49:        msg = "Bought a BAR. You now have "+bar[0]+".";

50:      }

51:      else if(req.getParameter("buy") != null)
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52:      {

53:        session.invalidate();

54:        msg = "Your order for "+foo[0]+" FOOs and "+bar[0]+

55:          " BARs has been accepted. Your shopping cart is empty 
now.";

56:      }

57:      else

58:      {

59:        msg = "You have "+foo[0]+" FOOs and "+bar[0]+

60:          " BARs in your shopping cart.";

61:      }

62:

63:      res.setContentType("text/html");

64:      res.setHeader("pragma", "no-cache");

65:      PrintWriter out = res.getWriter();

66:      out.print("<HTML><HEAD><TITLE>Shopping 
Cart</TITLE></HEAD><BODY>");

67:      out.print(msg);

68:      out.print("<HR><A HREF=\"");

69:      out.print(req.getRequestURI());

70:      out.print("\">Back to the shop</A></BODY></HTML>");

71:      out.close();

72:    }

73:

74:    public String getServletInfo()

75:    {

76:      return "ShoppingCartServlet 1.0 by Stefan Zeiger";

77:    }
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78:  }

Note that  req.getSession is called for every  POST request. It is important that the 

session object is requested on a regular basis because the Web Server may set a 
session timeout. Requesting the session ensures that the session's time-to-live is 
reset. The only reason for not calling  req.getSession in the  doGet method of this 
version of the Servlet is to make the response to doGet cachable.

Adding Support for URL Rewriting

To make the Servlet usable with URL rewriting (for clients without Cookie support or 
with Cookie support turned off) we have to make some modifications.

The  formerly  static  "Online  Shop"  page  which  is  created  by  doGet needs  to  be 

modified to include an  ACTION URL which contains an encoded session ID in the 
HTML form. This is done with the encodeUrl method of HttpServletResponse. We also 
need to call req.getSession to keep the session alive. The additional code to check 
for a new session can be avoided by using getSession(false). If there is no session 

or an invalid session we do not force the creation of a new session. This is deferred 
until the  doPost method is called. Finally, the response has to be marked as not 
cachable by calling res.setHeader("pragma", "no-cache"), as usual.

These changes lead us to the following revised implementation of doGet:

protected void doGet(HttpServletRequest req, HttpServletResponse res)

          throws ServletException, IOException

{

  HttpSession session = req.getSession(false);

  res.setContentType("text/html");

  res.setHeader("pragma", "no-cache");

  PrintWriter out = res.getWriter();

  out.print("<HTML><HEAD><TITLE>Online Shop</TITLE>"+

            "</HEAD><BODY><FORM METHOD=POST ACTION="+
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  out.print(res.encodeUrl(req.getRequestURI()));

  out.print("><INPUT TYPE=SUBMIT NAME=foo VALUE="+

            "\"Put a FOO into the shopping cart\">"+

            "<INPUT TYPE=SUBMIT NAME=bar VALUE="+

            "\"Put a BAR into the shopping cart\">"+

            "<INPUT TYPE=SUBMIT NAME=see VALUE="+

            "\"See the shopping cart contents\">"+

            "<INPUT TYPE=SUBMIT NAME=buy VALUE="+

            "\"Buy the shopping cart contents\">"+

            "</FORM></BODY></HTML>");

  out.close();

}

The doPost method requires only a minor change. The Servlet's URI which is used to 
link back to the "Online Shop" page needs to be encoded with res.encodeUrl, as in 
the doGet method.

JavaServer Pages

JavaServer  Pages (JSP)  technology enables you to mix regular,  static  HTML with 
dynamically generated content from servlets. You simply write the regular HTML in 
the normal manner, using familiar Web-page-building tools. You then enclose the 
code for the dynamic parts in special tags, most of which start with <% and end with 
%>. 

Thanks for ordering <I><%= request.getParameter("title") %></I>

• Separating the static HTML from the dynamic content provides a number of 
benefits  over  servlets  alone,  and  the  approach  used  in  JavaServer  Pages 
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offers several advantages over competing technologies such as ASP, PHP, or 
ColdFusion. Section 1.4 (The Advantages of JSP) gives some details on these 
advantages,  but  they  basically  boil  down to  two  facts:  that  JSP  is  widely 
supported and thus doesn’t lock you into a particular operating system or 
Web server and that JSP gives you full access to servlet and Java technology 
for  the dynamic  part,  rather  than requiring you to  use an unfamiliar  and 
weaker special-purpose language. 

• The process  of  making  JavaServer  Pages  accessible  on  the  Web is  much 
simpler than that for servlets. Assuming you have a Web server that supports 
JSP, you give your file a .jsp extension and simply install it in any place you 
could  put  a  normal  Web  page:  no  compiling,  no  packages,  and  no  user 
CLASSPATH settings. 

• However,  although  your  personal  environment  doesn’t  need  any  special 
settings, the server  still has to be set up with access to the servlet and JSP 
class files and the Java compiler. For details, see your server’s documentation 
or Section 1.5 (Installation and Setup). Although what you write often looks 
more like a regular HTML file than a servlet, behind the scenes, the JSP page 
is automatically converted to a normal servlet, with the static HTML simply 
being  printed  to  the  output  stream  associated  with  the  servlet’s  service 
method. 

• This translation is  normally done the first  time the page is  requested.  To 
ensure that the first real user doesn’t get a momentary delay when the JSP 
page is translated into a servlet and compiled, developers can simply request 
the page themselves after first installing it. Many Web servers also let you 
define aliases so that a URL that appears to reference an HTML file really 
points to a servlet or JSP page. 

Aside from the regular HTML, there are three main types of JSP constructs that you 
embed in a page: scripting elements, directives, and actions. Scripting elements let 
you specify Java code that will become part of the resultant servlet, directives let 
you control the overall structure of the servlet, and actions let you specify existing 
components  that  should  be used and otherwise control  the behavior  of  the JSP 
engine. 

Scripting Elements
JSP scripting elements let you insert code into the servlet that will  be generated 
from the JSP page. There are three forms: 

1. Expressions of the form <%= expression %>, which are evaluated

and inserted into the servlet’s output

2. Scriptlets of the form <% code %>, which are inserted into the

servlet’s _jspService method (called by service)
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3. Declarations of the form <%! code %>, which are inserted into

the body of the servlet class, outside of any existing methods

Each of these scripting elements is described in more detail in the following

sections.

Template Text
In many cases, a large percentage of your JSP page just consists of static HTML, 
known as  template text.  In almost all  respects,  this HTML looks just like normal 
HTML, follows all  the same syntax rules,  and is  simply “passed through” to the 
client  by the servlet  created to  handle  the page.  Not  only  does  the HTML look 
normal, it can be created by whatever tools you already are using for building Web 
pages.  There are two minor exceptions to the “template text is  passed straight 
through” rule. First, if you want to have <% in the output, you need to put <\% in the 
template text. Second, if you want a comment to appear in the JSP page but not in 
the resultant document, use <%-- JSP Comment  --%> HTML comments of the form <!-- 
HTML Comment -->

are passed through to the resultant HTML normally.

JSP Expressions
A JSP expression is used to insert values directly into the output. It has the following 
form:

<%= Java Expression %>

The expression is evaluated, converted to a string, and inserted in the page. This 
evaluation is performed at run time (when the page is requested) and thus has full 
access  to  information  about  the  request.  For  example,  the  following  shows  the 
date/time that the page was requested:

Current time: <%= new java.util.Date() %>

JSP Scriptlets
If  you want to do something more complex than insert a simple expression, JSP 
scriptlets let you insert arbitrary code into the servlet’s _jspService method (which 
is called by service). Scriptlets have the following form:

<% Java Code %>www.R
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Scriptlets have access to the same automatically defined variables as expressions 
(request, response, session, out, etc). So, for example, if you want output to appear 
in the resultant page, you would use the out variable, as in the following example.

<%

String queryData = request.getQueryString();

out.println("Attached GET data: " + queryData);

%>

In  this  particular  instance,  you  could  have  accomplished  the  same effect  more 
easily by using the following JSP expression: 

Attached GET data: <%= request.getQueryString() %>

In  general,  however,  scriptlets  can  perform  a  number  of  tasks  that  cannot  be 
accomplished with expressions alone. These tasks include setting response headers 
and status codes, invoking side effects such as writing to the server log or updating 
a database, or executing code that contains loops, conditionals, or other complex 
constructs. For instance, the following snippet specifies that the current page is sent 
to the client as plain text, not as HTML (which is the default).

<% response.setContentType("text/plain"); %>

It is important to note that you can set response headers or status codes at various 
places within a JSP page, even though this capability appears to violate the rule that 
this type of response data needs to be specified before any document content is 
sent to the client. Setting headers and status codes is permitted because servlets 
that result from JSP pages use a special type of  PrintWriter (of the more specific 
class JspWriter) that buffers the document before sending it. This buffering behavior 
can  be  changed,  however;  see  Section  11.6  for  a  discussion  of  the  autoflush 
attribute of the page directive.

As an example of executing code that is too complex for a JSP expression the listing 
presents a JSP page that uses the bgColor request parameter to set the background 
color of the page. Some results are shown in Figures
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BGColor.jsp

<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.0 Transitional//EN">

<HTML>

<HEAD>

<TITLE>Color Testing</TITLE>

</HEAD>

<%

    String bgColor = request.getParameter("bgColor");

    boolean hasExplicitColor;

    if (bgColor != null) {

        hasExplicitColor = true;

    } else {

        hasExplicitColor = false;

        bgColor = "WHITE";

    }

%>

<BODY BGCOLOR="<%= bgColor %>">

<H2 ALIGN="CENTER">Color Testing</H2>

<%

    if (hasExplicitColor) {

        out.println("You supplied an explicit background color of " +

        bgColor + ".");

    } else {

        out.println("Using default background color of WHITE. " +

        "Supply the bgColor request attribute to try " +

        "a standard color, an RRGGBB value, or to see " +

        "if your browser supports X11 color names.");
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    }

%>

</BODY>

</HTML>

Default result of BGColor.jsp.

Result of BGColor.jsp when accessed with a bgColor parameter having the RGB value C0C0C0.

Using Scriptlets to Make Parts of the JSP File Conditional
Another  use  of  scriptlets  is  to  conditionally  include  standard  HTML  and  JSP 
constructs.  The key to this approach is the fact that code inside a scriptlet gets 
inserted into the resultant servlet’s _jspService method (called by service) exactly 
as  written,  and any static  HTML (template  text)  before  or  after  a  scriptlet  gets 
converted  to  print  statements.  This  means  that  scriptlets  need  not  contain 
complete Java statements, and blocks left open can affect the static HTML or JSP 
outside  of  the  scriptlets.  For  example,  consider  the  following  JSP  fragment 
containing mixed template text and scriptlets.

<% if (Math.random() < 0.5) { %>

    Have a <B>nice</B> day!

<% } else { %>
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    Have a <B>lousy</B> day!

<% } %>

When  converted  to  a  servlet  by  the  JSP  engine,  this  fragment  will  result  in 
something similar to the following.

if (Math.random() < 0.5) {

    out.println("Have a <B>nice</B> day!");

} else {

    out.println("Have a <B>lousy</B> day!");

}

The page directive lets you control the structure of the servlet by importing classes, 
customizing the servlet superclass, setting the content type, and the like. A  page 
directive can be placed anywhere within the document; its use is the topic of this 
chapter. The second directive, include, lets you insert a file into the servlet class at 
the time the JSP file  is  translated into a servlet.  An  include  directive should be 
placed in the document at the point at which you want the file to be inserted; 

The  page  directive  lets  you  define  one  or  more  of  the  following  case-sensitive 
attributes: import, contentType, isThreadSafe, session, buffer, autoflush, extends, info, 
errorPage, isErrorPage, and language. These attributes are explained in the following 
sections.

The import Attribute
The import attribute of the page directive lets you specify the packages that should 
be imported by the servlet into which the JSP page gets translated. If  you don’t 
explicitly  specify  any  classes  to  import,  the  servlet  imports  java.lang.*, 
javax.servlet.*, javax.servlet.jsp.*, javax.servlet.

http.*, and possibly some number of server-specific entries. Never write JSP code 
that relies on any server-specific classes being imported automatically. Use of the 
import attribute takes one of the following two forms:

<%@ page import="package.class" %>

<%@ page import="package.class1,...,package.classN" %>
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For  example,  the  following  directive  signifies  that  all  classes  in  the  java.util 
package should be available to use without explicit package identifiers.

<%@ page import="java.util.*" %>

The  import  attribute is the only  page  attribute that is allowed to appear multiple 
times within the same document. Although  page  directives can appear anywhere 
within the document, it is traditional to place import statements either near the top 
of the document or just before the first place that the referenced package is used.

The contentType Attribute
The  contentType  attribute  sets  the  Content-Type  response  header,  indicating  the 
MIME type of the document being sent to the client. For more information on MIME 
types.

Use of the contentType attribute takes one of the following two forms:

<%@ page contentType="MIME-Type" %>

<%@ page contentType="MIME-Type; charset=Character-Set" %>

For example, the directive

<%@ page contentType="text/plain" %>

has the same effect as the scriptlet

<% response.setContentType("text/plain"); %>

Unlike regular servlets, where the default MIME type is text/plain, the

default for JSP pages is text/html (with a default character set of ISO-8859-1).

Servlet to Applet Communication

An applet and server can also communicate by having the applet establish a socket connection to 
a  non-HTTP  server  process.  This  provides  the  following  advantages  over  the  HTTP-based 
approach: 
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• It allows bidirectional, sustained communication. The applet and servlet can use the same 
socket (or even several  sockets) to communicate interactively,  sending messages back 
and  forth.  For  security  reasons,  the  applet  must  always  initiate  the  connection  by 
connecting to a server socket on the server machine, but after a socket connection has 
been established, either party can write to the socket at any time. This allows our stock 
tracker to receive stock price updates as soon as they are available. 

• It allows a more efficient program to run on the server side. The non-HTTP server can be 
written to handle a request immediately without launching an external CGI program to do 
the work. 

But a socket connection also has disadvantages versus the HTTP-based approach: 

• It  fails  for  applets  running  behind  firewalls.  Most  firewalls  don't  allow  raw  socket 
connections, and thus they disallow this sort of applet-server communication. Therefore, 
this mechanism should be used only when an applet is guaranteed to never run on the far 
side of a firewall, such as for an intranet application. 

• It can be fairly complicated to write the code that runs on the server. There must always 
be some process (such as a stock quote server) listening on a well-known port on the 
server machine. Developing such an application in Java is easier than in C++, but it is 
still nontrivial. 

• It  may require  the development  of a  custom protocol.  The applet  and server need to 
define the protocol they use for the communication. While this protocol may be simpler 
and more efficient than HTTP, it often has to be specially developed. 

• The non-HTTP server cannot be conveniently connected to by a web browser. Browsers 
speak HTTP; they cannot communicate with a non-HTTP server. 

The standard historical approach has been for applets to use HTTP to connect to CGI programs 
on the server. It's easy, and it works for all types of browsers, even browsers running behind 
firewalls. The use of raw socket connections has generally been reserved for those situations 
where  it's  absolutely  necessary,  such  as  when  the  applet  and  server  require  bidirectional 
communication.  And,  even  in  those  cases,  it's  often  possible  to  use  HTTP  connections  to 
simulate bidirectional communication in order to pass through firewalls, as we'll see in a later 
example. 

10.1.2. Servlets and Object Serialization

The recent  introduction  of  Java servlets  and object  serialization  has  given new life  to  these 
traditional applet-server communication techniques. Servlets are starting to replace slow-starting 
CGI programs,  improving  the performance  of  HTTP-based applet-server  communication  and 
making frequent applet-server communication feasible. While it's true in the general case that the 
applet and the servlet still have to take time to reestablish their connection for each request and 
response, the applet no longer has to wait as the server launches a CGI program to handle each of 
its repeated requests. 

Chat Server
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• The daytime server example from the last section demonstrated the nuts and bolts of 
using each of the three communication techniques for applet-servlet communication. It 
didn't take advantage, though, of the persistence gains when using socket communication. 
Nor  did  it  show  off  the  simplicity  of  RMI  communication  or  the  elegance  of  RMI 
callbacks (where the servlet can invoke methods of the applet). 

• It  also didn't  provide a compelling reason for why one servlet  should support  all  the 
communication techniques--there was no state to maintain or complicated code base to 
collect  in  one  location.  So,  before  we  end  our  discussion  of  applet-servlet 
communication, let's look at a more sophisticated example: a chat server, implemented as 
a servlet, that supports clients connecting via HTTP, non-HTTP sockets, and RMI. 

 The Design

Figure 10-3 shows the chat applet in action. Notice that it uses a large TextArea component to 
display the running conversation, with a small TextInput component underneath where the user 
can post a new single-line message. As each contributor composes a message, it's sent to the chat 
server and distributed to the other chat clients in various ways. 

Figure 10-3. The chat applet in action

• HTTP chat clients post their messages to the server using the HTTP POST method. The 
applet takes the new message from the TextInput component when the user hits Enter, 
URL-encodes the message, and posts it to the servlet as a message parameter. It's all very 
straightforward. What is a bit more complicated is how an HTTP chat client manages to 
get the other clients' messages. 

• It uses the HTTP GET method to receive each message, but it has a problem: it doesn't 
know  when  exactly  there's  a  new  message  to  get.  This  is  the  problem  with  a 
unidirectional  request/response  communication  paradigm.  The  client  has  to  either 
periodically poll for updates or simulate bidirectional communication by making a series 
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of blocking GET requests. By that we mean the chat client initiates a GET request that 
blocks  until  the  server  decides  it's  time  to  return  something.  For  our  example,  we 
implement this simulated bidirectional communication. 

Socket chat clients, for the sake of convenience, post their messages to the server the same way 
HTTP chat clients do, with the HTTP POST method. They could post their messages using raw 
socket connections, but only with a marginal gain in efficiency that, at least in this case, doesn't 
outweigh the increased complexity.  These socket clients, however, do use raw sockets to get 
messages from the other clients, replacing the simulated bidirectional communication with actual 
bidirectional communication. As each new message comes in to the servlet, it's sent right away 
from the servlet to the socket chat clients across plain-text socket connections. 

RMI chat clients perform their POSTs and their GETs using method invocations. To post each 
new message, the applet simply calls the remote servlet's broadcastMessage(String) method. 
To get new messages, it has two options. It can call the servlet's blocking  getNextMessage() 
method  or,  through  the  use  of  callbacks,  it  can  ask  the  servlet  to  call  its  own 
setNextMessage(String) method every time there's a new message broadcast. We've chosen to 
use the callback option in our example. 

The Servlet

The full listings for the ChatServer interface and the ChatServlet class that implements it are 
given in Example 10-15 and Example 10-16. 

Example 10-15. The ChatServer interface, implemented by ChatServlet 
import java.rmi.Remote;
import java.rmi.RemoteException;

public interface ChatServer extends Remote {
  public String getNextMessage() throws RemoteException;
  public void broadcastMessage(String message) throws RemoteException;

  public void addClient(ChatClient client) throws RemoteException;
  public void deleteClient(ChatClient client) throws RemoteException;
}

Example 10-16. A full-service chat server/servlet 
import java.io.*;
import java.net.*;
import java.rmi.*;
import java.util.*;
import javax.servlet.*;
import javax.servlet.http.*;

import com.oreilly.servlet.RemoteDaemonHttpServlet;

public class ChatServlet extends RemoteDaemonHttpServlet
                         implements ChatServer {

  // source acts as the distributor of new messages
  MessageSource source = new MessageSource();
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  // socketClients holds references to all the socket-connected clients
  Vector socketClients = new Vector();

  // rmiClients holds references to all the RMI clients
  Vector rmiClients = new Vector();

  // doGet() returns the next message. It blocks until there is one.
  public void doGet(HttpServletRequest req, HttpServletResponse res)
                               throws ServletException, IOException {
    res.setContentType("text/plain");
    PrintWriter out = res.getWriter();

    // Return the next message (blocking)
    out.println(getNextMessage());
  }

  // doPost() accepts a new message and broadcasts it to all
  // the currently listening HTTP and socket clients.
  public void doPost(HttpServletRequest req, HttpServletResponse res)
                                throws ServletException, IOException {
    // Accept the new message as the "message" parameter
    String message = req.getParameter("message");

    // Broadcast it to all listening clients
    if (message != null) broadcastMessage(message);

    // Set the status code to indicate there will be no response
    res.setStatus(res.SC_NO_CONTENT);
  }

  // getNextMessage() returns the next new message.
  // It blocks until there is one.
  public String getNextMessage() {
    // Create a message sink to wait for a new message from the
    // message source.
    return new MessageSink().getNextMessage(source);
  }

  // broadcastMessage() informs all currently listening clients that there
  // is a new message. Causes all calls to getNextMessage() to unblock.
  public void broadcastMessage(String message) {
    // Send the message to all the HTTP-connected clients by giving the
    // message to the message source
    source.sendMessage(message);
    
    // Directly send the message to all the socket-connected clients
    Enumeration enum = socketClients.elements();
    while (enum.hasMoreElements()) {
      Socket client = null;
      try {
        client = (Socket)enum.nextElement();
        PrintStream out = new PrintStream(client.getOutputStream());
        out.println(message);
      }
      catch (IOException e) {
        // Problem with a client, close and remote it
        try {
          if (client != null) client.close();
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        }
        catch (IOException ignored) { }
        socketClients.removeElement(client);
      }
    }

    // Directly send the message to all RMI clients
    enum = rmiClients.elements();
    while (enum.hasMoreElements()) {
      ChatClient chatClient = null;
      try {
        chatClient = (ChatClient)enum.nextElement();
        chatClient.setNextMessage(message);
      }
      catch (RemoteException e) {
        // Problem communicating with a client, remove it
        deleteClient(chatClient);
      }
    }
  }

  protected int getSocketPort() {
    // We listen on port 2428 (look at a phone to see why)
    return 2428;
  }

  public void handleClient(Socket client) {
    // We have a new socket client. Add it to our list.
    socketClients.addElement(client);
  }

  public void addClient(ChatClient client) {
    // We have a new RMI client. Add it to our list.
    rmiClients.addElement(client);
  }

  public void deleteClient(ChatClient client) {
    // Remote the specified client from our list.
    rmiClients.removeElement(client);
  }
}

// MessageSource acts as the source for new messages.
// Clients interested in receiving new messages can
// observe this object.
class MessageSource extends Observable {
  public void sendMessage(String message) {
    setChanged();
    notifyObservers(message);
  }
}

// MessageSink acts as the receiver of new messages.
// It listens to the source.
class MessageSink implements Observer {

  String message = null;  // set by update() and read by getNextMessage()
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  // Called by the message source when it gets a new message
  synchronized public void update(Observable o, Object arg) {
    // Get the new message
    message = (String)arg;

    // Wake up our waiting thread
    notify();
  }

  // Gets the next message sent out from the message source
  synchronized public String getNextMessage(MessageSource source) {
    // Tell source we want to be told about new messages
    source.addObserver(this);

    // Wait until our update() method receives a message
    while (message == null) {
      try { wait(); } catch (Exception ignored) { }
    }

    // Tell source to stop telling us about new messages
    source.deleteObserver(this);

    // Now return the message we received
    // But first set the message instance variable to null
    // so update() and getNextMessage() can be called again.
    String messageCopy = message;
    message = null;
    return messageCopy;
  }
}

• The  getNextMessage() and  broadcastMessage(String message) methods are most 
interesting portions of  ChatServlet. The  getNextMessage() method returns the next 
new message as it comes in, blocking until there is one. To enable this blocking, it uses 
the MessageSource and MessageSink classes. Without getting too deep into the details 
of these two classes, we'll just say this: the servlet constructs a new  MessageSink and 
asks this sink to get the next message from the source. 

• The broadcastMessage() method tells all listening clients when there's a new message. 
It notifies HTTP clients by sending the message to the  MessageSource; other clients it 
notifies directly by looping through its client list. For each of its socket-connected clients, 
it prints the message to the client's socket. For each of its RMI clients, it calls the client's 
setNextMessage(String) method. This is the callback we've been talking about. If, at 
any point, there's a problem with a socket or RMI client, it removes that client from its 
list. 

The two lists, socketClients and rmiClients, are populated as the servlet hears from clients. 
When a socket client connects, the servlet's  handleClient(Socket) method is called and the 
new client is added to the socketClientsVector. RMI clients have to add themselves to the list 
by invoking the servlet's addClient(ChatClient) method. 

The doGet() and doPost() methods of ChatServlet are essentially thin wrappers around the 
getNextMessage() and  broadcastMessage() methods. The  doGet() wrapper is so thin you 
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can  almost  see  through  it:  doGet() sends  as  its  response  whatever  String is  returned  by 
getNextMessage().  The  doPost() wrapper  is  a  bit  less  transparent.  It  extracts  the  posted 
message from the POST form data's "message" parameter, broadcasts the message by passing it 
to the  broadcastMessage() method, and sets its response's status code to  SC_NO_CONTENT to 
indicate there is no content in the response. In a sense, making a GET request is equivalent to 
calling  getNextMessage(),  and  making  a  POST  request  is  equivalent  to  calling 
broadcastMessage(). 

The HTTP Applet

The code for our first applet, the HTTP chat applet, is shown in Example 10-17. 

Example 10-17. A chat client using HTTP communication 
import java.applet.*;
import java.awt.*;
import java.io.*;
import java.net.*;
import java.util.*;

import com.oreilly.servlet.HttpMessage;

public class HttpChatApplet extends Applet implements Runnable {

  TextArea text;
  Label label;
  TextField input;
  Thread thread;
  String user;

  public void init() {
    // Check if this applet was loaded directly from the filesystem.
    // If so, explain to the user that this applet needs to be loaded
    // from a server in order to communicate with that server's servlets.
    URL codebase = getCodeBase();
    if (!"http".equals(codebase.getProtocol())) {
      System.out.println();
      System.out.println("*** Whoops! ***");
      System.out.println("This applet must be loaded from a web server.");
      System.out.println("Please try again, this time fetching the HTML");
      System.out.println("file containing this servlet as");
      System.out.println("\"http://server:port/file.html\".");
      System.out.println();
      System.exit(1);  // Works only from appletviewer
                       // Browsers throw an exception and muddle on
    }

    // Get this user's name from an applet parameter set by the servlet
    // We could just ask the user, but this demonstrates a
    // form of servlet->applet communication.
    user = getParameter("user");
    if (user == null) user = "anonymous";

    // Set up the user interface...
    // On top, a large TextArea showing what everyone's saying.
    // Underneath, a labeled TextField to accept this user's input.
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    text = new TextArea();
    text.setEditable(false);
    label = new Label("Say something: ");
    input = new TextField();
    input.setEditable(true);

    setLayout(new BorderLayout());
    Panel panel = new Panel();
    panel.setLayout(new BorderLayout());

    add("Center", text);
    add("South", panel);

    panel.add("West", label);
    panel.add("Center", input);
  }

  public void start() {
    thread = new Thread(this);
    thread.start();
  }

  String getNextMessage() {
    String nextMessage = null;
    while (nextMessage == null) {
      try {
        URL url = new URL(getCodeBase(), "/servlet/ChatServlet");
        HttpMessage msg = new HttpMessage(url);
        InputStream in = msg.sendGetMessage();
        DataInputStream data = new DataInputStream(
                               new BufferedInputStream(in));
        nextMessage = data.readLine();
      }
      catch (SocketException e) {
        // Can't connect to host, report it and wait before trying again
        System.out.println("Can't connect to host: " + e.getMessage());
        try { Thread.sleep(5000); } catch (InterruptedException ignored) { }
      }
      catch (FileNotFoundException e) {
        // Servlet doesn't exist, report it and wait before trying again
        System.out.println("Resource not found: " + e.getMessage());
        try { Thread.sleep(5000); } catch (InterruptedException ignored) { }
      }
      catch (Exception e) {
        // Some other problem, report it and wait before trying again
        System.out.println("General exception: " +
          e.getClass().getName() + ": " + e.getMessage());
        try { Thread.sleep(1000); } catch (InterruptedException ignored) { }
      }
    }
    return nextMessage + "\n";
  }

  public void run() {
    while (true) {
      text.appendText(getNextMessage());
    }
  }
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  public void stop() {
    thread.stop();
    thread = null;
  }

  void broadcastMessage(String message) {
    message = user + ": " + message;  // Pre-pend the speaker's name
    try {
      URL url = new URL(getCodeBase(), "/servlet/ChatServlet");
      HttpMessage msg = new HttpMessage(url);
      Properties props = new Properties();
      props.put("message", message);
      msg.sendPostMessage(props);
    }
    catch (SocketException e) {
      // Can't connect to host, report it and abandon the broadcast
      System.out.println("Can't connect to host: " + e.getMessage());
    }
    catch (FileNotFoundException e) {
      // Servlet doesn't exist, report it and abandon the broadcast
      System.out.println("Resource not found: " + e.getMessage());
    }
    catch (Exception e) {
      // Some other problem, report it and abandon the broadcast
      System.out.println("General exception: " +
        e.getClass().getName() + ": " + e.getMessage());
    }
  }

  public boolean handleEvent(Event event) {
    switch (event.id) {
      case Event.ACTION_EVENT:
        if (event.target == input) {
          broadcastMessage(input.getText());
          input.setText("");
          return true;
        }
    }
    return false;
  }
}

• This applet has the same two workhorse methods as ChatServlet:  getNextMessage() 
and  broadcastMessage(). Its  getNextMessage() method gets the next message from 
the  servlet.  It's  called  repeatedly  to  update  the  TextArea.  It  operates  using  an 
HttpMessage to make a GET request to the servlet, then interprets the first line of the 
response as the next new message. 

• Its  broadcastMessage() method sends a message to the servlet for distribution to the 
other clients. This method is called in the applet's handleEvent() method every time the 
user hits Enter in the TextInput component. It works similarly to getNextMessage(). 
It uses an HttpMessage to perform a POST request, passing the TextInput's text as the 
"message" parameter, and it doesn't bother to read the response. 
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The Socket-Connecting Applet

The only difference between the socket-based SocketChatApplet and the HTTP-based 
HttpChatApplet is a redesigned getNextMessage() method. This method is shown in Example 
10-18. 

Example 10-18. A chat client using a raw socket connection 
static final int PORT = 2428;
DataInputStream serverStream;

String getNextMessage() {
  String nextMessage = null;
  while (nextMessage == null) {
    try {
      // Connect to the server if we haven't before
      if (serverStream == null) {
        Socket s = new Socket(getCodeBase().getHost(), PORT);
        serverStream = new DataInputStream(
                       new BufferedInputStream(
                       s.getInputStream()));
      }

      // Read a line
      nextMessage = serverStream.readLine();
    }
    catch (SocketException e) {
      // Can't connect to host, report it and wait before trying again
      System.out.println("Can't connect to host: " + e.getMessage());
      serverStream = null;
      try { Thread.sleep(5000); } catch (InterruptedException ignored) { }
    }
    catch (Exception e) {
      // Some other problem, report it and wait before trying again
      System.out.println("General exception: " +
        e.getClass().getName() + ": " + e.getMessage());
      try { Thread.sleep(1000); } catch (InterruptedException ignored) { }
    }
  }
  return nextMessage + "\n";
}

• This method reads broadcast messages from a socket that's connected to the chat servlet. 
It uses a simple socket protocol: all content is plain text, one message per line. The first 
time  this  method  is  called,  it  establishes  the  socket  connection  and  then  uses  the 
connection to get a  DataInputStream, where it can read from the socket one line at a 
time.

•  It reads the first line from this stream and returns the text as the next message. For each 
subsequent invocation, it reuses the same stream and simply returns the next line it reads. 
If there's ever a SocketException, it reestablishes the connection. 

JDBC
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JDBC is an API (Application Programming Interface) that provides universal database 
access for the Java programming language. JDBC is the trademarked name and is 
not  an  acronym.  But  JDBC  is  often  thoughtof  as  standing  for  "Java  Database 
Connectivity."  

JDBC drivers can be implemented in 4 ways. So JDBC drivers are divided into 4 types: 

JDBC Type 1: JDBC-ODBC Bridge plus ODBC Driver. See the left side of the first picture shown below. 

This combination provides JDBC access via ODBC drivers. ODBC binary code, and in many cases, 

database client code, must be loaded on each client machine that uses a JDBC-ODBC Bridge. Sun 

provides a JDBC-ODBC Bridge driver, which is appropriate for experimental use and for situations in 

which no other driver is available. 

JDBC Type 2: A native API partly Java technology-enabled driver. See the right side of the first picture 

shown below. This type of driver converts JDBC calls into calls on the client API for Oracle, Sybase, 

Informix, DB2, or other DBMS. Note that, like the bridge driver, this style of driver requires that some 

binary code be loaded on each client machine. 

JDBC Type 3: Pure Java Driver for Database Middleware. See the right side of the second picture 

shown below. This style of driver translates JDBC calls into the middleware vendor's protocol, which is 

then translated to a DBMS protocol by a middleware server. The middleware provides connectivity to 

many different databases. 

JDBC Type 4: Direct-to-Database Pure Java Driver. See the left side of the second picture shown 

below. This style of driver converts JDBC calls into the network protocol used directly by DBMSs, 

allowing a direct call from the client machine to the DBMS server and providing a practical solution for 

intranet access. For example, Microsoft JDBC Driver 1.0 is a Type 4 JDBC driver. 
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Establishing Connections from JDBC to Databases

JDBC 4.0 API offers two different ways to establish a connection to the database server: 

1. Using DrirverManager Class: DriverManager.getConnection(connection_url) - The driver manager 

passes the connection URL to all loaded JDBC drivers, hoping that one of them will recognize the URL 

and creates a connection. See sample code below: 

   // Loading a JDBC driver

   Class.forName("acme.db.Driver");

   // Creating a connection

   String url = "jdbc:odbc:fred";

   Connection con = DriverManager.getConnection(url,"user","pass");

2.  Using DataSource Object:  ds.getConnection()  -  A DataSource  object  should  be configured and 

registered with a JNDI (Java Naming and Directory Interface) directory service only once. When a 

connection is needed, the registered DataSource object can be retrieved back from JNDI. A connection 

can be then created from the retrieved DataSource object. 

   // Registering a DataSource

   VendorDataSource vds = new VendorDataSource();

   vds.setServerName("my_database_server");

   vds.setDatabaseName("my_database");

   vds.setDescription("the data source for inventory and personnel");

   Context ctx = new InitialContext();

   ctx.bind("jdbc/AcmeDB", vds);

   // Creating a connection

   Context ctx = new InitialContext();

   DataSource ds = (DataSource)ctx.lookup("jdbc/AcmeDB");

   Connection con = ds.getConnection("genius", "abracadabra");

JDK documentation suggests to use Database object to create connection objects whenever possible. 
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DriverManager - Loading JDBC Driver

If you want to use DriverManager class to create a connection to a database server, you need to load 

a JDBC driver that knows how to create a connection to that database server. The loaded JDBC driver 

class will be automatically registered to DriverManager. 

There are two ways to load a JDBC driver: 

• Using the Class.forName() method - Loading the specified driver class when you need it. 

• Using the java.lang.System property jdbc.drivers setting - Loading the specified driver classes 

when the first call to a DriverManager method is made. 

I wrote the following program to test both ways of loading JDBC drivers. To test this program, you 

need to download Microsoft JDBC Driver 1.0 as described in another tutorial in this book. 

/**

 * LoadJdbcDriver.java

 * 

 */

import java.sql.*;

import java.util.*;

public class LoadJdbcDriver {

  public static void main(String [] args) {

    Connection con = null;

    try {

      System.out.println("Before loading SQLServerDriver:");

      listDrivers();

// Load Microsoft JDBC Driver 1.0

      Class.forName(

        "com.microsoft.sqlserver.jdbc.SQLServerDriver");

 

      System.out.println("After loading SQLServerDriver:");

      listDrivers();

    } catch (Exception e) {

      System.err.println("Exception: "+e.getMessage());

    }

  }

  private static void listDrivers() {

    Enumeration driverList = DriverManager.getDrivers();

    while (driverList.hasMoreElements()) {

      Driver driverClass = (Driver) driverList.nextElement();

      System.out.println("   "+driverClass.getClass().getName());

    }

  }

}
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Test 1: Load Microsoft JDBC Driver 1.0 with Class.forName() by follow the commands below: 

C:\>javac LoadJdbcDriver.java

C:\>java -cp .;\local\lib\sqljdbc.jar LoadJdbcDriver

Before loading SQLServerDriver:

   sun.jdbc.odbc.JdbcOdbcDriver

After loading SQLServerDriver:

   sun.jdbc.odbc.JdbcOdbcDriver

   com.microsoft.sqlserver.jdbc.SQLServerDriver

Test 2: Load Microsoft JDBC Driver 1.0 with jdbc.drivers property by follow the commands below: 

C:\>javac LoadJdbcDriver.java

C:\>java -cp .;\local\lib\sqljdbc.jar 

   -Djdbc.drivers="com.microsoft.sqlserver.jdbc.SQLServerDriver"

   LoadJdbcDriver

Before loading SQLServerDriver:

   sun.jdbc.odbc.JdbcOdbcDriver

   com.microsoft.sqlserver.jdbc.SQLServerDriver

After loading SQLServerDriver:

   sun.jdbc.odbc.JdbcOdbcDriver

   com.microsoft.sqlserver.jdbc.SQLServerDriver

What I learned from the outputs of the two tests: 

• sun.jdbc.odbc.JdbcOdbcDriver, the JDBC-ODBC Bridge driver is loaded automatically by the 

JVM, because it showed up in the driver list automatically. 

• The loaded driver class is automatically registered to the DriverManager class, because I didn't 

call any DriverManager method to register any class. 

• The "-Djdbc.drivers=*" option worked correctly to bring driver classes to the DriverManager 

class, because the Microsoft class specified in the option showed in the driver list before the 

call of the forName() method. 

DriverManager - Connection URL

As we learned earlier, the traditional way to create a connection object is to use the DriverManager 

class with a connection URL in the following format: 

jdbc:<subprotocol>:<subname>

<subprotocol> in the URL is used to identify the JDBC driver class which will  create a connection 

object based on information provided in <subname>. For example, "odbc" in the connection URL 

"jdbc:odbc:HY_FLAT"  identifies  the  JDBC-ODBC  Bridge  driver.  "sqlserver"  in 

"jdbc:sqlserver://localhost:1269" identifies the Microsoft JDBC Driver. 
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<subname> in the URL is used to provide additional information to help the JDBC driver to identify the 

database server. If the database server is on remote host on the Internet, <subname> should have 

the following format: 

jdbc:<subprotocol>://<hostname>:port<subname>

For example, "HY_FLAT" in the connection URL "jdbc:odbc:HY_FLAT" provides the data source name 

to  help  JDBC-ODBC  Bridge  driver  to  create  a  connection  object.  "//localhost:1269"  in 

"jdbc:sqlserver://localhost:1269" provides the host name and the port number to help Microsoft JDBC 

Driver to create a connection object. 

The DriverManager class offers 3 methods for you to create a connection object using the specified 

connection URL: 

Connection con = DriverManager.getConnection(String url);

Connection con = DriverManager.getConnection(String url, 

  Properties info) 

Connection con = DriverManager.getConnection(String url, 

  String user, String password) 

Java DB (Derby) - DML Statements

Similar  to  Microsoft  SQL  Server,  Derby  supports  IDENTITY  columns  to  help  you  creating  auto-

incremented  sequence  values  for  primary  key  columns.  Derby  offers  two  variations  of  IDENTITY 

columns: 

• "GENERATED ALWAYS AS IDENTITY"  -  Derby  always  provides  auto-incremented  sequence 

values to this column. You are not allowed to specify your own values. 

• "GENERATED BY DEFAULT AS IDENTITY" - Derby provides auto-incremented sequence values 

to this as default only when you are not providing values. 

In  order  to  try  IDENTITY  columns  and  provide  a  test  table  for  testing  DML  (Data  Manipulation 

Statements), I wrote the following program to create a table called "Profile" with the primary key 

column defined as an IDENTITY column: 

import java.sql.*;

public class DerbyIdentityColumn {

  public static void main(String [] args) {

    Connection con = null;

    try {

      con = DriverManager.getConnection(

        "jdbc:derby://localhost/TestDB");
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// Creating a database table

      Statement sta = con.createStatement(); 

      int count = sta.executeUpdate(

        "CREATE TABLE Profile ("

        + " ID INTEGER PRIMARY KEY GENERATED ALWAYS AS IDENTITY,"

        + " FirstName VARCHAR(20) NOT NULL,

        + " LastName VARCHAR(20),"

        + " Point REAL DEFAULT 0.0,"

        + " BirthDate DATE DEFAULT '1988-12-31',"

        + " ModTime TIMESTAMP DEFAULT '2006-12-31 23:59:59.999')");

      System.out.println("Table created.");

      sta.close();        

      con.close();        

    } catch (Exception e) {

      System.err.println("Exception: "+e.getMessage());

    }

  }

}

When you run this  program, table  Profile  will  be  created.  But  you run  it  again,  you will  get  an 

exception: 

C:\>java -cp .;\local\javadb\lib\derbyclient.jar DerbyIdentityColumn

Table created.

C:\>java -cp .;\local\javadb\lib\derbyclient.jar DerbyIdentityColumn

Exception: Table/View 'PROFILE' already exists in Schema 'APP'.

"INSERT INTO" Statements

INSERT statements are used very often by database applications to insert data rows into tables. The 

syntax of INSERT statements is very simple. You need to provide a list of column names and a list of 

values for those columns. There are a couple of simple rules about INSERT statements: 

• You don't have to provide values to columns that have default values defined. 

• You don't have to provide values to columns that allow null values. 

• You should not provide values to IDENTITY columns, mainly used as primary key columns. 

INSERT statements should be executed with the executeUpdate() method. Here is a simple program 

that insert some rows into my table Profile: 

import java.util.*;

import java.sql.*;

public class DerbyMultipleInserts {
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  public static void main(String [] args) {

    Connection con = null;

    try {

      con = DriverManager.getConnection(

        "jdbc:derby://localhost/TestDB");

      Statement sta = con.createStatement(); 

      int count = 0;

// insert a single row using default values

      count += sta.executeUpdate(

        "INSERT INTO Profile"

        + " (FirstName)"

        + " VALUES ('Herong')");

// insert a single row using provided values

      count += sta.executeUpdate(

        "INSERT INTO Profile"

        + " (FirstName, LastName, Point, BirthDate)"

        + " VALUES ('Janet', 'Gates', 999.99, '1984-10-13')");

// insert rows with loop with random values

      Random r = new Random();

      for (int i=0; i<10; i++) {

      Float points = 1000*r.nextFloat();

      String firstName = Integer.toHexString(r.nextInt(9999));

      String lastName = Integer.toHexString(r.nextInt(999999));

        count += sta.executeUpdate(

          "INSERT INTO Profile"

          + " (FirstName, LastName, Point)"

          + " VALUES ('"+firstName+"', '"+lastName+"', "+points+")");

      }

// How many rows were inserted

      System.out.println("Number of rows inserted: "+count);

// Checking inserted rows

      ResultSet res = sta.executeQuery(

        "SELECT * FROM Profile");

      System.out.println("List of Profiles: "); 

      while (res.next()) {

         System.out.println(

           "  "+res.getInt("ID")

           + ", "+res.getString("FirstName")

           + ", "+res.getString("LastName")

           + ", "+res.getString("Point")

           + ", "+res.getDate("BirthDate")
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           + ", "+res.getDate("ModTime"));

      }

      res.close();

      sta.close();

      con.close();

    } catch (Exception e) {

      System.err.println("Exception: "+e.getMessage());

    }

  }

}

Notice  that  Random class  was used to  generate  some random strings  and numbers.  The output 

confirms that the insert statement was executed correctly: 

C:\>java -cp .;\local\javadb\lib\derbyclient.jar DerbyMultipleInserts

Number of rows inserted: 12

List of Profiles:

  1, Herong, null, 0.0, 1988-12-31, 2006-12-31

  2, Janet, Gates, 999.99, 1984-10-13, 2006-12-31

  3, 144, 14859, 615.1516, 1988-12-31, 2006-12-31

  4, 21d6, efd17, 289.4137, 1988-12-31, 2006-12-31

  5, 977, 6779f, 766.5425, 1988-12-31, 2006-12-31

  6, 1002, e3873, 996.2754, 1988-12-31, 2006-12-31

  7, 1b2c, 8f798, 594.6182, 1988-12-31, 2006-12-31

  8, 11bd, 58ad0, 741.9156, 1988-12-31, 2006-12-31

  9, 1352, 17d9, 274.19855, 1988-12-31, 2006-12-31

  10, 13ba, 88356, 115.04227, 1988-12-31, 2006-12-31

  11, 1090, 3fb07, 767.21246, 1988-12-31, 2006-12-31

  12, 19c2, 8770b, 383.88382, 1988-12-31, 2006-12-31

BLOBs, CLOBs, and Streams 

Caché SQL supports the ability to store BLOBs (Binary Large Objects) and 

CLOBs (Character Large Objects) within the database. BLOBs are used to 

store binary information, such as images, while CLOBs are used to store 

character information. BLOBs and CLOBs can store up to 4 Gigabytes of data 

(the limit imposed by the JDBC and ODBC specifications).

The operation of the BLOBs and CLOBs is identical in every respect except 

how they handle character encoding conversion (such as UNICODE to Multi-

byte) when accessed via an ODBC or JDBC client: the data in a BLOB is 

treated as binary data and is never converted to another encoding while the 

data in a CLOB is treated as character data and is converted as necessary.
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BLOBs and CLOBs have the following restrictions:

• You cannot define indices on BLOB or CLOB fields.

• You cannot use a BLOB or CLOB field in a WHERE clause.

• You  cannot  UPDATE/INSERT  multiple  rows  containing  a 

BLOB or CLOB field; you must do it row by row.

From the object point of view, BLOBs and CLOBs are represented as Stream 

objects. For more information, refer to the Streams chapter of Using Caché 

Objects. 

Defining BLOBs and CLOBs Using DDL
Within DDL, CLOB fields are defined using the LONG VARCHAR SQL data 

type. BLOB fields are defined using the LONG VARBINARY SQL data type.

CREATE TABLE MyApp.Person (

    Name VARCHAR(50) not null,
    Notes LONGVARCHAR,

    Photo LONGVARBINARY
)

Using  BLOBs  and  CLOBs  within  Caché 
Methods
You cannot use a BLOB or CLOB value using embedded or dynamic SQL 

directly within a Caché method; instead you use SQL to find the Stream 

Identifier  for  a  BLOB  or  CLOB  and  then  create  an  instance  of 

%AbstractStream object to access the data. 

For example, you can use dynamic SQL to read a stream in a Basic method 

as follows:

/// Display the memos for all Persons with a given city
/// within an HTML table

ClassMethod DisplayMemo(city As %String = "") [language = basic]
{

    ' Define a query to find all the Stream Id values for memo 
    rs = New %Library.ResultSet()

    rs.Prepare("SELECT Name,Memo FROM MyApp.Person WHERE Home_City = ?")
    rs.Execute(city)

    ' iterate over the results
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    PrintLn "<TABLE>"
    While (rs.Next())

        PrintLn "<TR>"
        ' display the person's name

        PrintLn "<TD>" & rs.Data("Name") & "</TD>"

        ' Now open the stream object containing the memo
        stream = OpenId %Stream(rs.Data("Memo"))

        Print "<TD>"

        ' Write the contents of the stream to the current device
        stream.OutputToDevice()

        PrintLn "</TD></TR>"
    Wend

    PrintLn "</TABLE>"
}

Using BLOBs and CLOBs from ODBC
The  ODBC  specification  does  not  provide  for  any  recognition  or  special 

handling for BLOB and CLOB fields. Caché SQL represents CLOB fields within 

ODBC  as  having  type  LONG  VARCHAR.  BLOB  fields  are  represented  as 

having type LONG VAR BINARY.

The ODBC driver/server uses a special protocol to access BLOB and CLOB 

fields. Typically you have to write special code within ODBC application to 

use CLOB and BLOB fields;  the  standard reporting tools  typically  do not 

support them.

Using BLOBs and CLOBs from JDBC
Within a Java program you can retrieve or set data from a BLOB or CLOB 

using the standard JDBC BLOB and CLOB interfaces. For example:

    Statement st = conn.createStatement();
    ResultSet rs = st.executeQuery("SELECT MyCLOB,MyBLOB FROM MyTable");

    rs.next();      // fetch the Blob/Clob

    java.sql.Clob clob = rs.getClob(1);
    java.sql.Blob blob = rs.getBlob(2);

    // Length

    System.out.println("Clob length = " + clob.length());
    System.out.println("Blob length = " + blob.length());
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    // ...

MULTIMEDIA STREAMING APPLICATIONS

JAVA MEDIA FRAMEWORK

Class javax.media.Manager

• Manager methods include

public static DataSource createDataSource(MediaLocator sourceLocator) 

 Returns a data source for the protocol specified by  the MediaLocator. 

When you call createDataSource on the media locator of a video capture device (obtained from 
the  CaptureDeviceManager),  the  returned  DataSource  will  implement  the  CaptureDevice 
interface 

public static DataSource createCloneableDataSource(DataSource source)

- create a DataSource that can be cloned; this enables DataSource to be processed by 
different tasks

• public static Processor 

createProcessor(DataSource source) 

- Processors are used in controlling the processing of media

Class
javax.media.protocol.DataSource

• An abstraction for media protocol-handlers.  DataSource manages the life-cycle of the 
media source  by providing a simple connection protocol.

• Methods include

– DataSource(MediaLocator source)

– connect

– start, stop

• Start and stop data transfer

Interface CaptureDevice
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• A  capture  device  is  a  DataSource  of  type   PullDataSource,  PullBufferDataSource, 
PushDataSource  or  PushBufferDataSource.   It  also  implements  the  CaptureDevice 
interface… A CaptureDevice DataSource contains an array of  SourceStream's. These 
SourceStreams provide  the interface for the captured data streams to be read. (From JMF 
API)

• Methods include

– public FormatControl[] getFormatControls()
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UNIT – 5

UNIT V ENTERPRISE APPLICATIONS 9
Server Side Component Architecture – Introduction to J2EE – Session Beans – Entity Beans – 
Persistent Entity Beans.

Introduction

Enterprise JavaBeans (EJB) is a server-side component architecture that simplifies the process of 
building  enterprise-class  distributed  component  applications  in  Java.  By using EJB,  you can 
write scalable, reliable, and secure applications without writing your own complex distributed 
component framework. EJB is about rapid application development for the server side; you can 
quickly  and  easily  construct  server-side  components  in  Java  by  leveraging  a  prewritten 
distributed  infrastructure  provided  by  the  industry.  EJB  is  designed  to  support  application 
portability and reusability across any vendor’s enterprise middleware services.

If  you  are  new  to  enterprise  computing,  these  concepts  will  be  clarified  shortly.  EJB  is  a 
complicated subject and thus deserves a thorough explanation.

we’ll introduce EJB by answering the following questions:
■■ What plumbing do you need to build a robust distributed object
deployment?
■■ What is EJB, and what value does it add?
■■ How does EJB relate to SOA?
■■ Who are the players in an EJB ecosystem?

The Motivation for Enterprise JavaBeans
Figure  1.1 shows a  typical  business  application.  This  application  could  exist  in  any vertical 
industry and could solve any business problem. Here are some examples:
■■ A stock trading system
■■ A banking application
■■ A customer call center
■■ A procurement system
■■ An insurance risk analysis application

Notice that this application is a distributed system. We broke up what would normally be a large, 
monolithic application and divorced each layer of the application from the others, so that each 
layer is completely independent and distinct.
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In the past, most companies built their own middleware. For example, a financial services firm 
might build some of the middleware services above to help them put together a stock trading 
system.

Why not buy instead of build?
The application server was born to let you buy these middleware services, rather than build them 
yourself. Application servers provide you with common middleware services, such as resource 
pooling, networking, and more.

Application servers enable you to focus on your application and not worry about the middleware 
you need  for  a  robust  server-side  deployment.  You write  the  code  specific  to  your  vertical 
industry and deploy that code into the runtime environment of an application server. You’ve just 
solved your business problem by dividing and conquering.

Overview
 CONSIDER WHEN BUILDING LARGE BUSINESS SYSTEMS

 ◆ Remote method invocations. We need logic that connects a client and server via a network 
connection. This includes dispatching method requests, brokering parameters, and more.

 ◆ Load balancing. Clients must be directed to the server with the lightest load. If a server is 
overloaded, a different server should be chosen.

 ◆ Transparent fail-over. If a server crashes, or if the network crashes, can clients be rerouted to 
other servers without interruption of service? If so, how fast does fail-over happen? Seconds? 
Minutes? What is acceptable for your business problem?

 ◆ Back-end integration. Code needs to be written to persist business data into databases as well 
as integrate with legacy systems that may already exist.

 ◆ Transactions. What if two clients access the same row of the database simultaneously? Or 
what if the database crashes? Transactions protect you from these issues.

 ◆ Clustering. What if the server contains state when it crashes? Is that state
replicated across all servers, so that clients can use a different server?

 ◆ Dynamic redeployment. How do you perform software upgrades while the site is running? Do 
you need to take a machine down, or can you keep it running?
NA
BUSINESS SYSTEMS (continued)

 ◆ Clean shutdown. If you need to shut down a server, can you do it in a smooth, clean manner so 
that you don’t interrupt service to clients who are currently using the server?

 ◆ Logging  and  auditing.  If  something  goes  wrong,  is  there  a  log  that  you  can  consult  to 
determine the cause of the problem? A log would help you debug the problem so it doesn’t 
happen again.

 ◆ Systems management. In the event of a catastrophic failure, who is monitoring your system? 
You want monitoring software that paged a system administrator if a catastrophe occurred.

 ◆ Threading. Now that you have many clients connecting to a server, that server is going to need 
the capability of processing multiple client requests simultaneously. This means the server must 
be coded to be multithreaded.

 ◆ Message-oriented middleware. Certain types of requests should be message-based where the 
clients and servers are very loosely coupled. You need infrastructure to accommodate messaging.
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 ◆ Object life cycle. The objects that live within the server need to be created or destroyed when 
client traffic increases or decreases, respectively.

 ◆ Resource pooling. If a client is not currently using a server, that server’s precious resources 
can be returned to a pool to be reused when other clients connect. This includes sockets (such as 
database connections) as well as objects that live within the server.

 ◆ Security. The servers and databases need to be shielded from saboteurs. Known users must be 
allowed to perform only operations that they have rights to perform.

 ◆ Caching. Let’s assume there is some database data that all clients share and make use of, such 
as a common product catalog. Why should your servers retrieve that same catalog data from the 
database over and over again? You could keep that data around in the servers’ memory and
avoid costly network roundtrips and database hits.

 ◆ And much, much, much more.
Each of these issues is  a separate  service that  needs to  be addressed for  serious server-side 
computing. These services are needed in any business problem and in any vertical industry. And 
each of these services requires a lot of thought and a lot of plumbing to resolve. Together, these 
services are called middleware.

Component Architectures

What we need is an agreement, or set of interfaces, between application servers and components. 
This agreement will enable any component to run within any application server. This will allow 
components to be switched in and out of various application servers without having to change 
code or potentially  even recompile  the components  themselves.  Such an agreement  is  called 
component architecture and is shown in Figure 1.2.

Service-Oriented Architectures
At the core of a service-oriented architecture lies the concept of service. A simplistic definition 
of service is a group of related components that carry out a given business process function, for 
example  transferring  funds  between  banks  or  booking  an  itinerary.  Aservice-oriented 
architecture  (SOA)  thus  is  a  paradigm  focusing  on  development  of  services  rather  than 
piecemeal  components  such that  these  services  provide  a  higher  level  of  abstraction  from a 
functional standpoint. Of course, there are more properties to SOA than mere coarse-granularity. 
One  such  characteristic  property  of  SOA  is  that  they  are  autonomous  in  nature.  These 
independent entities can interact with others in spite of differences in the way they have been 
implemented or the platform they have been deployed on. SOA and Web Services
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Simple Object Access Protocol (SOAP) is an XML-based application-level protocol intended for 
exchanging information in a distributed network. SOAP supports both the models of distributed 
computing:  RPC  as  well  as  document  style  messaging.  RPC  style  SOAP  allows  remote 
invocation of operations. Parameters and return in/out values of these operations are serialized in 
XML. Whereas, in document-style SOAP because an operation’s input and output are XML, 
serialization of parameters and return value to XML is not needed.

Web Service Description Language (WSDL) is an XML-based metadata standard that is used to 
describe the service interface—in terms of the operations it  supports, the parameters that the 
operations accept, and their return values in case of SOAP RPC, the XML schema that the input 
and output  messages  to  the operations  in  case of document-style  SOAP—as well  as service 
binding information in terms of the communication protocols, ports, service URL, and so on. 

SOA and Component Architectures
SOA  is  not  a  replacement  for  component  architecture;  rather  it  neatly  complements  the 
component architecture. While component architectures enhance reusability at a finer grain level, 
SOA  can  enhance  reusability  at  a  coarser  grained  level.  Hence,  from  an  implementation 
standpoint,  a  given  service  might  very  well  be  developed  using  well-defined  component 
frameworks  such  as  EJB.  The  latest  EJB  standard,  therefore,  has  in-built  support  for  Web 
Services, the most popular stack for building SOA. 

Many other businesses such as Amazon.com and Google provide their core business services, E-
commerce, and Web searching, as reusable services to customers and end-users.

Reusable services are a very powerful concept, because:

■■  Businesses  can  focus  on  strategic  software  development.  In  cases  where  software 
functionality  is  horizontal  and cuts  across multiple  business domains,  it  should be treated as 
commodity and hence procured
from a specialized ISV in the form of services. For example, each business requires a corporate 
treasury management and cash management system. For such a commodity business need, it is 
best to acquire software from an outside vendor than to build it. This will relieve the IT staff 
from having to deal with complex treasury functions involving millions of regulations; it anyway 
does not have direct relevance to the business’s core function.
■■  The business processes can be assembled faster.  The autonomous and loosely coupled 
nature of services makes it easy to assemble them into business processes. This strength makes 
services the chosen paradigm for encapsulating business logic.

■■ There is a lower total cost of ownership.  Businesses that build their software as services 
end up with a lower total cost of ownership in the long term because they are building software 
such that it can be easily reusable and assembled into business processes. This is a definite plus 
when  businesses  are  required  to  adapt  business  processes  to  address  the  changing  market 
demands or when they are required to support new customers and their IT systems. www.R

eji
np

au
l.c

om



Introducing Enterprise JavaBeans
EJB is a standard for building server-side components in Java. It defines an agreement (contract) 
between  components  and  application  servers  that  enables  any  component  to  run  in  any 
application  server.  EJB  components  (called  enterprise  beans)  are  deployable,  and  can  be 
imported and loaded into an application server, which hosts those components.

The top three propositions of EJB are as follows:
■■ It is agreed upon by the industry. Those who use EJB will benefit from its widespread use. 
Because everyone will be on the same page, in the future it will be easier to hire employees who 
understand your systems (since they may have prior EJB experience),  learn best practices to 
improve your system (by reading books like this one), partner with businesses (since technology 
will be compatible), and sell software (since customers will accept your solution). The concept of 
“train once, code anywhere” applies.
■■  Portability is easier.  The EJB specification is published and available freely to all. Since 
EJB is a standard, you do not need to gamble on a single, proprietary vendor’s architecture. And 
although portability will never be free, it is cheaper than without a standard.
■■ Rapid application development. Your application can be constructed faster because you get 
middleware infrastructure services such as transactions, pooling, security, and so on from the 
application server. There’s
also less of a mess to maintain. 

EJB as a Business Tier Component
The real  difference  between presentation  tier  components  such as  thick  clients,  dynamically 
generated Web pages, or Web Service clients and enterprise beans is the domain in which they 
operate.  Presentation  components  are  well  suited  to  handle  client-side  operations,  such  as 
rendering GUIs, executing client-side validations, constructing appropriate SOAP messages to 
send them to Web Service, and so on. They deal directly with the end user or business partner.

Enterprise beans, on the other hand, are not intended for the client side; they are  server-side 
components.  They  are  meant  to  perform server-side  operations,  such  as  executing  complex 
algorithms  or  performing  high-volume  business  transactions.  Typically,  EJB  components 
(enterprise beans) can perform any of the following tasks:
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■■  Perform  business  logic.  Examples  include  computing  the  taxes  on  the  shopping  cart, 
ensuring  that  the  manager  has  authority  to  approve the  purchase order,  or  sending  an order 
confirmation e-mail using the Java-
Mail API.
■■  Access a database.  Examples include submitting an order for books, transferring money 
between  two  bank  accounts,  or  calling  a  stored  procedure  to  retrieve  a  trouble  ticket  in  a 
customer support system. Enterprise beans can achieve database access using the Java Database 
Connectivity (JDBC) API.

■■  Access another system.  Examples include calling a high-performing  CICS  legacy system 
written in COBOL that computes the risk factor for a new insurance account, calling a legacy 
VSAM data store, or calling
SAP  R/3.  Enterprise  beans  can  integrate  with  an  existing  application  through  the  J2EE 
Connector  Architecture  (JCA).  Thus,  EJB components  are  not  presentation  tier  components; 
rather, they sit behind the presentation tier components (or clients) and do all the hard work.

Examples of the clients that can connect to enterprise beans include the following:
■■  Thick clients.  Thick clients execute on a user’s desktop. They could connect through the 
network with EJB components that live on a server. These EJB components may perform any of 
the tasks listed previously (business logic, database logic, or accessing other systems). Thick 
clients in Java include applets and applications.
■■  Dynamically generated Web pages.  Web sites that are transactional and personalized in 
nature need their Web pages generated specifically for each request. For example, the home page 
for Amazon.com is completely different for each user, depending on the user’s profile.  Core 
technologies such as Java servlets and JavaServer Pages (JSP) are used to dynamically generate 
such specific pages. Both servlets and JSPs live within a Web server and can connect to EJB 
components, generating pages differently based upon the values returned from the EJB layer.
■■ Web Service clients. Some business applications require no user interface at all. They exist 
to  interconnect  with  other  business  partners’  applications  that  may  provide  their  own  user 
interface. For example, consider a scenario where Dell Computer Corporation needs to procure 
Intel  chips to assemble and distribute desktop computers. Here, Intel could expose an  Order 
PartsWeb Service that enables the Dell Web Service client to order chips. In this case, the Intel 
system does not provide a graphical user interface per se, but rather provides a Web Service 
interface. This scenario is shown in Figure 1.4.
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EANS ERSUS ENTERPRISE JAVABEANS
The Bean Provider
The bean provider supplies business components, or enterprise beans. Enterprise beans are not 
complete  applications,  but  rather  are  deployable  components  that  can  be  assembled  into 
complete solutions. The bean provider could be an internal department providing components to 
other departments.
The Application Assembler
The  application  assembler  is  the  overall  application  architect.  This  party  is  responsible  for 
understanding how various components fit together and writing the applications that combine 
components. An application assembler may even author a few components along the way. His or 
her job is to build an application from those components that can be deployed in a number of 
settings.
The application assembler is the consumer of the beans supplied by the bean provider.
The application assembler could perform any or all of the following tasks:
■■ From knowledge of the business problem, decide which combination of existing components 
and  new enterprise  beans  are  needed  to  provide  an  effective  solution;  in  essence,  plan  the 
application assembly.
■■  Supply a  user  interface  (perhaps  Swing,  servlet  or JSP,  application  or  applet)  or  a  Web 
Service.
■■ Write new enterprise beans to solve some problems specific to your business problem.
SUS ENTERPRISE JAVABEANS
The  JavaBeans  framework  is  lightweight  compared  to  Enterprise  JavaBeans.  You  can  use 
JavaBeans to assemble larger components or to build entire applications. 

■■ Write the code that calls on components supplied by bean providers.
■■  Write  integration  code  that  maps  data  between  components  supplied  by  different  bean 
providers. After all,  components won’t magically work together to solve a business problem, 
especially if different parties write the components.

An example of an application assembler is a systems integrator, a consulting
firm, or an in-house programmer.

The EJB Deployer
After the application assembler builds the application, the application must be deployed (and go 
live) in a running operational environment. Some challenges faced here include the following:
■■ Securing the deployment with a hardware or software firewall and other protective measures.
■■  Integrating with enterprise security and policy repositories, which oftentimes is an LDAP 
server such as Sun Java System Directory Server (formerly Netscape Directory Server), Novell 
Directory Server, or Microsoft Active Directory.
■■ Choosing hardware that provides the required level of quality of service.
■■ Providing redundant hardware and other resources for reliability and fault tolerance.
■■ Performance-tuning the system.

An EJB deployer can be a staff person, an outside consultant, or a vendor.
The System Administrator
Once the deployment goes live, the system administrator steps in to oversee the stability of the 
operational solution. The system administrator is responsible for the upkeep and monitoring of 
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the deployed system and may make use of runtime monitoring and management tools that the 
EJB server provides.

For example, a sophisticated EJB server might page a system administrator if a serious error 
occurs that requires immediate attention. Some EJB servers achieve this by developing hooks 
into  professional  monitoring  products,  such  as  Tivoli  and  Computer  Associates.  Others  like 
JBoss  are  providing  their  own  systems  management  by  supporting  the  Java  Management  
Extension (JMX) technology.

The Container and Server Provider
The container provider supplies an  EJB container  (the application server). This is the runtime 
environment in which beans live. The container supplies middleware services to the beans and 
manages  them.  There  are  about  20  Sun  Microsystems–certified  J2EE  application  servers. 
Although a complete list can be obtained from http://java.sun.com/j2ee/licensees.html,  some of 
the  popular  J2EE  application  servers  include  BEAWebLogic,  Sun  Java  System Application 
Server (formerly, Sun ONE Application Server), IBM WebSphere, Oracle Application Server, 
and of course JBoss open source application server.

The Tool Vendors
To facilitate the component development process, there should be a standardized way to build, 
manage,  and  maintain  components.  In  the  EJB  Ecosystem,  there  are  several  integrated 
development environments (IDEs) that assist you in rapidly building and debugging components. 
UALITIES OF SERVICE IN EJB

The Java 2 Platform, Enterprise Edition (J2EE)
EJB is only a portion of a larger offering from the Java Community Process (a.k.a. JCP—a Java 
industry standards body) called the Java 2 Platform, Enterprise Edition (J2EE). The mission of 
J2EE is to provide a platform-independent, portable, multiuser, secure, and standard enterprise-
class platform for server-side deployments written in the Java language. J2EE is a specification, 
not a product. J2EE specifies the rules of engagement that people must agree on when writing 
enterprise software. 
■■  The Java 2 Platform, Micro Edition (J2ME)  is a development platform for applications 
running on mobile Java-enabled devices, such as Phones, Palm Pilots, Pagers, set-top TV boxes, 
and so on. This is a restricted form of the Java language due to the inherent performance and 
capacity limitations of small-form-factor wireless devices.
■■  The Java 2 Platform, Standard Edition (J2SE)  defines a standard for core libraries that 
can be used by applets, applications, J2EE applications, mobile applications, and such. These 
core  libraries  span  a  much  wider  spectrum  including  input/output,  graphical  user  interface 
facilities, networking, and so on. This platform contains what most people use in standard Java 
programming.
■■  The  Java  2  Platform,  Enterprise  Edition  (J2EE)  is  an  umbrella  standard  for  Java’s 
enterprise  computing  facilities.  It  basically  bundles  together  technologies  for  a  complete 
enterprise-class server-side development and deployment platform in Java.
J2EE is significant because it creates a unified platform for server-side Java development. The 
J2EE stack consists of the following:
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■■ Reference implementation. To enable developers to write code against J2EE Sun provides 
its own free reference implementation for each version of J2EE. Sun is positioning it as a low-
end reference platform, because it is not intended for commercial use.  

The J2EE Technologies
J2EE is a robust suite of middleware services that make life very easy for server-side application 
developers. J2EE builds on the existing technologies in the J2SE. J2SE includes support for core 
Java language semantics as well as various libraries (.awt, .net, .io, and so on). Because J2EE 
builds on J2SE, a 

J2EE-compliant product must not only implement all of J2EE, but must also implement all of 
J2SE. This means that building a J2EE product is an absolutely huge undertaking. This barrier to 
entry has resulted in significant industry consolidation in the Enterprise Java space, with a few 
players emerging from the pack as leaders.
■■  Enterprise JavaBeans (EJB).  EJB defines  how server-side components  are  written  and 
provides a standard contract between components and the application servers that manage them. 
EJB is the cornerstone for J2EE and uses several other J2EE technologies.www.R
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Java API for XML RPC (JAX-RPC). JAX-RPC is the main technology that provides support 
for developing Web Services on the J2EE platform. It defines two Web Service endpoint models
—one based on servlet technology and another based on EJB. 
■■  Java Remote  Method Invocation  (RMI)  and RMI-IIOP.  RMI is  the  Java  language’s 
native way to communicate between distributed objects, such as two different objects running on 
different machines. RMI-IIOP is an extension of RMI that can be used for CORBA integration. 
RMIIIOP is the official API that we use in J2EE (not RMI). 
■■  Java  Naming  and  Directory  Interface  (JNDI).  JNDI  is  used  to  access  naming  and 
directory systems. You use JNDI from your application code for a variety of purposes, such as 
connecting to EJB components or other resources across the network, or accessing user data 
stored in a naming service such as Microsoft Exchange or Lotus Notes. 

■■  Java Database Connectivity (JDBC).  JDBC is an API for accessing relational databases. 
The value of JDBC is that you can access any relational database using the same API. 
■■  Java Transaction API (JTA) and Java Transaction Service (JTS).  The JTA and JTS 
specifications allow for components to be bolstered with reliable transaction support. 
■■  Java Messaging Service (JMS).  JMS allows for your J2EE deployment to communicate 
using messaging. You can use messaging to communicate within your J2EE system as well as 
outside  your  J2EE  system.  For  example,  you  can  connect  to  existing  message-oriented 
middleware (MOM) systems such as IBM MQSeries or Microsoft Message Queue (MSMQ). 
Messaging is an alternative paradigm to RMI-IIOP, and has its advantages and disadvantages. 
■■  Java  servlets.  Servlets  are  networked  components  that  you  can  use  to  extend  the 
functionality of a Web server. Servlets are request/response oriented in that they take requests 
from some client host (such as a Web browser) and issue a response back to that host.  This 
makes servlets ideal for performing Web tasks, such as rendering an HTML interface. Servlets 
differ  from EJB components  in  that  the  breadth  of  server-side component  features  that  EJB 
offers, such as declarative transactions, is not readily available to servlets. Servlets are much 
better suited to handling simple request/response needs, and they do not require sophisticated
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management by an application server. 
■■ JavaServer Pages (JSP). JSP technology is very similar to servlets. In fact, JSP scripts are 
compiled into servlets. The largest difference between JSP scripts and servlets is that JSP scripts 
are not pure Java code; they are much more centered on look-and-feel issues. You would use JSP 
when  you  want  the  look  and  feel  of  your  deployment  to  be  physically  separate  and easily 
maintainable from the rest of your deployment. JSP technology is perfect for this, and it can be 
easily  written  and  maintained  by  non–Java-savvy  staff  members  (JSP  technology  does  not 
require a Java compiler). 
■■ Java IDL. Java IDL is the Sun Microsystems Java-based implementation of CORBA. Java 
IDL allows for integration with other languages. Java IDL also allows for distributed objects to 
leverage  the  full  range  of  CORBA  services.  J2EE  is  thus  fully  compatible  with  CORBA, 
completing the Java 2 Platform, Enterprise Edition. 
■■  JavaMail.  The  JavaMail  service  enables  you  to  send  e-mail  messages  in  a  platform-
independent, protocol-independent manner from your Java programs. For example, in a server-
side J2EE deployment, you can use JavaMail to confirm a purchase made on your Internet e-
commerce  site  by  sending  an  e-mail  to  the  customer.  Note  that  JavaMail  depends  on  the 
JavaBeans Activation Framework (JAF), which makes JAF part of J2EE as well. 
■■ J2EE Connector Architecture (JCA). Connectors enable you to access existing enterprise 
information systems from a J2EE application. This could include any existing system, such as a 
mainframe system running high-end transactions (such as those deployed with IBM CICS, or 
BEA TUXEDO), Enterprise Resource Planning (ERP) systems, or your own proprietary systems. 
Connectors are useful because they automatically manage the details of middleware integration 
to existing systems, such as handling transactions and security concerns, life-cycle management,
thread management, and so on. 
■■ The Java API for XML Parsing (JAXP). There are many applications of XML in a J2EE 
deployment. For example, you might need to parse XML if you are performing B2B interactions 
(such as through Web Services), if you are accessing legacy systems and mapping data to and 
from XML, or if you are persisting XML documents to a database. JAXP is the de facto API for 
parsing XML documents in a J2EE application and is an implementation-neutral  interface to 
XML parsing technologies such as DOM and SAX. You typically use the JAXP API from within 
servlets, JSP, or EJB components.

■■ The Java Authentication and Authorization Service (JAAS). JAAS is a standard API for 
performing security-related operations in J2EE. Conceptually, JAAS also enables you to plug in 
an authentication mechanism into a J2EE application server.

Writing Session Bean
Web Services

Web Services Concepts
SOA is an architectural approach to structuring large-scale, distributed applications that integrate 
heterogeneous applications  behind  service  interfaces.  Figure 5.1 shows the basic  model  of a 
lookup in a service-oriented architecture as supported by Web Services technologies.www.R
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Aservice provider creates an abstract  service definition that it  publishes in a service registry. 
With Web Services, the description is a Web Services Definition Language (WSDL) file, and the 
registry  follows  the  Universal  Description,  Discovery,  and  Integration  (UDDI)  standard.  A 
service requestor can find the service description, possibly using a set of selection criteria to 
query the registry. If a suitable description is found, the requestor can bind to the service. 

The JAX-RPC Service Endpoint Interface
The simple convention that we mentioned previously is to provide a Java interface to your bean 
that lists all the business methods supported by the bean. This interface is called the  Service 
Endpoint Interface (SEI) and shown in the following block of code. The remaining HelloBean 
implementation does not have to be changed to actually implement this interface.  All that is 
required is that the HelloBean support business methods with the same name and signature
as those in the remote interface, as shown in the following example: 
package examples;
/** This is the Hello service endpoint interface. */
public interface HelloInterface extends java.rmi.Remote
Service
Implementation
Bean
Port Components
Container
SEI
Service
Implementation
Bean
SEI
Writing Session Bean Web Services 111
{
public String hello() throws java.rmi.RemoteException;
}
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The service endpoint interface is required by the Java APIs for XML-based Remote Procedure  
Calls  (JAX-RPC) that works behind the scenes in the container to invoke the bean. The JAX-
RPC specification requires that the service endpoint interface follow these rules:
■■ The interface must extend java.rmi.Remote either directly or indirectly.
■■ All methods must throw java.rmi.RemoteException.
■■ The method parameters and return types must be the Java types supported by JAX-RPC.
■■ Service endpoint interfaces must not include constants (as public final static declarations).
The  JAX-RPC  specification  defines  a  mapping  between  a  set  of  supported  Java  types  and 
WSDL/XML types.  The  Java  types  directly  supported  by  JAXRPC  are  the  primitive  types 
boolean, byte, double, float, int, long, short, and arrays of these types. In addition, the following 
non-primitive types are directly supported by JAX-RPC:
java.lang.Boolean
java.lang.Byte
java.lang.Double
java.lang.Float
java.lang.Integer
java.lang.Long
java.lang.Short
java.lang.String
java.math.BigDecimal
java.math.BigInteger
java.net.URI
java.util.Calendar
java.util.Date
JAX-RPC  also  provides  hooks  for  customized  type  mappers  that  extend  the  standard  type 
mapping  provided  by  JAX-RPC.  In  our  HelloWorld  example,  the  only  data  type  that  is 
transmitted  is  java.lang.String,  which  is  mapped to  the  XML string  type  without  additional 
effort.

WSDL and the XML/Java Mapping
You have  seen  the  WSDL description  of  the  HelloWorld  Web  Service  already.  If  you  are 
building new Web Services, you can start with a WSDL description of your service and write 
WSDL directly and then use a WSDL compiler to generate the service endpoint interface in Java. 
Alternatively,  almost  all  Web Services  platforms  and SOAP toolkits  provide  tools  to  derive 
WSDL descriptions automatically from Java endpoint interfaces. See the source code for this 
book for examples of generating WSDL from Java.

Packaging and Deploying a Web Service Session Bean
The packaging of a Web Service implementation as a stateless session bean is an extension of the 
packaging for regular stateless session beans, that is, an  ejbjar  archive. This file contains the 
usual set of Java classes, plus the service endpoint interface class.
The EJB server requires extra information to be able to dispatch incoming SOAP messages to an 
implementation of the service endpoint interface. First, it needs to know the Java class that will 
handle these calls. Additionally, it needs the WSDL file with the endpoint address that it should 
listen on. The WSDL file is provided in the META-INF directory of the  ejb-jar  archive. The 
other information is provided in an additional descriptor file, the webservices. xml file, which is 
also  added  to  the  ejb-jar  archive’s  META-INF  directory.  Your  specific  J2EE  product  may 
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provide vendor-specific deployment tools to generate this file. The webservices.xml file for our 
HelloWorld service is reproduced here:
<?xml version=”1.0” encoding=”UTF-8”?>
<webservices xmlns=”http://java.sun.com/xml/ns/j2ee” version=”1.1”
xmlns:xsi=”http://www.w3.org/2001/XMLSchema-instance”
xsi:schemaLocation=”http://java.sun.com/xml/ns/j2ee
http://www.ibm.com/webservices/xsd/j2ee_web_services_1_1.xsd”>
<webservice-description>
<display-name>HelloWorldWS</display-name>
<webservice-description-name>HelloWorldWS</webservicedescription-
name>
<wsdl-file>META-INF/wsdl/HelloWorldWS.wsdl</wsdl-file>
<jaxrpc-mapping-file>META-INF/wsdl/mapping.xml</jaxrpc-mapping-file>
<port-component>
<display-name>HelloWS</display-name>
<port-component-name>HelloWS</port-component-name>
<wsdl-port xmlns:wsdl-port_ns__=”urn:examples”>wsdl-port_ns__:
HelloInterfacePort</wsdl-port>
<service-endpoint-interface>examples.HelloInterface</
service-endpoint-interface>
<service-impl-bean>
<ejb-link>HelloBean</ejb-link>
</service-impl-bean>
</port-component>
</webservice-description>
</webservices>
The webservices.xml file tells the container where to look for the WSDL file in the package in 
the  <wsdl-file>  element.  Likewise,  it  specifies  the  location  of  the  JAX-RPC mapping  file. 
Finally,  the  webservices.xml  file  defines  the  Web Service  implementation  package,  the  port 
component. The port component definition lists the fully qualified Java class name of the service 
endpoint interface and the name of the implementation bean. The simple name is sufficient
here  as  the  container  already  knows  the  bean  details  from  the  ejb-jar.xml  file.  The  port 
component is linked to the Web Service’s port using the <wsdl-port> element, which gives the 
name of the port  that  this  port  component  implements.  With  this,  we’re  actually  done!  The 
container now has all the information that it needs to link the abstract concept of a Web Service 
as  defined  in  WSDL to  the  port  component  that  we have  just  defined  by  adding  a  service 
endpoint interface to our existing HelloBean.
Implementing a Web Service Client
Web Services clients in J2EE are very similar to regular bean clients. They come in two flavors:
■■ Standalone JAX-RPC clients without JNDI access for service lookup 
■■ J2EE clients (both Web clients and standalone) that can access clientside JNDI contexts
Standalone  clients  without  JNDI  access,  such  as  remote  Java  clients  not  running  inside  an 
application server, can be coded using one of two approaches. The first approach is called static  
stub  and relies on statically generated SOAP client  stubs, much like RMI stubs. The second 
approach is called dynamic proxy and retrieves a WSDL description at runtime to generate the 
dynamic proxy from it. Both approaches rely on the client’s knowledge of the service endpoint
address  URL  and  not  just  a  symbolic  lookup  name  as  with  JNDI.  These  approaches  are 
functionally  equivalent.  Actually,  there is  a  third option that  relies  on a dynamic  invocation 
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interface (DII) to create call objects at runtime, which allows you to build dynamic bridges and 
to  live  without  any  prior  knowledge  of  a  service’s  WSDL.  We  do  not  cover  this  style  of 
programming here as it is low-level and cumbersome to use, and beneficial only in limited cases. 
With the DII approach, your client code has to create SOAP call objects and explicitly embed 
parameters before sending them.
The following example shows the code for a standalone, remote client to our simple HelloWorld 
Web Service and uses both approaches:
package examples;
import java.net.URL;
import javax.xml.rpc.Service;
import javax.xml.rpc.JAXRPCException;
import javax.xml.rpc.ServiceFactory;
import javax.xml.rpc.Stub;
import javax.xml.namespace.QName;
/**
* This class is an example of a standalone JAX-RPC client code which
* uses both the static stub and the dynamic proxy approach to get
* a reference to the remote Web Service
*/
public class HelloClient
{
static String host = “localhost”;
static String serviceURL = “HelloBean”;
static String nameSpaceUri = “urn:examples”;
static String serviceName = “HelloWorldWS”;
static String serviceEndpointAddress = “http://” + host + “:
8080/” + serviceURL;
public static void main(String[] args)
throws Exception
{
// the static stub approach: get the port reference
HelloInterface hello = getStaticStub();
// call hello()
System.out.println(“Static stub: “ + hello.hello());
// the dynamic proxy approach:
// a) Specify the location of the WSDL file
URL url = new URL(serviceEndpointAddress + “?WSDL”);
// b) Create an instance of a service factory
ServiceFactory serviceFactory = ServiceFactory.newInstance();
// c) Create a service object to act as a factory for proxies.
Service helloService =
serviceFactory.createService(url,
new QName(nameSpaceUri,
serviceName));
// d) get the port reference
hello = (examples.HelloInterface)
helloService.getPort(examples.HelloInterface.class);
// Call the hello() method
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System.out.println(“Dynamic proxy: “ + hello.hello());
}
/** convenience method to retrieve the port reference though a static stub */
private static HelloInterface getStaticStub()
{
// the HelloWorldWS_Impl class is generated by the
JAX-RPCstub compiler
Stub stub =
(Stub)(new HelloWorldWS_Impl().getHelloInterfacePort());
// tell the stub where the endpoint is
stub._setProperty(javax.xml.rpc.Stub.ENDPOINT_ADDRESS_PROPERTY,
serviceEndpointAddress);
return (HelloInterface)stub;
}
}
J2EE client code that is running in a client container, for example a servlet, can be shielded from 
the actual service endpoint address by using JNDI lookups instead. The client container’s local 
JNDI context provides the binding from the service endpoint address to a service name according 
to the client’s deployment descriptor. The configuration of the client container is vendor-specific, 
but after everything is set up properly, the following code can be used to retrieve the service 
reference:
InitialContext ctx = new InitialContext();
Service helloService = (Service)ctx.lookup(“java:comp/env/services/HelloWorldWS”);
HelloInterface hello = (examples.HelloInterface)helloService.getPort(examples
.HelloInterface.class);
This concludes our simple programming example for Web Services in EJB. While the example 
itself is far from realistic or even prototypical for a Web Service, it is useful to show how you 
can turn something into a Web Service after it has been coded, and how EJB supports generating 
the necessary XML scaffolding without you having to worry about it. 

Introduction to Entity Beans
Persistence Concepts
Because entity beans are persistent objects, our discussion begins with a quick look at popular 
ways to persist objects.

Object-Relational Mapping
Another popular way to store Java objects is to use a traditional relational database, such as 
Oracle,  Microsoft  SQL  Server,  or  MySQL.  Rather  than  serialize  each  object,  we  could 
decompose each object into its constituent parts and store each part separately. For example, for 
a bank account object, the bank account number could be stored in one relational database field 
and the bank account balance in another field. 
This is shown in Figure 6.1.www.R
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This mapping of objects to relational databases is a technology called objectrelational mapping. 
It  is the act  of converting and unconverting in-memory objects to relational data. An object-
relational (O/R) mapper may map your objects to any kind of relational database schema. For 
example,  a  simple object-relational  mapping engine might  map a  Java class  to a  SQL table 
definition.
Object-relational mapping is a much more sophisticated mechanism of persisting objects than the 
simple object serialization offered by the Java language. For example, you can search through all 
the database records that have an account balance entry greater than $1,000 and load only the 
objects that fulfill this query. More advanced queries are also possible. You can also visually 
inspect the database data because it is not stored as bit-blobs, which is great for debugging or 
auditing.

Handcrafted mappings using a database access API such as JDBC are becoming less frequently 
used  because  the  cost  of  developing  and  maintaining  an  object-relational  mapping  layer  is 
significant.
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What Is an Entity Bean?
In  any  sophisticated,  object-oriented  multitier  deployment,  we  can  draw  a  clear  distinction 
between two different kinds of components deployed. 
■■  Application  logic  components.  These  components  are  method  providers  that  perform 
common tasks. Their tasks might include the following:
■■ Computing the price of an order
■■ Billing a customer’s credit card
■■ Computing the inverse of a matrix
Note that these components represent actions (they’re verbs). They are well suited to handling 
business processes.
Session beans model these application logic components very well.
They often contain interesting algorithms and logic to perform application tasks. Session beans 
represent work being performed for a user.
They represent the user session, which includes any workflow logic.
■■ Persistent data components. These are objects (perhaps written in Java) that know how to 
render  themselves  into  persistent  storage.  They  use  some  persistence  mechanism,  such  as 
serialization, O/R mapping to a relational database, or an object database. These kinds of objects 
represent data—simple or complex information that you’d like saved. Examples here include:

■■ Bank account information, such as account number and balance 
■■ Human resources data, such as names, departments, and salaries of employees
■■  Lead tracking information,  such as names,  addresses,  and phone numbers  of prospective 
customers that you want to keep track of over time.
Entity beans are these persistent data components. Entity beans are enterprise beans that know 
how to persist themselves permanently to a durable storage, such as a database or legacy system. 
They are physical, storable parts of an enterprise. 
Entity beans store data as fields, such as bank account numbers and bank account balances. They 
also  have  methods  associated  with  them,  such  as  getBankAccountNumber()  and 
getAccountBalance().In  some  ways,  entity  beans  are  analogous  to  serializable  Java  objects. 
Serializable objects can be rendered into a bit-blob and then saved into a persistent store; entity 
beans can persist themselves in many ways, including Java serialization, O/R mapping, or even 
an object database persistence. 
For example,  you might want to read a bank account data into an entity bean instance,  thus 
loading the stored database information into the in-memory entity bean instance’s fields. You 
can then play with the Java object  and modify its  representation in memory because you’re 
working with convenient Java objects, rather than bunches of database records. You can increase 
the bank account balance in-memory, thus updating the entity bean’s in-memory bank account 
balance field. Then you can save the Java object, pushing the data back into the underlying store. 
This would effectively deposit money into the bank account.

In summary, you should think of an entity bean instance as the following: 
■■  An in-memory Java representation of persistent  data  that  knows how to read itself  from 
storage and populate its fields with the stored data 
■■ An object that can then be modified in-memory to change the values of data
■■ Persistable, so that it can be saved back into storage again, thus updating the database data
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About the Files That Make Up an Entity Bean
An entity bean contains the standard set of files that all EJB components have, including the 
remote and/or local interface, the home and/or local home interface, the enterprise bean class, 
and the deployment descriptor. There are several noteworthy differences between entity bean 
files and other types of EJB components.
■■ The entity bean class  maps to an entity definition in a database schema. For example, an 
entity bean class could map to a relational table definition. In this case, an entity bean instance of 
that class would map to a row in that table. Your entity bean class can expose simple methods, 
such as a method to decrease a bank account balance, to manipulate or access that data. Like a 
session bean class, EJB also requires that an entity bean class must fill in some standard callback
methods. The EJB container will call these methods appropriately to manage the entity bean.
■■  The primary key class  makes every entity bean different. For example, if you have one 
million bank account entity beans, each bank account needs to have a unique ID (such as a bank 
account ID string) that can never be repeated in any other bank account. A primary key is an 
object that may contain any number of attributes. This could be any data necessary to identify 
uniquely an entity bean data instance. 

Features of Entity Beans
Let’s take a look at the features of entity beans.
Entity Beans Survive Failures
Entity beans are long lasting. They survive critical failures, such as application servers crashing, 
or even databases crashing. This is because entity beans are just representations of data in a 
permanent,  fault-tolerant,  underlying  storage.  If  a  machine  crashes,  the  entity  bean  can  be 
reconstructed in memory. 
This is a huge difference between session and entity beans. Entity beans have a much longer life 
cycle than a client’s session, perhaps years long, depending on how long the data sits in the 
database. 
Introduction to Entity Beans 
Entity Bean Instances Are a View into a Database
When you load entity bean data into an in-memory entity bean instance, you read in the data 
stored in a database so that you can manipulate the data within a Java Virtual Machine. However, 
you should think of  the in-memory object and the database itself  as one and the same.  This 
means if you update the in-memory entity bean instance, the database should automatically be 
updated as well. 
This data transfer is accomplished with two special methods that your entity bean class must 
implement, called ejbLoad() and ejbStore().
■■  ejbLoad()  reads the data in  from the persistent storage into the entity  bean’s  in-memory 
fields.
■■ ejbStore()  saves your bean instance’s current fields to the underlying data storage. It is the 
complement of ejbLoad().
So who decides  when to  transfer  data  back and forth  between the in-memory bean and the 
database?  That  is,  who  calls  ejbLoad()  and  ejbStore()?  The  answer  is  your  EJB container. 
ejbLoad() and ejbStore() are callback methods that the container invokes. They are management 
methods required by EJB. The container worries about the proper time to call  ejbLoad()  and 
ejbStore()—this is one of the value-adds of the container. 
Your beans should be prepared to accept an ejbLoad() or ejbStore() call at almost any time (but 
not  during  a  business  method).  The  container  automatically  figures  out  when  each  of  your 
instances needs to be refreshed depending on the current transactional state (see Chapter 12). 
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This means that you never explicitly call your own ejbLoad() or ejbStore() methods. This is one 
of the advantages of EJB: You don’t have to worry about synchronizing your objects with the 
underlying database. The EJB black box handles it for you. That is why you can think of the 
entity bean and the database as the same; there should never be a time when the two are 

transactionally out of sync.

Introduction to Entity Beans 
The entity bean instance to service many concurrent clients, we’d need to make that instance 
thread-safe. Writing thread-safe code is difficult and error-prone. Remember that the EJB value 
proposition is rapid application development. Mandating that component vendors produce stable 
thread-safe code does not encourage this. Second, having multiple threads of execution makes 
transactions almost impossible to control by the underlying transaction system. 
To  achieve  entity  bean  instance  cache  consistency,  each  entity  bean  instance  needs  to  be 
routinely synchronized with the underlying storage. The container synchronizes the bean with 
the underlying storage by calling the bean’s ejbLoad() and ejbStore() callbacks.
Instance pooling is an interesting optimization that containers may provide, and it is not at all 
unique to entity beans. However, complications arise when reassigning entity bean instances to 
different EJB objects. Thus, to allow the bean to release and acquire resources, your entity bean 
class must
implement two callback methods:
■■  ejbActivate()  is the callback that your container  will  invoke on your bean instance when 
transitioning your bean out of a generic instance pool.
This process is called activation, and it indicates that the container is associating your bean with 
a  specific  EJB object  and  a  specific  primary  key.  Your  bean’s  ejbActivate()  method should 

www.R
eji

np
au

l.c
om



acquire  resources,  such as  sockets,  that  your  bean  needs  when assigned to  a  particular  EJB 
object.

■■ ejbPassivate()  is the callback that your container will invoke when transitioning your bean 
into a generic instance pool. This process is called passivation, and it indicates that the container 
is disassociating your bean from a specific EJB object and a specific primary key. Your bean’s 
ejbPassivate() method should release resources, such as sockets, that your bean acquired during 
ejbActivate().
When an entity bean instance is passivated, it must not only release held resources but also save 
its  state  to  the underlying  storage;  that  way, the storage is  updated to  the latest  entity  bean 
instance state.  To save the instance’s  fields  to the database,  the container  invokes the entity 
bean’s  ejbStore()  method  prior  to  passivation.  Similarly,  when  the  entity  bean  instance  is 
activated, it must not only acquire any resources it needs but also load the most recent data from 
the  database.  To  load  data  into  the  bean  instance,  the  container  invokes  the  entity  bean’s 
ejbLoad() method after activation. This is shown in Figure 6.5.
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There Are Two Ways to Persist Entity Beans
Since entity beans map to storage, someone needs to write the database access code. A bean-
managed persistent entity bean is an entity bean that must be persisted by hand. In other words, 
you as the component  developer  must write code to translate  your in-memory fields  into an 
underlying  data  store,  such  as  a  relational  database  or  an  object  database.  You  handle  the 
persistent operations yourself—including saving, loading, and finding data—within the entity
bean.  Therefore,  you must  write  to  a  persistence  API,  such  as  JDBC.  For  example,  with  a 
relational database, your entity bean could perform a SQL INSERT statement via JDBC to stick 
some data into a relational database. You could also perform an SQL DELETE statement via 
JDBC to remove data from the underlying store.
Passivation entails
a state save.
Activation entails a
state load.
1: ejbStore()
Container Bean Instance
2: ejbPassivate()
1: ejbActivate()
2: ejbLoad()

EJB  offers  an  alternative  to  bean-managed  persistence:  You  can  have  your  EJB  container 
perform your persistence for you. This is called container-managed persistence. In this case, you 
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would usually strip your bean of any persistence logic. Then, you inform the container about 
how you’d like to be persisted by using the container’s tools. 
The  container  then  generates  the  data  access  code  for  you.  For  example,  if  you’re  using  a 
relational database, the container may automatically perform SQL INSERT statements to create 
database  data.  Similarly,  it  will  automatically  perform SQL DELETE statements  to  remove 
database data, and it will handle any other necessary persistent operations. Even if you are not 
working with a relational database, you can have your container persist for you. If your container 
supports  a  nonrelational  persistent  store,  such  as  an  object  database  or  a  VSAM  file,  the 
container will generate the appropriate logic as necessary. 
Creation and Removal of Entity Beans
Understanding How Entity Beans Are Created and Destroyed
In EJB, remember that clients do not directly invoke beans—they invoke an EJB object proxy. 
The EJB object is generated through the home object. Therefore, for each  ejbCreate()  method 
signature you define in your bean, you must define a corresponding create() method in the home 
interface.  The client calls the home object’s  create()  method, which delegates to your bean’s 
ejbCreate() method.
For example, let’s say you have a bank account entity bean class called  AccountBean, with a 
remote  interface  Account,  home interface  AccountHome,  and  primary  key  class  AccountPK. 
Given the following ejbCreate() method in AccountBean:
public AccountPK ejbCreate(String accountID, String owner) throws...

you must have this create() method in your home interface (notice there is no “ejb” prefix):
public Account create(String accountID, String owner) throws ...

Notice that there are two different return values here. The bean instance returns a primary key 
(AccountPK), while the home object returns an EJB object (Account). This makes sense—the 
bean returns a primary key to the container (that is, to the home object) so that the container can 
identify the bean. 
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To destroy an entity bean’s data in a database, the client must call remove() on the EJB object or 
home object. This method causes the container to issue an ejbRemove() call on the bean. Figure 
6.7 shows the relationship between remove() and ejbRemove(). Note that remove() can be called 
on  either  the  home object  or  the  EJB object.  Figure  6.7  happens  to  assume  bean-managed 
persistence. 

Note that ejbRemove() does not mean the in-memory entity bean instance is actually going to be 
destroyed; ejbRemove() destroys only database data and makes the entity bean inaccessible to the 
client. The bean instance can be recycled by the container to handle a different database data 
instance, such as a bank account bean representing different bank accounts.
ejbRemove()  is a required method of all entity beans, and it takes no parameters. There is only 
one form of  ejbRemove(). With entity beans,  ejbRemove()  is not called if the client times out 
because the lifetime of an entity bean is longer than the client’s session.

public interface javax.ejb.EJBContext {
public javax.ejb.EJBHome getEJBHome();
public javax.ejb.EJBLocalHome getEJBLocalHome();
public java.security.Principal getCallerPrincipal();
public boolean isCallerInRole(java.lang.String);
public void setRollbackOnly();
public boolean getRollbackOnly();
}
Source 6.1 The javax.ejb.EJBContext interface.
public interface javax.ejb.EntityContext
extends javax.ejb.EJBContext {
public javax.ejb.EJBLocalObject getEJBLocalObject();
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public javax.ejb.EJBObject getEJBObject();
public java.lang.Object getPrimaryKey();
}
Source 6.2 The javax.ejb.EntityContext interface.
Let’s look at each of these methods in more detail.
getEJBLocalObject() / getEJBObject()
Call  the  getEJBObject()  method  to  retrieve  the  current,  client-specific  EJB  object  that  is 
associated with the entity  bean.  Remember that  clients  invoke on EJB objects,  not on entity 
beans directly. Therefore, you can use the returned EJB object as a way to pass a reference to 
yourself, simulating the this  argument in Java.  getEJBLocalObject()  is the same, except it gets 
the more optimized EJB local object.
getPrimaryKey()
getPrimaryKey()retrieves  the  primary  key  that  is  currently  associated  with  this  entity  bean 
instance.  Primary keys uniquely identify  an entity  bean.  When an entity  bean is persisted in 
storage, the primary key can be used to uniquely retrieve the entity bean because no two entity 
bean database data instances can ever have the same primary key.

Thus, when you have an entity bean that’s performing any persistent work (with bean-managed 
persistence), you should be calling getPrimaryKey() whenever you need to figure out what data 
your bean is associated with. This is very useful, for example, in the following methods:

■■  ejbLoad().  Recall  that  ejbStore()  and  ejbLoad()  are bean callbacks to synchronize a bean 
instance with an underlying storage.  ejbStore()  saves data to storage, and  ejbLoad()  reads data 
from storage. When the container calls ejbStore(), your bean knows exactly what data to save
because the bean instance has the data in memory. But when the container calls ejbLoad(), how 
does  your  bean  know  what  data  to  load?  After  all,  bean  instances  are  pooled  and  can  be 
dynamically assigned to different data. The answer is to use  getPrimaryKey(); it will tell you 
what primary key you should be looking for in the underlying storage when loading database 
data.
■■  ejbRemove().  Recall  that  ejbCreate()  and  ejbRemove()  are  callbacks  for  creating  and 
removing data from an underlying storage, respectively. When the container calls  ejbCreate(), 
your bean knows exactly what data to create in the database because your bean has received 
information in the parameters of  ejbCreate(). But when the container calls  ejbRemove(), how 
does your bean know what data to remove? Because bean instances are pooled and dynamically 
assigned to handle different data instances, you might be deleting the wrong data. Thus, you 
must call getPrimaryKey() to figure out what data, keyed on the primary key, your bean should 
remove from the database.
It  is  important  to  consider  bean  pooling  when  writing  your  enterprise  beans,  and 
getPrimaryKey() is the key to knowing what data your bean is representing. 
Summary
In this chapter, we’ve taken the first steps toward developing with entity beans. We started by 
discussing  various  persistence  mechanisms,  including  object  serialization,  object/relational 
mapping, and persistence to pure object databases. We then looked at what an entity bean is, and 
we listed the files included with an entity bean component. After surveying their features, we
took a look at entity contexts.
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Entity Bean Coding Basics
To write an entity bean class, you write a Java class that implements the  javax.ejb.EntityBean 
interface. This interface defines a number of required methods that your entity bean class must 
implement. Most of these methods are management methods called by your EJB container. The 
following code (Source 7.1 and Source 7.2) details javax.ejb.EntityBean, as well as its parent,
javax.ejb.EnterpriseBean (exceptions are omitted).

Writing Bean-Managed Persistent Entity Beans
CHAPTER 
The javax.ejb.EnterpriseBean interface defines no methods—it is simply a marker interface. The 
javax.ejb.EntityBean  interface defines callback methods that your bean must implement.  The 
container will call these methods whenever it wishes.
public interface javax.ejb.EnterpriseBean
implements java.io.Serializable {
}
Source 7.1 The javax.ejb.EnterpriseBean interface.
public interface javax.ejb.EntityBean
extends javax.ejb.EnterpriseBean {
public void setEntityContext(javax.ejb.EntityContext);
public void unsetEntityContext();
public void ejbRemove();
public void ejbActivate();
public void ejbPassivate();
public void ejbLoad();
public void ejbStore();
}
Source 7.2 The javax.ejb.EntityBean interface.
JAVA DATABASE CONNECTIVITY
This chapter uses Java Database Connectivity (JDBC). JDBC is a standard Java extension that 
enables Java programmers to access relational databases. By using JDBC, Java programmers can 
represent database connections, issue SQL statements, process database results, and more in a 
relatively portable way. Clients program to the unified JDBC API, which is implemented by a 
JDBC Driver, an adapter that knows how to talk to a particular database in a proprietary way
(see Figure 7.1). 
Finding Existing Entity Beans: Finder Methods
As shown in Table 7.1, we have methods labeled ejbFind(). These finder methods are defined on 
the local and remote home interfaces and implemented by your bean implementations to find an 
existing entity bean in storage. Finder methods do not create new database data—they simply 
load old entity bean data.
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Bean-Managed Persistence Example:
A Bank Account
Our first example is a simple bank account entity bean. This bank account bean can be used to 
represent and manipulate real bank account data in an underlying relational database. Figure 7.2 
details the class diagram for our bank account.
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Account.java
Account.java  is our entity bean’s remote interface—what remote clients use to call our bean’s 
methods. The interface is shown in Source 7.3. 
package examples.bmp;
import javax.ejb.*;
import java.rmi.RemoteException;
/**
* This is the remote interface for AccountBean.
*
* Client interact with beans through this interface.
The container will implement
* this interface. The implemented object is called the EJB object, which delegates
* invocations to the actual bean.
*/
public interface Account
extends EJBObject {
/**
* Deposits amt into account.
*/
public void deposit(double amt)
throws AccountException, RemoteException;
/**
* Withdraws amount from bank account.
* @throw AccountException thrown if amount > available balance

www.R
eji

np
au

l.c
om



*/
public void withdraw(double amount)
throws AccountException, RemoteException;
// Getter/setter methods on Entity Bean fields
public double getBalance() throws RemoteException;
public String getOwnerName() throws RemoteException;
public void setOwnerName(String name) throws RemoteException;
public String getAccountID() throws RemoteException;
public void setAccountID(String id) throws RemoteException;
}
Notice  that  the  account  remote  interface  extends  javax.ejb.EJBObject,  which  all  remote 
interfaces must do. Our interface exposes a number of methods for manipulating entity beans, 
such as for making deposits and withdrawals. 

AccountLocal.java
AccountLocal.java is our entity bean’s local interface—what local clients use to call our bean’s 
methods. The interface is shown in Source 7.4. 
package examples.bmp;
import javax.ejb.*;
/**
* This is the local interface for AccountBean.
*
* Local clients interact with beans through this interface. The container will

Source 7.4 AccountLocal.java.

* implement this interface; the implemented object is called the Æ local object,
* which delegates invocations to the actual bean.
*/
public interface AccountLocal
extends EJBLocalObject {
/**
* Deposits amt into account.
*/
public void deposit(double amt) throws AccountException;
/**
* Withdraws amt from bank account.
* @throw AccountException thrown if amt > available balance
*/
public void withdraw(double amt) throws AccountException;
// Getter/setter methods on Entity Bean fields
public double getBalance();
public String getOwnerName();
public void setOwnerName(String name);
public String getAccountID();
public void setAccountID(String id);
}
Our home interface is specified in AccountHome.java, shown in Source 7.5.
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package examples.bmp;
import javax.ejb.*;
import java.util.Collection;
import java.rmi.RemoteException;
/**
* This is the home interface for Account. This interface is implemented by the EJB
* container’s tools – the implemented object is called the home object, which
* is a factory for EJB objects.
*/
public interface AccountHome
extends EJBHome {
/**
* We define a single create() method in this home interface, 
* which corresponds to the ejbCreate() method in AccountBean.
* This method creates the local EJB object.
* Notice that the local home interface returns a local interface,
* whereas the bean returns a Primary Key.
*
* @param accountID The number of the account (unique)
* @param ownerName The name of the person who owns the account
* @return The newly created local object.
*/
Account create(String accountID, String ownerName)
throws CreateException, RemoteException;
/**
* Finds an Account by its primary Key (Account ID)
*/
public Account findByPrimaryKey(AccountPK key)
throws FinderException, RemoteException;
/**
* Finds all Accounts under an owner name
*/
public Collection findByOwnerName(String name)
throws FinderException, RemoteException;
/**
* This home business method is independent of any particular
* account. It returns the total of all accounts in the bank.
*/
public double getTotalBankValue()
throws AccountException, RemoteException;
}
We provide one  create()  method to create a new account. This will create new database data 
representing a bank account. It returns an EJB object to the client so the client can manipulate 
that  newly  created  account.  Notice  that  we  throw  the  application-level 
javax.ejb.CreateException, which all create() methods must throw.
We also have two finder methods. findByPrimaryKey() searches the database for a bank account 
that already exists; it searches by the account ID, which we will define in AccountPK.java. We 
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also have a custom finder method, findByOwnerName(), which searches the database for all bank 
accounts that have the same owner’s name. 

AccountLocalHome.java
Our  local  home  interface,  the  home  interface  used  by  local  clients,  is  specified  in 
AccountLocalHome.java, shown in Source 7.6.
The only differences between the local home interface and the home interface are that the local 
home interface does not throw remote exceptions, and extends a different parent interface.
package examples.bmp; 
import javax.ejb.*;
import java.util.Collection;
/**
* This is the local home interface for Account. This
* interface is implemented by the EJB container’s tools - the
* implemented object is called the local home object, which
* is a factory for local EJB objects.
*/
public interface AccountLocalHome
extends EJBLocalHome {
/**
* We define a single create() method in this home interface,
* which corresponds to the ejbCreate() method in AccountBean.
* This method creates the local EJB object.
*
* Notice that the local home interface returns a
* local interface, whereas the bean returns a PK.
*
* Notice we don’t throw RemoteExceptions because we are local
not remote.
Source 7.6 AccountLocalHome.java. (continued)
*
* @param accountID The number of the account (unique)
* @param ownerName The name of the person who owns the account
* @return The newly created local object.
*/
public AccountLocal create(String accountID, String ownerName)
throws CreateException;
/**
* Finds an Account by its primary Key (Account ID)
*/
public AccountLocal findByPrimaryKey(AccountPK key)
throws FinderException;
/**
* Finds all Accounts under an owner’s name
*/
public Collection findByOwnerName(String name)
throws FinderException;
/**
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* This home business method is independent of any particular
* account instance. It returns the total of all the bank
* accounts in the bank.
*/
public double getTotalBankValue()
throws AccountException;
}
AccountPK.java
Our entity bean’s primary key class is defined by AccountPK.java, detailed in Source 7.7.
package examples.bmp;
/**
* Primary Key class for Account.
*/
public class AccountPK implements java.io.Serializable {
public String accountID;
public AccountPK(String id) {
this.accountID = id;
Source 7.7 AccountPK.java.
}
public AccountPK() {
}
public String toString() {
return accountID;
}
public int hashCode() {
return accountID.hashCode();
}
public boolean equals(Object account) {
if (!(account instanceof AccountPK))
return false;
return ((AccountPK)account).accountID.equals(accountID);
}
}
Notice the following:
■■ Our primary key contains a simple String—the account ID string. For example, an account 
ID string could be “ABC-123-0000.” This string must be unique to its bank account; we rely on 
the client code that constructs our account ID to make sure it is unique. The primary key is
used to identify each bank account uniquely. 
■■ There is a required  toString()  method. This container calls this method to retrieve a String 
value of this primary key. For simple primary keys, we just return the stored field. For more 
advanced primary keys, we need somehow to combine the various fields in the primary key class 
to form a String.
■■ There is a required hashCode() method. By supplying this method, our primary key class can 
be stored in a Hashtable. The container needs this because inside of the container it may use a 
Hashtable or similar structure to store a list of all entity beans it has in memory, keyed on their
primary keys. 
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■■ There is a required equals() method. The container calls this to compare this primary key to 
others when determining internally if two cached entity beans (which each have a primary key) 
are representing the same database data.

AccountBean.java
Next we have our entity bean implementation class, AccountBean.java. Our bean implementation 
code is quite lengthy and is divided into several sections. 
■■  Bean-managed state fields.  These are the persistable fields of our entity bean class. Our 
bean instance will load and store the database data into these fields.
■■ Business logic methods. These methods perform services for clients, such as withdrawing or 
depositing into an account. They are exposed by the remote interface, Account.
■■  EJB-required methods.  These are methods that the container  calls  to manage our bean. 
They also include our create and find methods defined in the home interface. 
This is an unfortunate drawback of bean-managed persistence because you must provide all data 
access code.
package examples.bmp; 
import java.sql.*;
import javax.naming.*;
import javax.ejb.*;
import java.util.*;
/**
* Demonstration Bean-Managed Persistent Entity Bean. This Entity Bean
* represents a Bank Account.
*/
public class AccountBean implements EntityBean {
protected EntityContext ctx;
//
// Bean-managed state fields
//
private String accountID; // PK
private String ownerName;
private double balance;
public AccountBean() {
Source 7.8 AccountBean.java (Part 1 of 3).
System.out.println(“New Bank Account Entity Bean Java
Object created by EJB Container.”);
}
... methods continue ...
The first part of our bean is straightforward. We have our bean’s fields (one of which is the 
primary key field), and a default constructor. We keep an EntityContext field around so that we 
can query the container from our bean as necessary (however,  EntityContext  is not a persistent 
field).
The next part of our bean is the business logic methods, shown in Source 7.9. ... continued ...
//
// Business Logic Methods
//
/**
* Deposits amt into account.
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*/
public void deposit(double amt) throws AccountException {
System.out.println(“deposit(“ + amt + “) called.”);
balance += amt;
}
/**
* Withdraws amt from bank account.
* @throw AccountException thrown if amt > available balance
*/
public void withdraw(double amt) throws AccountException {
System.out.println(“withdraw(“ + amt + “) called.”);
if (amt > balance) {
throw new AccountException(“Your balance is “ +
balance + “! You cannot withdraw “
+ amt + “!”);
}
balance -= amt;
Source 7.9 AccountBean.java (Part 2 of 3).(continued)
}
// Getter/setter methods on Entity Bean fields
public double getBalance() {
System.out.println(“getBalance() called.”);
return balance;
}
public void setOwnerName(String name) {
System.out.println(“setOwnerName() called.”);
ownerName = name;
}
public String getOwnerName() {
System.out.println(“getOwnerName() called.”);
return ownerName;
}
public String getAccountID() {
System.out.println(“getAccountID() called.”);
return accountID;
}
public void setAccountID(String id) {
System.out.println(“setAccountID() called.”);
this.accountID = id;
}
/**
* This home business method is independent of any
* particular account instance. It returns the total
* of all the bank accounts in the bank.
*/
public double ejbHomeGetTotalBankValue() throws AccountException {
PreparedStatement pstmt = null;
Connection conn = null;
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try {
System.out.println(“ejbHomeGetTotalBankValue()”);
/* Acquire DB connection */
conn = getConnection();
/* Get the total of all accounts */
pstmt = conn.prepareStatement(
“select sum(balance) as total from accounts”);
Source 7.9 (continued)
ResultSet rs = pstmt.executeQuery();
/* Return the sum */
if (rs.next()) {
return rs.getDouble(“total”);
}
}
catch (Exception e) {
e.printStackTrace();
throw new AccountException(e);
}
finally {
/*
* Release DB Connection for other beans
*/
try { if (pstmt != null) pstmt.close(); }
catch (Exception e) { }
try { if (conn != null) conn.close(); }
catch (Exception e) { }
}
throw new AccountException(“Error!”);
}
/**
* Gets JDBC connection from the connection pool.
*
* @return The JDBC connection
*/
public Connection getConnection() throws Exception {
try {
Context ctx = new InitialContext();
javax.sql.DataSource ds =
(javax.sql.DataSource)ctx.lookup(“java:comp/env/jdbc/ejbPool”);
return ds.getConnection();
}
catch (Exception e) {
System.err.println(“Couldn’t get datasource!”);
e.printStackTrace();
throw e;
}
}
}
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Our  withdraw and  deposit  methods  simply  modify  the  in-memory  fields  of  the  entity  bean 
instance. If the client tries to withdraw more money than is available in the account, we throw 
our custom application-level exception,  AccountException.  The  ejbHomeGetTotalBankValue()  
business method implementation adds the total of all bank account balances in the database. It 
retrieves a JDBC connection using the getConnection()  helper method. In that  getConnection()  
method we look up the database connection using JNDI. The final part of our bean demonstrates 
the various EJB callback methods, shown in Source 7.10.
... continued ... //
// EJB-required methods
//
/**
* Called by Container. Implementation can acquire
* needed resources.
*/
public void ejbActivate() {
System.out.println(“ejbActivate() called.”);
}
/**
* Removes entity bean data from the database.
* Corresponds to when client calls home.remove().
*/
public void ejbRemove() throws RemoveException {
System.out.println(“ejbRemove() called.”);
/*
* Remember that an entity bean class can be used to
* represent different data instances. So how does
* this method know which instance in the database
* to delete?
*
* The answer is to query the container by calling
* the entity context object. By retrieving the
* primary key from the entity context, we know
* which data instance, keyed by the PK, that we
* should delete from the DB.
Source 7.10 AccountBean.java (Part 3 of 3).
*/
AccountPK pk = (AccountPK) ctx.getPrimaryKey();
String id = pk.accountID;
PreparedStatement pstmt = null;
Connection conn = null;
try {
/*
* 1) Acquire a new JDBC Connection
*/
conn = getConnection();
/*
* 2) Remove account from the DB
*/
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pstmt = conn.prepareStatement( “delete from accounts where id = ?”);
pstmt.setString(1, id);
/*
* 3) Throw a system-level exception if something
* bad happened.
*/
if (pstmt.executeUpdate() == 0) {
throw new RemoveException(“Account “ + pk +“ failed to be removed from the database”);
}
}
catch (Exception ex) {
throw new EJBException(ex.toString());
}
finally {
/*
* 4) Release the DB Connection
*/
try { if (pstmt != null) pstmt.close(); }
catch (Exception e) { }
try { if (conn != null) conn.close(); }
catch (Exception e) { }
}
}
/**
* Called by Container. Releases held resources for
* passivation.
*/
public void ejbPassivate() {
System.out.println(“ejbPassivate () called.”);
Source 7.10 (continued)

}
/**
* Called by the container. Updates the in-memory entity
* bean object to reflect the current value stored in
* the database.
*/
public void ejbLoad() {
System.out.println(“ejbLoad() called.”);
/*
* Again, query the Entity Context to get the current
* Primary Key, so we know which instance to load.
*/
AccountPK pk = (AccountPK) ctx.getPrimaryKey();
String id = pk.accountID;
PreparedStatement pstmt = null;
Connection conn = null;
try {
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/*
* 1) Acquire a new DB Connection
*/
conn = getConnection();
/*
* 2) Get account from the DB, querying
* by account ID
*/
pstmt = conn.prepareStatement(
“select ownerName, balance from accounts “
+ “where id = ?”);
pstmt.setString(1, id);
ResultSet rs = pstmt.executeQuery();
rs.next();
ownerName = rs.getString(“ownerName”);
balance = rs.getDouble(“balance”);
}
catch (Exception ex) {
throw new EJBException(
“Account “ + pk
+ “ failed to load from database”, ex);
}
finally {
/*
* 3) Release the DB Connection
*/
try { if (pstmt != null) pstmt.close(); }
catch (Exception e) { }
try { if (conn != null) conn.close(); }
catch (Exception e) { }
}
}
/**
* Called from the Container. Updates the database
* to reflect the current values of this in-memory
* entity bean instance.
*/
public void ejbStore() {
System.out.println(“ejbStore() called.”);
PreparedStatement pstmt = null;
Connection conn = null;
try {
/*
* 1) Acquire a new DB Connection
*/
conn = getConnection();
/*
* 2) Store account in DB
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*/
pstmt = conn.prepareStatement(
“update accounts set ownerName = ?, balance = ?”
+ “ where id = ?”);
pstmt.setString(1, ownerName);
pstmt.setDouble(2, balance);
pstmt.setString(3, accountID);
pstmt.executeUpdate();
}
catch (Exception ex) {
throw new EJBException(“Account “ + accountID +
“ failed to save to
database”, ex);
}
finally {
/*
* 3) Release the DB Connection
*/
try { if (pstmt != null) pstmt.close(); }
catch (Exception e) { }
try { if (conn != null) conn.close(); }
catch (Exception e) { }
}
}
/**
* Called by the container. Associates this bean
* instance with a particular context. We can query
* the bean properties that customize the bean here.
*/
public void setEntityContext(EntityContext ctx) {
System.out.println(“setEntityContext called”);
this.ctx = ctx;
}
/**
* Called by Container. Disassociates this bean
* instance with a particular context environment.
*/
public void unsetEntityContext() {
System.out.println(“unsetEntityContext called”);
this.ctx = null;
}
/**
* Called after ejbCreate(). Now, the Bean can retrieve
* its EJBObject from its context, and pass it as
* a ‘this’ argument.
*/
public void ejbPostCreate(String accountID, String ownerName) {
}
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/**
* This is the initialization method that corresponds to the
* create() method in the Home Interface.
*
* When the client calls the Home Object’s create() method,
* the Home Object then calls this ejbCreate() method.
*
* @return The primary key for this account
*/
public AccountPK ejbCreate(String accountID, String ownerName)
throws CreateException {
PreparedStatement pstmt = null;
Connection conn = null;
try {
System.out.println(“ejbCreate() called.”);
this.accountID = accountID;
this.ownerName = ownerName;
this.balance = 0;
* Acquire DB connection
*/
conn = getConnection();
/*
* Insert the account into the database
*/
pstmt = conn.prepareStatement( “insert into accounts (id, ownerName, balance)”
+ “ values (?, ?, ?)”);
pstmt.setString(1, accountID);
pstmt.setString(2, ownerName);
pstmt.setDouble(3, balance);
pstmt.executeUpdate();
/*
* Generate the Primary Key and return it
*/
return new AccountPK(accountID);
}
catch (Exception e) {
throw new CreateException(e.toString());
}
finally {
/*
* Release DB Connection for other beans
*/
try { if (pstmt != null) pstmt.close(); }
catch (Exception e) { }
try { if (conn != null) conn.close(); }
catch (Exception e) { }
}
}
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/**
* Finds a Account by its primary Key
*/
public AccountPK ejbFindByPrimaryKey(AccountPK key)
throws FinderException {
PreparedStatement pstmt = null;
Connection conn = null;
try {
System.out.println(“ejbFindByPrimaryKey(“ + key + “) called”);
/*
* Acquire DB connection
*/
conn = getConnection();
/*
* Find the Entity in the DB
*/
pstmt = conn.prepareStatement(
“select id from accounts where id = ?”);
pstmt.setString(1, key.toString());
ResultSet rs = pstmt.executeQuery();
rs.next();
/*
* No errors occurred, so return the Primary Key
*/
return key;
}
catch (Exception e) {
throw new FinderException(e.toString());
}
finally {
/*
* Release DB Connection for other beans
*/
try { if (pstmt != null) pstmt.close(); }
catch (Exception e) { }
try { if (conn != null) conn.close(); }
catch (Exception e) { }
}
}
/**
* Finds Accounts by name
*/
public Collection ejbFindByOwnerName(String name)
throws FinderException {
PreparedStatement pstmt = null;
Connection conn = null;
Vector v = new Vector();
try {
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System.out.println(
“ejbFindByOwnerName(“ + name + “) called”);
/*
* Acquire DB connection
*/
conn = getConnection();
/*
* Find the primary keys in the DB
*/
pstmt = conn.prepareStatement(
“select id from accounts where ownerName = ?”);
pstmt.setString(1, name);
ResultSet rs = pstmt.executeQuery();
/*
* Insert every primary key found into a vector
*/
while (rs.next()) {
String id = rs.getString(“id”);
v.addElement(new AccountPK(id));
}
/*
* Return the vector of primary keys
*/
return v;
}
catch (Exception e) {
throw new FinderException(e.toString());
}
finally {
/*
* Release DB Connection for other beans
*/
try { if (pstmt != null) pstmt.close(); }
catch (Exception e) { }
try { if (conn != null) conn.close(); }
catch (Exception e) { }
}
}
}
When  a  statement  is  sent  to  a  database,  the  container’s  installer  JDBC  driver  parses  it, 
determines the best way to execute the statement based on statistics that it maintains, and then 
executes the statement. Parsing and determining an execution strategy can be computationally 
expensive. The good news is that JDBC is smart—when an instance of PreparedStatement is
executed  on  a  connection,  it  first  checks  its  cache  to  see  whether  this  statement  has  been 
executed  previously;  if  so,  it  reuses  the  previously  prepared  version,  thus  improving 
performance. 
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AccountException.java
It simply delegates to the parent  java.lang.Exception  class. It is still useful to define our own 
custom exception class, however, so that we can distinguish between a problem with our bank 
account component and a problem with another part of a deployed system.
package examples.bmp;
/**
* Exceptions thrown by Accounts
*/
public class AccountException extends Exception {
public AccountException() {
super();
}
public AccountException(Exception e) {
super(e.toString());
}
public AccountException(String s) {
super(s);
}
}

Client.java
package examples.bmp;
import javax.ejb.*;
import javax.naming.*;
import java.rmi.*;
import javax.rmi.*;
import java.util.*;
/**
* Sample client code that manipulates a Bank Account Entity Bean.
*/
public class AccountClient {
public static void main(String[] args) throws Exception {
Account account = null;
try {
/*
* Get a reference to the Account Home Object - the
* factory for Account EJB Objects
*/
Context ctx = new InitialContext(System.getProperties());
Object obj = ctx.lookup(“AccountHome”);
AccountHome home = (AccountHome)
PortableRemoteObject.narrow(
obj, AccountHome.class);
System.err.println( “Total of all accounts in bank initially = “ + home.getTotalBankValue());
/* Use the factory to create the Account EJB Object */
home.create(“123-456-7890”, “John Smith”);
/* Find an account */
Iterator i = home.findByOwnerName( “John Smith”).iterator();
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if (i.hasNext()) {
account = (Account)javax.rmi.PortableRemoteObject.narrow( i.next(), Account.class);
}
else {
throw new Exception(“Could not find account”);
}
/* Call the balance() method, and print it */
System.out.println(“Initial Balance = “ + account.getBalance());
/* Deposit $100 into the account */
account.deposit(100);
/* Retrieve the resulting balance. */
System.out.println(“After depositing 100, account balance = “ + account.getBalance());
System.out.println(“Total of all accounts in bank now = “+ home.getTotalBankValue());
/* Retrieve the Primary Key from the EJB Object */
AccountPK pk = (AccountPK) account.getPrimaryKey();
/*
* Release our old EJB Object reference. Now call
* find() again, this time querying on Account ID
* (i.e. the Primary Key).
*/
account = null;
account = home.findByPrimaryKey(pk);
/* Print out current balance */
System.out.println(“Found account with ID “ + pk + “. Balance = “+ account.getBalance());
/* Try to withdraw $150 */
System.out.println(“Now  trying  to  withdraw  $150,  which  is  more  “  +  “than  is  currently 
available. This should “+ “generate an exception..”);
account.withdraw(150);
}
catch (Exception e) {
System.out.println(“Caught exception!”);
e.printStackTrace();
}
finally {
/*
* Destroy the Entity permanently
*/
try {
System.out.println(“Destroying account..”);
if (account != null) {
account.remove();
}
}
catch (Exception e) {
e.printStackTrace();
}
}
}
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}

The client code is fairly self-explanatory. We perform some bank account operations in the try  
block. We have a  finally  clause to make sure our bank account is properly deleted afterward, 
regardless of any exceptions that may have been thrown.

Here is what’s going on in this diagram:
1. The does not exist state represents entity bean instances that have not been instantiated yet.
2. To create a new instance, the container calls the  newInstance()  method on the entity bean 
class. This calls your entity bean’s default constructor, bringing a new instance into memory. 
Next, the container associates your entity bean with an entity context object through a callback 
that Does Not Exist Pooled Ready
ejbRemove()
ejbStore()
1: newInstance()
2: setEntityContext()
1: unsetEntityContext()
2: JVM Will Garbage Collect
and Call finalize()
ejbFind()
Activate Your Bean:
1: ejbActivate()
2: ejbLoad()
Passivate Your Bean:
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1: ejbStore()
2: ejbPassivate()
1: ejbCreate()
2: ejbPostCreate()
ejbLoad()
Business Method
The lifecycle of a beanmanaged persistent entity bean. Each method call shown is an invocation 
from the container to the bean instance.
ejbHome()
you implement, called setEntityContext(EntityContext ctx). Note that this step occurs only when 
the container wants to increase the available pool of entity bean instances, not necessarily when a 
client connects.
3. Next, your entity bean is in a pool of other entity beans. At this point your entity bean does not 
have  any  entity  bean  database  data  loaded  into  it,  and  it  does  not  hold  any  bean-specific 
resources, such as socket connections. Your bean instance can be used in this mode to find entity
data in the database, by servicing a finder method on behalf of a client.

4. When the client wants to create some new database data (say, a new order for goods placed 
over the Internet), it calls a  create()  method on your entity bean’s home object. The container 
then grabs an entity bean instance from the pool, and the instance’s ejbCreate() method is called.
ejbCreate() initializes the entity bean to a specific data set. 

5. While your bean is in the ready state, it is tied to specific data and hence a specific EJB object.  
If there are other entity bean instances that are views into the same database data, the container 
may occasionally need to synchronize your bean instance with the underlying database, so that
you will always be working with the most recent data. 

6. Your entity beans can be kicked back into the pool in two ways. If a client calls remove() on 
the home object, the container will call your instance’s  ejbRemove(). The underlying database 
data is destroyed and so, of course, your entity bean instance will become disassociated with
the client’s EJB object to which it was bound.
7. The second way your bean can return to the pool is if the EJB container decides that your 
client has timed out, if the container needs to use your bean to service a different client, or if the 
container is simply running out of resources. At this point, your bean is passivated, and the
container calls your ejbStore() method to ensure the database has the most recent version of your 
in-memory  data.  Next  the  container  calls  your  ejbPassivate()  method,  allowing  your  bean 
instance to release held resources. Your bean instance then enters the pool.
8. When the container wants to assign you to an EJB object again, your bean instance must be 
activated. The container calls your bean’s  ejbActivate()  method, allowing your bean to acquire 
resources. The container then calls your instance’s ejbLoad() method to load the database data
into your bean. Note that there are a few other minor steps in this process, such as transactional
synchronization. www.R
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