
UNIT I 
 
 

PRINCIPLES OF OBJECT ORIENTED PROGRAMMING 
 
Introduction 

Procedural Programming Technique 
 
                   Pascal, C, BASIC, FORTRAN and similar traditional programming 
languages are procedural languages. In the procedure-oriented approach, the problem is 
viewed as a sequence of things to be done such as reading, calculating and printing. A 
number of functions are written to accomplish these tasks. The primary focus is on 
functions. 
                   A program is divided into functions and ideally, at least- each function has a 
clearly defined purpose and a clearly defined interface to the other functions in the 
program. In a multi-function program, many important data items are placed as global so 
that they may be accessed by all the functions. Each function may have its own local 
data. 
 
 

Main Program 
  
 

Function-1  Function-2  Function-3 

 
 

Function-4  Function-5 
                                                 
   Fig.1.Typical Structure of Procedure oriented programs 
 
Characteristics of Procedure oriented Programming: 
 

 Large programs are divided into smaller programs known as functions. 
 Most of the functions share global data. 
 Data move openly around the system from function to function. 
 Functions transform data from one form to another. 
 Employs top-down approach in program design. 
 

Problems with Procedural Programming 
 

Data is undervalued. Procedural programs (functions and data structures) don’t model 
the real world very well. The real world does not consist of functions. Global data can 
be corrupted by functions that have no business changing it. To add new data items, 
all the functions that access the data must be modified so that they can also access 
these new items. Creating new data types is difficult. 
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Object Oriented Programming  
 
 OOP treats data as a critical element in the program development and does not 
allow it to flow freely around the system. It ties the data more closely to the functions that 
operate on it, and protects it from the accidental modification from outside functions. 
OOP allows decomposition of a problem into a number of entities called objects and then 
builds data and functions around these objects. The data of an object can be accessed only 
by the functions associated with that object. However functions of one object can access 
the functions of other objects. 
 
    Object A   Object B 

   

 Data   Data  
    

 Functions    Functions  
  

 
 
                          Communication 
 
        Object C  
 

 
 Functions  

  
 Data  

 
 

Fig.2. Organization of data and functions in OOP 
 
Features of object-oriented Programming 
 

 Emphasis is on data rather than procedure. 
 Programs are divided into what are known as objects. 
 Data structures are designed such that they characterize the objects. 
 Functions that operate on the data of an object are tied together in the data 

structure. 
 Data is hidden and cannot be accessed by external functions. 
 New data and functions can be easily added whenever necessary. 
 I t follows bottom up approach. 

OOP creates a partitioned area of computer memory area for both data and functions that 
can be used as templates for creating copies of such modules on demand. Since memory 
partitions are independent, the objects can be used in a variety of different programs 
without modifications. 
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Difference between C and C++ 
 

C C++ 
In C, declarations and definitions must 
occur at the beginning of a block.  
 

In C++ declarations and definitions can be 
placed anywhere an executable statement 
can appear, except that they must appear 
prior to the point at which they are first 
used. This improve the readability of the 
program.A variable lives only in the block, 
in which it was defined. This block is the  
scope of this variable. 

When a program reaches a certain size 
it’s typically broken up into pieces, 

each of which is built and maintained 
by a different person or group. 
Since C effectively has a single arena 
where all the identifier and function 
names live, this means that all the 
developers must be careful not to 
accidentally use the same names in 
situations where they can conflict.  
The same problem come out if a 
programmer try to use the same names 
as the names Namespaces of library 
functions. 

Standard C++ has a mechanism to prevent 
this collision: the  namespace keyword. 
Each set of C++ definitions in a library or 
program is “wrapped” in a namespace, and  
if some other definition has an identical 
name, but is in a different namespace, then  
there is no collision. 
 

C uses library functions (printf , scanf) 
for i/o operations. 

When a C++ program includes the iostream 
header, four objects are created and 
initialized:  
Cin handles input from the standard input, 
the keyboard. 
Cout handles output to the standard output, 
the screen.  
Cerr handles unbuffered output to the 
standard error device, the screen. 
Clog handles buffered error messages to the 
standard error device 

In C, macros are defined by using the  
#define directive of the preprocessor. 
 

In C++ macros are defined as normal 
functions. Here the keyword  inline is  
inserted before the declaration of the 
function. 

In ANSI C, dynamic memory 
allocation is normally performed with 
standard library functions  malloc and  
free .  

The C++ new and delete operators enable 
programs to perform dynamic memory  
allocation more easily. 
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Basic Concepts of Object Oriented Programming  
 
        The basic concepts of OOP includes 

 Objects 
 Classes 
 Data abstraction and encapsulation 
 Inheritance 
 Polymorphism 
 Dynamic Binding 
 Message passing 

 
OBJECTS  
 
           Objects are basic run-time entities. It is an instance of a class. They may represent 
a person, a place, a bank account, a table of data or any item that the program has to 
handle. Many real-world objects have both attributes (characteristics that can change) 
and abilities -or responsibilities- (things they can do). 
Real-world object = Attributes (State) + Abilities (behavior, responsibility) 
Programming object = Data + Functions. 
           When a program is executed the objects interact by sending messages to one 
another. Each Object contains data and code to manipulate the data. Objects can interact 
without having to know details of each other’s data or code. 
Eg  : mango, book. 
 
CLASSES 
 

    A class is a grouping of data and functions. Class is a new data type which is used 
to define objects. A class serves as a plan, or a template. It specifies what data and what 
functions will be included in objects of that class. A class is a description of similar 
objects. A class is very much like a structure type as used in ANSI-C, it is only a pattern 
(a template) to be used to create a variable that can be manipulated in a program. Classes 
are designed to give certain services. Once class has been defined, we can create any 
number of objects belonging to that class. For e.g., car, bicycle, bus, truck are the 
members of the class vehicle. 
 
DATA ABSTRACTION AND ENCAPSULATION 
 
 The wrapping up of data and functions into a single unit ( called class) is known 
as encapsulation. The data is not accessible to the outside world, and only those functions 
which are wrapped in the class can access it. These functions provide the interface 
between the objects data and the program. This insulation of the data from direct access 
by the program is called data hiding or information hiding. 
           Abstract refers to the act of representing essential features without including the 
background details or explanations. Classes use the concept of abstraction and are 
defined as a list of abstract attributes such as size, weight and cost and functions to 
operate on these attributes. They encapsulate all the essential properties of the objects that 
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are to be created. The attributes are sometimes called data members because they hold 
information. The functions that operate on these data are sometimes called methods or 
member functions. 
 Since the classes use the concept of data abstraction, they are known as Abstract 
data Type (ADT). 
  
INHERITANCE 
 
 Inheritance is the process by which object of some class acquire the properties of 
objects of another class. It supports the concept of hierarchical classification. The each 
derived class shares common characteristics with the class from which it is derived. 
 In OOP, the concept of inheritance provides the idea of reusability. This means 
that we can add additional features to an existing class without modifying it. This is 
possible by deriving a new class from the existing one. The new class will have the 
combined features of both the classes.  
 
Types of Inheritance: 

 Single inheritance 
 Multiple inheritance 
 Hierarchical inheritance 
 Multiple inheritance 
 Hybrid inheritance 

 
POLYMORPHISM 
 Polymorphism means the ability to take more than one form. An operation may 
exhibit different behaviours in different instances. The behaviour depends upon the types 
of data used in the operation. For example, consider the operation of addition. For two 
numbers the operation will generate a sum. If the operands are strings, then the operation 
would produce a third string a concatenation. The process of making an operator to 
exhibit different behaviours in different instances is known as operator overloading. 
Using of single function name to perform different types of tasks is known as function 
overloading. 
 Polymorphism plays an important role in allowing objects having different 
internal structures to share the same external interface. 
Example: Consider the operation of addition. For two numbers, the operation will 
generate a sum. If the operands are strings, then the operation would produce a third 
string by concatenation. 
 
DYNAMIC BINDING 
 
 Binding refers to the linking of a procedure call to the code to be executed in 
response to the call. Dynamic binding (also known as late binding) means that the code 
associated with a given procedure call is known until the time of the call at run-time. It is 
associated with polymorphism and inheritance. 
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MESSAGE PASSING 
 
 Objects communicate with one another by sending and receiving information 
much the same way as people pass messages to one another. A message for an object is a 
request for execution of a procedure, and therefore will invoke a function (procedure) in 
the receiving object that generates the desired result. Message passing involves 
specifying the name of the object, the name of the function (message) and the 
information to be sent. 
 
Benefits of OOP 
 

 Through inheritance, we can eliminate redundant code and extend the use of 
existing classes. 

 The principle of data hiding helps the programmer to build secure programs 
that cannot be invaded by code in other parts of the program. 

 It is easy to partition the work in a project based on objects. 
 Software complexity can be easily managed. 
 Object- oriented systems can be easily upgraded from small to large systems. 
 Message passing techniques for communication between objects makes the 

interface descriptions with external system much simpler. 
 

Applications of OOP 
 

 Real-time systems 
 Simulation and modeling 
 Object-oriented databases 
 Hypertext, Hypermedia and expertext 
 AI and expert systems 
 Neural networks and parallel programming 
 Decision support and office automation systems 
 CIM/CAM/ CAD systems 

 
INTRODUCTION TO C++: 

 
C++ is an object-oriented programming language. It was developed by Bjarne 

Stroustrup  at AT&T  Bell Laboratories in Murray Hill, New Jersey, USA, in the early 
1980’s. During the early 1990’s the language underwent a number of improvements and 
changes. In November 1997, the ANSI/ISO standards committee standardized these 
changes and added several new features to the language specification.    
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Structure of C++ Program: 
] 

Include files 
Class declaration 

Member functions definitions 
Main function program 

 

            A C++ program performs the same operations as does a C program at program 
startup and at program termination, plus a few more outlined here. Before the target 
environment calls the function main, and after it stores any constant initial values you 
specify in all objects that have static duration, the program executes any remaining 
constructors for such static objects. The order of execution is not specified between 
translation units, but you can nevertheless assume that some iostreams  objects are 
properly initialized for use by these static constructors. These control text streams: 

         cin    -- for standard input  

         cout  -- for standard output  

         cerr  -- for unbuffered standard error output  

clog  -- for buffered standard error output 

              You can also use these objects within the destructors called for static objects, 
during program termination. As with C, returning from main or calling exit calls all 
functions registered with at exit in reverse order of registry. An exception thrown from 
such a registered function calls terminate (). 

Basic Data Types: 

       Type specifiers indicate the type of the object being declared. The following are the 
available kinds of type specifiers: 

1. Fundamental or built-in types:  

i) Arithmetic types  

 Integral types  
 Boolean types  
 Floating-point types  
 Character types 

ii) The void type 
 
2. User-defined types. 
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C++ Data Types 
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Fig.3. Hierarchy of C++ data types 

 
 
Variable Data Types 
 
However, programming is not limited only to printing simple texts on the screen. In order 
to go a little further on and to become able to write programs that perform useful tasks 
that really save us work we need to introduce the concept of variable. Let us think that I 
ask you to retain the number 5 in your mental memory, and then I ask you to memorize 
also the number 2 at the same time. You have just stored two different values in your 
memory. Now, if I ask you to add 1 to the first number I said, you should be retaining the 
numbers 6 (that is 5+1) and 2 in your memory. Values that we could now for example 
subtract and obtain 4 as result. The whole process that you have just done with your 
mental memory is a simile of what a computer can do with two variables. The same 
process can be expressed in C++ with the following instruction set: 
a = 5; 
b = 2; 
a = a + 1; 
result = a - b; 
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Obviously, this is a very simple example since we have only used two small integer 
values, but consider that your computer can store millions of numbers like these at the 
same time and conduct sophisticated mathematical operations with them.Therefore, we 
can define a variable as a portion of memory to store a determined value. Each variable 
needs an identifier that distinguishes it from the others, for example, in the previous code 
the variable identifiers were a, b and result, but we could have called the variables any 
names we wanted to invent, as long as they were valid identifiers. 

 
Identifiers 
 
 A valid identifier is a sequence of one or more letters, digits or underscore 

characters (_). Neither spaces nor punctuation marks or symbols can be part of an 
identifier. Only letters, digits and single underscore characters are valid.  

 In addition, variable identifiers always have to begin with a letter. They can also 
begin with an underline character (_ ), but in some cases these may be reserved 
for compiler specific keywords or external identifiers, as well as identifiers 
containing two successive underscore characters anywhere.  

 In no case they can begin with a digit. 
 Another rule that you have to consider when inventing your own identifiers is that 

they cannot match any keyword of the C++ language nor your compiler's specific 
ones, which are reserved keywords. The standard reserved keywords are: 

 asm, auto, bool, break, case, catch, char, class, const, const_cast, continue,             
default, delete, do, double, dynamic_cast, else, enum, explicit, export, extern, false, float, 
for, friend, goto, if, inline, int, long, mutable, namespace, new, operator, private, 
protected, public, register, reinterpret_cast, return, short, signed, sizeof, static, static_cast, 
struct, switch, template, this, throw, true, try, typedef, typeid, typename, union, unsigned, 
using, virtual, void, volatile, wchar_t, while. Additionally, alternative representations for 
some operators cannot be used as identifiers since they are reserved words under some 
circumstances: and, and_eq, bitand, bitor, compl, not, not_eq, or, or_eq, xor, xor_eq. 
 
Very important: The C++ language is a "case sensitive" language. That means that an 
identifier written in capital letters is not equivalent to another one with the same name but 
written in small letters. Thus, for example, the RESULT variable is not the same as the 
result variable or the Result variable. These are three different variable identifiers. 
 
Fundamental data types 
 
When programming, we store the variables in our computer's memory, but the computer 
has to know what kind of data we want to store in them, since it is not going to occupy 
the same amount of memory to store a simple number than to store a single letter or a 
large number, and they are not going to be interpreted the same way. The memory in our 
computers is organized in bytes. A byte is the minimum amount of memory that we can 
manage in C++. A byte can store a relatively small amount of data: one single character 
or a small integer (generally an integer between 0 and 255). In addition, the computer can 
manipulate more complex data types that come from grouping several bytes, such as long 
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numbers or non-integer numbers. Next you have a summary of the basic fundamental 
data types in C++, as well as the range of values that can be represented with each one: 
 
// operating with variables 
#include <iostream> 
using namespace std; 
int main () 
{ 
// declaring variables: 
int a, b; 
int result; 
// process: 
a = 5; 
b = 2; 
a = a + 1; 
result = a - b; 
// print out the result: 
cout << result; 
// terminate the program: 
return 0; 
} 
Output: 4  
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What is a data type?  
   
                                                                   When we wish to store data in a C++ program, 
such as a whole number or a character, we have to tell the compiler which type of data 
we want to store. The data type will have characteristics such as the range of values that 
can be stored and the operations that can be performed on variables of that type.  
 
Fundamental types  
 
             C++ provides the following fundamental built-in data types: Boolean, character, 
integer and floating-point. It also enables us to create our own user-defined data types 
using enumerations and classes. For each of the fundamental data types the range of 
values and the operations that can be performed on variables of that data type determined 
by the compiler. Each compiler should provide the same operations for a particular data 
type but the range of values may vary between different compilers.  
 
Boolean Type  
 
The Boolean type can have the value true or false. For example:  
bool isEven = false;  
bool keyFound = true;If a Boolean value is converted to an integer value true becomes 1 
and false becomes 0. If an integer value is converted to a Boolean value 0 becomes false 
and non-zero becomes true.  

 
Character Type  
 
The character type is used to store characters - typically ASCII characters but not always. 
For example:  

char menuSelection = 'q';  
char userInput = '3'; Note how a character is enclosed within single quotes. We can also 
assign numeric values to variables of character type:  

char chNumber = 26;  

We can declare signed and unsigned characters, where signed characters can have 
positive and negative values, and unsigned characters can only contain positive values.  
signed char myChar = 100;  
signed char newChar = -43;  
unsigned char yourChar = 200;  
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Note that if we use a plain char, neither signed nor unsigned: char dataValue = 27; it may 
differ between compilers as to whether it behaves as a signed or unsigned character type. 
On some compilers it may accept positive and negative values, on others it may only 
accept positive values. Refer to your compiler documentation to see which applies.  
A char is guaranteed to be at least 8 bits in size. C++ also provides the data type 
wchar_t, a wide character type typically used for large character sets. An array of 
characters can be used to contain a C-style string in C++. 
For example:  
char aString[] = "This is a C-style string"; Note that C++ also provides a string class that 
has advantages over the use of character arrays.  
 

Integer Types  
 
The integer type is used for storing whole numbers. We can use signed, unsigned or plain 
integer values as follows:  

signed int index = 41982;  
signed int temperature = -32;  
unsigned int count = 0;  
int height = 100;  
int balance = -67;  

Like characters, signed integers can hold positive or negative values, and unsigned 
integers can hold only positive values. However, plain integer can always hold positive or 
negative values, they're always signed. You can declare signed and unsigned integer 
values in a shortened form, without the int keyword:  
signed index = 41982;  
unsigned count = 0;  

Integer values come in three sizes, plain int, short int and long int.  

int normal = 1000;  
short int smallValue = 100;  
long int bigValue = 10000;  

The range of values for these types will be defined by your compiler. Typically a plain 
int can hold a greater range than a short int, a long int can hold a greater range than a 
plain int, although this may not always be true. What we can be sure of is that plain int 
will be at least as big as short int and may be greater, and long int will be at least as big as 
plain int and may be greater. A short integer is guaranteed to be at least 16 bits and a long 
integer at least 32 bits.  
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You can declare short and long integer values in a shortened form, without the int 
keyword:  
short smallValue = 100;  
long bigValue = 10000;  

You can have long and short signed and unsigned integers, for example:  

unsigned long bigPositiveValue = 12345;  
signed short smallSignedValue= -7;  

Floating-Point Types  
 
Floating point types can contain decimal numbers, for example 1.23, -.087. There are 
three sizes, float (single-precision), double (double-precision) and long double (extended-
precision). Some examples:  
float celsius = 37.623;  
double fahrenheit = 98.415;  
long double accountBalance = 1897.23; The range of values that can be stored in each of 
these is defined by your compiler. Typically double will hold a greater range than float 
and long double will hold a greater range than double but this may not always be true. 
However, we can be sure that double will be at least as great as float and may be greater, 
and long double will be at least as great as double and may be greater.  
 
Enumeration Type  

 
An enumeration type is a user defined type that enables the user to define the range of 
values for the type. Named constants are used to represent the values of an enumeration, 
for example:  

enum weekday {monday, tuesday, wednesday, thursday, friday, saturday, sunday};  
weekday currentDay = wednesday;  
if(currentDay==tuesday){  
// do something  
}  

The default values assigned to the enumeration constants are zero-based, so in our 
example above monday == 0, tuesday == 1, and so on. The user can assign a different 
value to one or more of the enumeration constants, and subsequent values that are not 
assigned a value will be incremented. For example: enum fruit {apple=3, banana=7, 
orange, kiwi}; Here, orange will have the value 8 and kiwi 9.  
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Class Type  
 
The class type enables us to create sophisticated user defined types. We provide data 
items for the class type and the operations that can be performed on the data. For 
example, to create a square class that has a data item for size, and provides draw and 
resize operations:  

class square {  
int size;  
public:  
square();  
~square();  
void draw();  
bool resize(int newSize);  
};  
 
Introduction to strings 
 
Variables that can store non-numerical values that are longer than one single character 
are known as strings. The C++ language library provides support for strings through the 
standard string class. This is not a fundamental type, but it behaves in a similar way as 
fundamental types do in its most basic usage. 
 

A first difference with fundamental data types is that in order to declare and use objects 
(variables) of this type we need to include an additional header file in our source code: 
<string> and have access to the std namespace (which we already had in all our previous 
programs thanks to the using namespace statement). 
 
// my first string 
#include <iostream> 
#include <string> 
using namespace std; 
int main () 
{ 
string mystring = "This is a string"; 
cout << mystring; 
return 0; 
} 
This is a string. As you may see in the previous example, strings can be initialized with 
any valid string literal just like numerical type variables can be initialized to any valid 
numerical literal. Both initialization formats are valid with strings: 
string mystring = "This is a string"; 
string mystring ("This is a string"); 
Strings can also perform all the other basic operations that fundamental data types can, 
like being declared without an initial value and being assigned values during execution: 
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// my first string 
#include <iostream> 
#include <string> 
using namespace std; 
int main () 
{ 
string mystring; 
mystring = "This is the initial string content"; 
cout << mystring << endl; 
mystring = "This is a different string content"; 
cout << mystring << endl; 
return 0; 
} 
This is the initial string content 
This is a different string content 
For more details on C++ strings, you can have a look at the string class reference. 
Constants 
 
Constants are expressions with a fixed value. 
 
Literals 
 
Literals are used to express particular values within the source code of a program. We 
have already used these previously to give concrete values to variables or to express 
messages we wanted our programs to print out, for example, when we wrote: 
a = 5; 
the 5 in this piece of code was a literal constant. 
Literal constants can be divided in Integer Numerals, Floating-Point Numerals, 
Characters, Strings and Boolean Values. 
 
Integer Numerals 
1776 
707 
-273 
 
They are numerical constants that identify integer decimal values. Notice that to express a 
numerical constant we do not have to write quotes (") nor any special character. There is 
no doubt that it is a constant: whenever we write 1776 in a program, we will be referring 
to the value 1776.In addition to decimal numbers (those that all of us are used to use 
every day) C++ allows the use as literal constants of octal numbers (base 8) and 
hexadecimal numbers (base 16). If we want to express an octal number we have to 
precede it with a 0 (zero character). And in order to express a hexadecimal number we 
have to precede it with the characters 0x (zero, x). For example, the following literal 
constants are all equivalent to each other: 
 
75 // decimal 
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0113 // octal 
0x4b // hexadecimal 
All of these represent the same number: 75 (seventy-five) expressed as a base-10 
numeral, octal numeral and hexadecimal numeral, respectively. 
 
Literal constants, like variables, are considered to have a specific data type. By default, 
integer literals are of type int. However, we can force them to either be unsigned by 
appending the u character to it, or long by appending l: 
 
75 // int 
75u // unsigned int 
75l // long 
75ul // unsigned long. In both cases, the suffix can be specified using either upper or 
lowercase letters. 
 
Floating Point Numbers 
 
They express numbers with decimals and/or exponents. They can include either a decimal 
point, an e character (that expresses "by ten at the Xth height", where X is an integer 
value that follows the e character), or both a decimal point and an e character: 
3.14159 // 3.14159 
6.02e23 // 6.02 x 10^23 
1.6e-19 // 1.6 x 10^-19 
3.0 // 3.0 
These are four valid numbers with decimals expressed in C++. The first number is PI, the 
second one is the number of Avogadro, the third is the electric charge of an electron (an 
extremely small number) -all of them approximated- and the last one is the number three 
expressed as a floating-point numeric literal. The default type for floating point literals is 
double. If you explicitly want to express a float or long double numerical literal, you can 
use the f or l suffixes respectively: 
3.14159L // long double  
6.02e23f // float 
Any of the letters that can be part of a floating-point numerical constant (e, f, l) can be 
written using either lower or uppercase letters without any difference in their meanings. 
 
Character and string literals 
There also exist non-numerical constants, like: 
'z' 
'p' 
"Hello world" 
"How do you do?" 
The first two expressions represent single character constants, and the following two 
represent string literals composed of several characters. Notice that to represent a single 
character we enclose it between single quotes (') and to express a string (which generally 
consists of more than one character) we enclose it between double quotes ("). 
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When writing both single character and string literals, it is necessary to put the quotation 
marks surrounding them to distinguish them from possible variable identifiers or reserved 
keywords. Notice the difference between these two expressions: 
x 'x' x alone would refer to a variable whose identifier is x, whereas 'x' (enclosed within 
single quotation marks) would refer to the character constant 'x'. Character and string 
literals have certain peculiarities, like the escape codes. These are special characters that 
are difficult or impossible to express otherwise in the source code of a program, like 
newline (\n) or tab (\t). All of them are preceded by a backslash (\). Here you have a list 
of some of such escape codes: 
 

 
For example: 
'\n' 
'\t' 
"Left \t Right" 
"one\ntwo\nthree" 
 
Additionally, you can express any character by its numerical ASCII code by writing a 
backslash character (\) followed by the ASCII code expressed as an octal (base-8) or 
hexadecimal (base-16) number. In the first case (octal) the digits must immediately 
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follow the backslash (for example \23 or \40), in the second case (hexadecimal), an x 
character must be written before the digits themselves (for example \x20 or \x4A). 
String literals can extend to more than a single line of code by putting a backslash sign (\) 
at the end of each unfinished line. 
"string expressed in \ 
two lines" You can also concatenate several string constants separating them by one or 
several blank spaces, tabulators, newline or any other valid blank character: 
"this forms" "a single" "string" "of characters" 
Finally, if we want the string literal to be explicitly made of wide characters (wchar_t), 
instead of narrow characters (char), we can precede the constant with the L prefix: 
L"This is a wide character string" Wide characters are used mainly to represent non-
English or exotic character sets. 
 
Boolean literals 
There are only two valid Boolean values: true and false. These can be expressed in C++ 
as values of type bool by using the Boolean literals true and false. 
 
Defined constants (#define) 
You can define your own names for constants that you use very often without having to 
resort to memory consuming variables, simply by using the #define preprocessor 
directive. Its format is: 
#define identifier value 
For example: 
#define PI 3.14159 
#define NEWLINE '\n' 
This defines two new constants: PI and NEWLINE. Once they are defined, you can use 
them in the rest of the code as if they were any other regular constant, for example: 
// defined constants: calculate circumference 
#include <iostream> 
using namespace std; 
#define PI 3.14159 
#define NEWLINE '\n' 
int main () 
{ 
double r=5.0; // radius 
double circle; 
circle = 2 * PI * r; 
cout << circle; 
cout << NEWLINE; 
return 0; 
} 
31.4159 
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In fact the only thing that the compiler preprocessor does when it encounters #define 
directives is to literally replace any occurrence of their identifier (in the previous 
example, these were PI and NEWLINE) by the code to which they have been defined 
(3.14159 and '\n' respectively). 
 
The #define directive is not a C++ statement but a directive for the preprocessor; 
therefore it assumes the entire line as the directive and does not require a semicolon (;) at 
its end. If you append a semicolon character (;) at the end, it will also be appended in all 
occurrences within the body of the program that the preprocessor replaces. 
 
Declared constants (const) 
With the const prefix you can declare constants with a specific type in the same way as 
you would do with a variable: 
 
const int pathwidth = 100; 
const char tabulator = '\t'; 
Here, pathwidth and tabulator are two typed constants. They are treated just like regular 
variables except that their values cannot be modified after their definition. 
 

Operators 
Once we know of the existence of variables and constants, we can begin to operate with 
them. For that purpose, C++ integrates operators. Unlike other languages whose 
operators are mainly keywords, operators in C++ are mostly made of signs that are not 
part of the alphabet but are available in all keyboards. This makes C++ code shorter and 
more international, since it relies less on English words, but requires a little of learning 
effort in the beginning. 
 
You do not have to memorize all the content of this page. Most details are only provided 
to serve as a later reference in case you need it. 
 
Assignment (=) 
The assignment operator assigns a value to a variable. 
a = 5; 
 
This statement assigns the integer value 5 to the variable a. The part at the left of the 
assignment operator (=) is known as the lvalue (left value) and the right one as the rvalue 
(right value). The lvalue has to be a variable whereas the rvalue can be either a constant, 
a variable, the result of an operation or any combination of these. 
 
The most important rule when assigning is the right-to-left rule: The assignment 
operation always takes place from right to left, and never the other way: 
 
a = b; 
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This statement assigns to variable a (the lvalue) the value contained in variable b (the 
rvalue). The value that was stored until this moment in ‘a’ is not considered at all in this 
operation, and in fact that value is lost. 
 
Consider also that we are only assigning the value of ‘b’ to ‘a’ at the moment of the 
assignment operation. Therefore a later change of b will not affect the new value of a. 
 
For example, let us have a look at the following code - I have included the evolution of 
the content stored in the variables as comments: 
 
// assignment operator 
#include <iostream> 
using namespace std; 
int main () 
{ 
int a, b; // a:?, b:? 
a = 10; // a:10, b:? 
b = 4; // a:10, b:4 
a = b; // a:4, b:4 
b = 7; // a:4, b:7 
cout << "a:"; 
cout << a; 
cout << " b:"; 
cout << b; 
return 0; 
} 
a:4 b:7 
 
This code will give us as result that the value contained in ‘a’ is 4 and the one contained 
in b is 7. Notice how ‘a’ was not affected by the final modification of b, even though we 
declared a = b earlier (that is because of the right-toleft rule). 
 

A property that C++ has over other programming languages is that the assignment 
operation can be used as the rvalue (or part of an rvalue) for another assignment 
operation. For example: 
a = 2 + (b = 5); 
is equivalent to: 
b = 5; 
a = 2 + b; 
that means: first assign 5 to variable b and then assign to a the value 2 plus the result of 
the previous assignment of b (i.e. 5), leaving a with a final value of 7. 
 
The following expression is also valid in C++: 
a = b = c = 5; 
It assigns 5 to the all the three variables: a, b and c. 
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Arithmetic operators ( +, -, *, /, % ) 
The five arithmetical operations supported by the C++ language are: 
 

 
Operations of addition, subtraction, multiplication and division literally correspond with 
their respective mathematical operators. The only one that you might not be so used to 
see is modulo; whose operator is the percentage sign (%). Modulo is the operation that 
gives the remainder of a division of two values. For example, if 
we write: 
a = 11 % 3; 
the variable a will contain the value 2, since 2 is the remainder from dividing 11 between 
3. 
 
Compound assignment (+=, -=, *=, /=, %=, >>=, <<=, &=, ^=, |=) 
 
When we want to modify the value of a variable by performing an operation on the value 
currently stored in that variable we can use compound assignment operators: 

 
and the same for all other operators. For example: 
 

// compound assignment operators 
#include <iostream> 
using namespace std; 
int main () 
{ 
int a, b=3; 
a = b; 
a+=2; // equivalent to a=a+2 
cout << a; 
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return 0; 
} 
5 
 
Increase and decrease (++, --) 
Shortening even more some expressions, the increase operator (++) and the decrease 
operator (--) increase or reduce by one the value stored in a variable. They are equivalent 
to +=1 and to -=1, respectively. Thus: 
c++; 
c+=1; 
c=c+1; 
 
are all equivalent in its functionality: the three of them increase by one the value of c. 
In the early C compilers, the three previous expressions probably produced different 
executable code depending on which one was used. Nowadays, this type of code 
optimization is generally done automatically by the compiler, thus the three expressions 
should produce exactly the same executable code. 
 
A characteristic of this operator is that it can be used both as a prefix and as a suffix. That 
means that it can be written either before the variable identifier (++a) or after it (a++). 
Although in simple expressions like a++ or ++a both have exactly the same meaning, in 
other expressions in which the result of the increase or decrease operation is evaluated as 
a value in an outer expression they may have an important difference in their meaning:  
 
In the case that the increase operator is used as a prefix (++a) the value is increased 
before the result of the expression is evaluated and therefore the increased value is 
considered in the outer expression; in case that it is used as a suffix (a++) the value stored 
in a is increased after being evaluated and therefore the value stored before the increase 
operation is evaluated in the outer expression. Notice the difference: 
 

 
In Example 1, B is increased before its value is copied to A. While in Example 2, the 
value of B is copied to A and then B is increased. 
 

Relational and equality operators ( ==, !=, >, <, >=, <= ) 
 
In order to evaluate a comparison between two expressions we can use the relational and 
equality operators. The result of a relational operation is a Boolean value that can only be 
true or false, according to its Boolean result. 
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We may want to compare two expressions, for example, to know if they are equal or if 
one is greater than the other is. Here is a list of the relational and equality operators that 
can be used in C++: 
 

 
 

Here there are some examples: 
(7 == 5) // evaluates to false. 
(5 > 4) // evaluates to true. 
(3 != 2) // evaluates to true. 
(6 >= 6) // evaluates to true. 
(5 < 5) // evaluates to false. 
 
Of course, instead of using only numeric constants, we can use any valid expression, 
including variables.  
 
Suppose that a=2, b=3 and c=6, (a == 5) // evaluates to false since a is not equal to 5. 
(a*b >= c) // evaluates to true since (2*3 >= 6) is true. 
(b+4 > a*c) // evaluates to false since (3+4 > 2*6) is false. 
((b=2) == a) // evaluates to true. 
 
Be careful! The operator = (one equal sign) is not the same as the operator == (two equal 
signs), the first one is an assignment operator (assigns the value at its right to the variable 
at its left) and the other one (==) is the equality operator that compares whether both 
expressions in the two sides of it are equal to each other.  
 
Thus, in the last expression ((b=2) == a), we first assigned the value 2 to b and then we 
compared it to a, that also stores the value 2, so the result of the operation is true. 
 
 
 
Logical operators ( !, &&, || ) 
 
The Operator ! is the C++ operator to perform the Boolean operation NOT, it has only 
one operand, located at its right, and the only thing that it does is to inverse the value of 
it, producing false if its operand is true and true if its operand is false. Basically, it returns 
the opposite Boolean value of evaluating its operand. For example: 
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!(5 == 5) // evaluates to false because the expression at its right (5 == 5) is true. 
!(6 <= 4) // evaluates to true because (6 <= 4) would be false. 
!true // evaluates to false 
!false // evaluates to true. 
 
The logical operators && and || are used when evaluating two expressions to obtain a 
single relational result. The operator && corresponds with Boolean logical operation 
AND. This operation results true if both its two operands are true, and false otherwise. 
The following panel shows the result of operator && evaluating the expression a && b: 
 
&& OPERATOR 
 

 
The operator || corresponds with Boolean logical operation OR. This operation results 
true if either one of its two operands is true, thus being false only when both operands are 
false themselves. Here are the possible results of a || b: 
 

 
For example: 
( (5 == 5) && (3 > 6) ) // evaluates to false ( true && false ). 
( (5 == 5) || (3 > 6) ) // evaluates to true ( true || false ). 
 
Conditional operator ( ? ) 
The conditional operator evaluates an expression returning a value if that expression is 
true and a different one if the expression is evaluated as false. Its format is: 
 
condition ? result1 : result2 
 
If condition is true the expression will return result1, if it is not it will return result2. 
 
7==5 ? 4 : 3 // returns 3, since 7 is not equal to 5. 
7==5+2 ? 4 : 3 // returns 4, since 7 is equal to 5+2. 
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5>3 ? a : b // returns the value of a, since 5 is greater than 3. 
a>b ? a : b // returns whichever is greater, a or b. 
 
// conditional operator 
#include <iostream> 
using namespace std; 
int main () 
{ 
int a,b,c; 
a=2; 
b=7; 
c = (a>b) ? a : b; 
cout << c; 
return 0; 
} 
7 
 
In this example a was 2 and b was 7, so the expression being evaluated (a>b) was not 
true, thus the first value specified after the question mark was discarded in favor of the 
second value (the one after the colon) which was b, with a value of 7. 
 
 
 
Comma operator ( , ) 
The comma operator (,) is used to separate two or more expressions that are included 
where only one expression is expected. When the set of expressions has to be evaluated 
for a value, only the rightmost expression is considered. 
 
For example, the following code: 
 
a = (b=3, b+2); 
  
Would first assign the value 3 to b, and then assign b+2 to variable a. So, at the end, 
variable ‘a’ would contain the value 5 while variable b would contain value 3. 
 
Bitwise Operators ( &, |, ^, ~, <<, >> ) 
 
Bitwise operators modify variables considering the bit patterns that represent the values 
they store. 
 
operator asm equivalent description 
 
& AND Bitwise AND 
| OR Bitwise Inclusive OR 
^ XOR Bitwise Exclusive OR 
~ NOT Unary complement (bit inversion) 
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<< SHL Shift Left 
>> SHR Shift Right 
 
Explicit type casting operator 
Type casting operators allow you to convert a datum of a given type to another. There are 
several ways to do this in C++. The simplest one, which has been inherited from the C 
language, is to precede the expression to be converted by the new type enclosed between 
parentheses (()): 
 
int i; 
float f = 3.14; 
i = (int) f; 
 
The previous code converts the float number 3.14 to an integer value (3), the remainder is 
lost. Here, the typecasting operator was (int). Another way to do the same thing in C++ is 
using the functional notation: preceding the expression to be converted by the type and 
enclosing the expression between parentheses: 
 
i = int ( f ); 
 
Both ways of type casting are valid in C++. 
sizeof() 
This operator accepts one parameter, which can be either a type or a variable itself and 
returns the size in bytes of that type or object: 
 
a = sizeof (char); 
 
This will assign the value 1 to ‘a’ because char is a one-byte long type. The value 
returned by sizeof is a constant, so it is always determined before program execution. 
 
Other operators 
Later in these tutorials, we will see a few more operators, like the ones referring to 
pointers or the specifics for object-oriented programming. Each one is treated in its 
respective section. 
 
Precedence of operators 
When writing complex expressions with several operands, we may have some doubts 
about which operand is evaluated first and which later. For example, in this expression: 
a = 5 + 7 % 2 
 

we may doubt if it really means: 
a = 5 + (7 % 2) // with a result of 6, or 
a = (5 + 7) % 2 // with a result of 0 
 
The correct answer is the first of the two expressions, with a result of 6. There is an 
established order with the priority of each operator, and not only the arithmetic ones 
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(those whose preference come from mathematics) but for all the operators which can 
appear in C++. From greatest to lowest priority, the priority order is as follows: 
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Control Structures 
A program is usually not limited to a linear sequence of instructions. During its process it 
may bifurcate, repeat code or take decisions. For that purpose, C++ provides control 
structures that serve to specify what has to be done by our program, when and under 
which circumstances. 
 
With the introduction of control structures we are going to have to introduce a new 
concept: the compoundstatement or block. A block is a group of statements which are 
separated by semicolons (;) like all C++ statements, but grouped together in a block 
enclosed in braces: { }: 
 
{ statement1; statement2; statement3; } 
 
Most of the control structures that we will see in this section require a generic statement 
as part of its syntax. A statement can be either a simple statement (a simple instruction 
ending with a semicolon) or a compound statement (several instructions grouped in a 
block), like the one just described. In the case that we want the statement to be a simple 
statement, we do not need to enclose it in braces ({}). But in the case that we want the 
statement to be a compound statement it must be enclosed between braces ({}), forming a 
block. 
 
Conditional structure: if and else 
 
The ‘if’ keyword is used to execute a statement or block only if a condition is fulfilled. Its 
form is: 
 
if (condition) statement 
 
Where condition is the expression that is being evaluated. If this condition is true, 
statement is executed. If it is false, statement is ignored (not executed) and the program 
continues right after this conditional structure.  
 
For example, the following code fragment prints x is 100 only if the value stored in the x 
variable is indeed 100: 
 
if (x == 100) 
cout << "x is 100"; 
 
If we want more than a single statement to be executed in case that the condition is true 
we can specify a block using braces { }: 
 
if (x == 100) 
{ 
cout << "x is "; 
cout << x; 
} 
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We can additionally specify what we want to happen if the condition is not fulfilled by 
using the keyword else. Its form used in conjunction with if is: 
 
if (condition) statement1 else statement2 
 
For example: 
 if (x == 100) 
cout << "x is 100"; 
else 
cout << "x is not 100"; 
 
prints on the screen x is 100 if indeed x has a value of 100, but if it has not -and only if 
not- it prints out x is  not 100. 
 
The ‘if’ + else structures can be concatenated with the intention of verifying a range of 
values. The following example shows its use telling if the value currently stored in x is 
positive, negative or none of them (i.e. zero): 
if (x > 0) 
cout << "x is positive"; 
else if (x < 0) 
cout << "x is negative"; 
else 
cout << "x is 0"; 
 
Remember that in case that we want more than a single statement to be executed, we 
must group them in a block by enclosing them in braces { }. 
 
Iteration structures (loops) 
Loops have as purpose to repeat a statement a certain number of times or while a 
condition is fulfilled. 
 
The while loop 
Its format is: 
while (expression) statement and its functionality is simply to repeat statement while the 
condition set in expression is true. 
 
For example, we are going to make a program to countdown using a while-loop: 
// custom countdown using while 
#include <iostream> 
using namespace std; 
int main () 
{ 
int n; 
cout << "Enter the starting number > "; 
cin >> n; 
while (n>0) { 
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cout << n << ", "; 
--n; 
} 
cout << "FIRE!\n"; 
return 0; 
} 
Enter the starting number > 8 
8, 7, 6, 5, 4, 3, 2, 1, FIRE! 
 
When the program starts the user is prompted to insert a starting number for the 
countdown. Then the while loop begins, if the value entered by the user fulfills the 
condition n>0 (that n is greater than zero) the block that follows the condition will be 
executed and repeated while the condition (n>0) remains being true. 
 
The whole process of the previous program can be interpreted according to the following 
script (beginning in main): 
 

1. User assigns a value to n 
 
2. The while condition is checked (n>0). At this point there are two posibilities: 
* condition is true: statement is executed (to step 3) 
* condition is false: ignore statement and continue after it (to step 5) 
3. Execute statement: 
cout << n << ", "; 
--n; 
(prints the value of n on the screen and decreases n by 1) 
4. End of block. Return automatically to step 2 
5. Continue the program right after the block: print FIRE! and end program. 
 
When creating a while-loop, we must always consider that it has to end at some point, 
therefore we must provide within the block some method to force the condition to 
become false at some point, otherwise the loop will continue looping forever. In this case 
we have included --n; that decreases the value of the variable that is being evaluated in 
the condition (n) by one - this will eventually make the condition (n>0) to become false 
after a certain number of loop iterations: to be more specific, when n becomes 0, that is 
where our while-loop and our countdown end. 
 
Of course this is such a simple action for our computer that the whole countdown is 
performed instantly without any practical delay between numbers. 
 
The do-while loop 
Its format is: 
do statement while (condition); 
Its functionality is exactly the same as the while loop, except that condition in the do-
while loop is evaluated after the execution of statement instead of before, granting at least 
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one execution of statement even if condition is never fulfilled. For example, the 
following example program echoes any number you enter until you enter 0.  
 
// number echoer 
#include <iostream> 
using namespace std; 
int main () 
{ 
unsigned long n; 
do { 
cout << "Enter number (0 to end): "; 
cin >> n; 
cout << "You entered: " << n << "\n"; 
} while (n != 0); 
return 0; 
} 
Enter number (0 to end): 12345 
You entered: 12345 
Enter number (0 to end): 160277 
You entered: 160277 
Enter number (0 to end): 0 
You entered: 0 
 
The do-while loop is usually used when the condition that has to determine the end of the 
loop is determined within the loop statement itself, like in the previous case, where the 
user input within the block is what is used to determine if the loop has to end. In fact if 
you never enter the value 0 in the previous example you can be prompted for more 
numbers forever. 
 
The for loop 
Its format is: 
for (initialization; condition; increase) statement; 
 

and its main function is to repeat statement while condition remains true, like the while 
loop. But in addition, the for loop provides specific locations to contain an initialization 
statement and an increase statement. So this loop is specially designed to perform a 
repetitive action with a counter which is initialized and increased on each iteration. 
 
It works in the following way: 
1. initialization is executed. Generally it is an initial value setting for a counter variable. 
This is executed only once. 
2. condition is checked. If it is true the loop continues, otherwise the loop ends and 
statement is skipped (not executed). 
3. statement is executed. As usual, it can be either a single statement or a block enclosed 
in braces { }. 
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4. finally, whatever is specified in the increase field is executed and the loop gets back to 
step 2.  
 
Here is an example of countdown using a for loop: 
// countdown using a for loop 
#include <iostream> 
using namespace std; 
int main () 
{ 
for (int n=10; n>0; n--) { 
cout << n << ", "; 
} 
cout << "FIRE!\n"; 
return 0; 
} 
10, 9, 8, 7, 6, 5, 4, 3, 2, 1, FIRE! 
 
The initialization and increase fields are optional. They can remain empty, but in all cases 
the semicolon signs between them must be written. For example we could write: for 
(;n<10;) if we wanted to specify no initialization and no increase; or for (;n<10;n++) if 
we wanted to include an increase field but no initialization (maybe because the variable 
was already initialized before). 
 
Optionally, using the comma operator (,) we can specify more than one expression in any 
of the fields included in a ‘for’ loop, like in initialization, for example. The comma 
operator (,) is an expression separator, it serves to separate more than one expression 
where only one is generally expected. For example, suppose that we wanted to initialize 
more than one variable in our loop: 
 
for ( n=0, i=100 ; n!=i ; n++, i-- ) 
{ 
// whatever here... 
} 
This loop will execute for 50 times if neither n or i are modified within the loop: 
 

 
n starts with a value of 0, and i with 100, the condition is n!=i (that n is not equal to i). 
Because n is increased by one and i decreased by one, the loop's condition will become 
false after the 50th loop, when both n and i will be equal to 50. 
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Jump statements. 
 
The break statement 
Using break we can leave a loop even if the condition for its end is not fulfilled. It can be 
used to end an infinite loop, or to force it to end before its natural end. For example, we 
are going to stop the count down before its natural end (maybe because of an engine 
check failure?): 
 
// break loop example 
#include <iostream> 
using namespace std; 
int main () 
{ 
int n; 
for (n=10; n>0; n--) 
{ 
cout << n << ", "; 
if (n==3) 
{ 
cout << "countdown aborted!"; 
break; 
} 
} 
return 0; 
} 
10, 9, 8, 7, 6, 5, 4, 3, countdown aborted! 
 
The continue statement 
The continue statement causes the program to skip the rest of the loop in the current 
iteration as if the end of the statement block had been reached, causing it to jump to the 
start of the following iteration. For example, we are going to skip the number 5 in our 
countdown: 
 
// continue loop example 
#include <iostream> 
using namespace std; 
int main () 
{ 
for (int n=10; n>0; n--) { 
if (n==5) continue; 
cout << n << ", "; 
} 
cout << "FIRE!\n"; 
return 0; 
} 
10, 9, 8, 7, 6, 4, 3, 2, 1, FIRE! 
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The goto statement 
goto allows to make an absolute jump to another point in the program. You should use 
this feature with caution since its execution causes an unconditional jump ignoring any 
type of nesting limitations. 
 
The destination point is identified by a label, which is then used as an argument for the 
goto statement. A label is made of a valid identifier followed by a colon (:). 
 
Generally speaking, this instruction has no concrete use in structured or object oriented 
programming aside from those that low-level programming fans may find for it. For 
example, here is our countdown loop using goto: 
 

// goto loop example 
#include <iostream> 
using namespace std; 
int main () 
{ 
int n=10; 
loop: 
cout << n << ", "; 
n--; 
if (n>0) goto loop; 
cout << "FIRE!\n"; 
return 0; 
} 
 

10, 9, 8, 7, 6, 5, 4, 3, 2, 1, FIRE! 
 

 

The exit function 
exit is a function defined in the cstdlib library. 
The purpose of exit is to terminate the current program with a specific exit code. Its 
prototype is: 
 
void exit (int exitcode); 
 
The exitcode is used by some operating systems and may be used by calling programs. 
By convention, an exit code of 0 means that the program finished normally and any other 
value means that some error or unexpected results happened. 
 
The selective structure: switch. 
The syntax of the switch statement is a bit peculiar. Its objective is to check several 
possible constant values for an expression. Something similar to what we did at the 
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beginning of this section with the concatenation of several if and else if instructions. Its 
form is the following: 
 
switch (expression) 
{ 
case constant1: 
group of statements 1; 
break; 
case constant2: 
group of statements 2; 
break; 
. 
. 
. 
default: 
default group of statements 
} 
 
It works in the following way: switch evaluates expression and checks if it is equivalent 
to constant1, if it is, it executes group of statements 1 until it finds the break statement. 
When it finds this break statement the program jumps to the end of the switch selective 
structure. 
 
If expression was not equal to constant1 it will be checked against constant2. If it is equal 
to this, it will execute group of statements 2 until a break keyword is found, and then will 
jump to the end of the switch selective structure. 
 
Finally, if the value of expression did not match any of the previously specified constants 
(you can include as many case labels as values you want to check), the program will 
execute the statements included after the default: label, if it exists (since it is optional). 

 
Classes: 

 

One of the major features of c++ is classes. They provide a method of binding together 

data and functions which operate on them. Like structures in c, classes are use-defined 

data types. 

 

Example of use of classes: 

 

#include<iostream.h> 

using namespace std; 
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class person 

{ 

        Char name[30]; 

        int age; 

        public: 

              void getdata(void); 

              void display(void); 

}; 

void person::getdata(void) 

{ 

       cout<< “enter name:”; 

       cin>>name; 

       cout<<”enter age:”; 

       cin>>age; 

} 

void   person::display(void) 

{ 

       cout<<”\n Name:”<<name; 

       cout<<”\n age:”<<age; 

} 

int main() 

{ 

       person p; 

       p.getdata(); 

       p.display(); 

       return 0; 

} 

 

Output: 

Enter name: Balu 

Enter age: 50 
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Name : Balu 

Age: 50 

 

 

Explanation: 

 

The program defines person as a new data of type class. The class person includes 

two basic data type items and two functions to operate on that data. These functions are 

called member functions. The main program uses person to declare variables of its type. 

As pointed out earlier, class variables are known as objects. Here, p is an object of type 

person.  

 

 

Access specifiers: 

 

access-specifier: one of  

 

private  

public  

protected  

 

The access-specifier determines the access to the names that follow it, up to the 

next access-specifier or the end of the class declaration. The following figure illustrates 

this concept. 

 

Access Control in Classes 
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Although only two access specifiers are shown in the figure, there is no limit to the 

number of access specifiers in a given class declaration. For example, the Point class in 

the figure could just as easily be declared using multiple access specifiers as follows: 

 

// access_specifiers1.cpp 

class Point 

{ 

public:                  // Declare public constructor. 

    Point( int, int ); 

private:                 // Declare private state variable. 

    int _x; 

public:                  // Declare public constructor. 

    Point(); 

public:                  // Declare public accessor. 

    int &x( int ); 

private:                 // Declare private state variable. 

    int _y; 

public:                  // Declare public accessor. 

    int &y( int ); 
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}; 

 

int main() 

{ 

} 

 

Note that there is no specific order required for member access, as shown in the 

preceding example. The allocation of storage for objects of class types is implementation 

dependent, but members are guaranteed to be assigned successively higher memory 

addresses between access specifiers. 

 

Controlling Access to Class Members 

 

You can increase the integrity of software built with C++ by helping control access to 

class member data and functions. Class members can be declared as having private, 

protected, or public access, as shown in the following table: 

 

Member-Access Control 

 

Type of 

Access  Meaning  

private  Class members declared as private can be used only by member 

functions and friends (classes or functions) of the class. 

protected  Class members declared as protected can be used by member functions 

and friends (classes or functions) of the class. Additionally, they can be 

used by classes derived from the class. 

public  Class members declared as public can be used by any function. 
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Access control helps prevent you from using objects in ways they were not intended to be 

used. This protection is lost when explicit type conversions (casts) are performed. 

Function: 
 
 
 

 Using functions we can structure our programs in a more modular way, accessing 

all the potential that structured programming can offer to us in C++. 

 A function is a group of statements that is executed when it is called from some 

point of the program. The following is its format: 

 

 

type name ( parameter1, parameter2, ...) { statements } 

 

Where: 

 

• Type is the data type specifier of the data returned by the function. 

• Name is the identifier by which it will be possible to call the function. 

• Parameters (as many as needed): Each parameter consists of a data type specifier 

followed by an identifier, like any regular variable declaration (for example: int x) and 

which acts within the function as a regular local variable. They allow to pass arguments 

to the function when it is called. The different parameters are separated by commas. 

• Statements is the function's body. It is a block of statements surrounded by braces { }. 

 

Here you have the first function example: 

 

// function example 

#include <iostream> 

using namespace std; 

int addition (int a, int b) 

{ 

int r; 
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r=a+b; 

return (r); 

} 

int main () 

{ 

int z; 

z = addition (5,3); 

cout << "The result is " << z; 

return 0; 

} 

The result is 8 

In order to examine this code, first of all remember something said at the beginning of 

this tutorial: a C++ program always begins its execution by the main function. So we will 

begin there. We can see how the main function begins by declaring the variable z of type 

int. Right after that, we see a call to a function called addition. Paying attention we will 

be able to see the similarity between the structure of the call to the function and the 

declaration of the function itself some code lines above: 

 
 

The parameters and arguments have a clear correspondence. Within the main function we 

called to addition passing two values: 5 and 3, that correspond to the int a and int b 

parameters declared for function addition. 

 

At the point at which the function is called from within main, the control is lost by main 

and passed to function addition. The value of both arguments passed in the call (5 and 3) 

are copied to the local variables int a and int b within the function. 
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Function addition declares another local variable (int r), and by means of the expression 

r=a+b, it assigns to r the result of a plus b. Because the actual parameters passed for a and 

b are 5 and 3 respectively, the result is 8. 

 

The following line of code: 

return (r); 

 

finalizes function addition, and returns the control back to the function that called it in the 

first place (in this case, main). At this moment the program follows it regular course from 

the same point at which it was interrupted by the call to addition. But additionally, 

because the return statement in function addition specified a value: the content of variable 

r (return (r);), which at that moment had a value of 8. This value becomes the value of 

evaluating the function call. 

 
So being the value returned by a function the value given to the function call itself when 

it is evaluated, the variable z will be set to the value returned by addition (5, 3), that is 8. 

To explain it another way, you can imagine that the call to a function (addition (5,3)) is 

literally replaced by the value it returns (8). 

 

The following line of code in main is: 

cout << "The result is " << z; 

That, as you may already expect, produces the printing of the result on the screen. 

 

Scope of variables 
 
The scope of variables declared within a function or any other inner block is only their 

own function or their own block and cannot be used outside of them. For example, in the 

previous example it would have been impossible to use the variables a, b or r directly in 

function main since they were variables local to function addition. Also, it would have 
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been impossible to use the variable z directly within function addition, since this was a 

variable local to the function main. 

 

 

 

 
Therefore, the scope of local variables is limited to the same block level in which they are 

declared. Nevertheless, we also have the possibility to declare global variables; These are 

visible from any point of the code, inside and outside all functions. In order to declare 

global variables you simply have to declare the variable outside any function or block; 

that means, directly in the body of the program. 

 

And here is another example about functions: 

// function example 

#include <iostream> 

using namespace std; 

int subtraction (int a, int b) 

{ 

int r; 

r=a-b; 
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return (r); 

} 

int main () 

{ 

int x=5, y=3, z; 

z = subtraction (7,2); 

cout << "The first result is " << z << '\n'; 

cout << "The second result is " << subtraction (7,2) << '\n'; 

cout << "The third result is " << subtraction (x,y) << '\n'; 

z= 4 + subtraction (x,y); 

cout << "The fourth result is " << z << '\n'; 

return 0; 

} 

 

The first result is 5 

The second result is 5 

The third result is 2 

The fourth result is 6 

 

In this case we have created a function called subtraction. The only thing that this 

function does is to subtract both passed parameters and to return the result. Nevertheless, 

if we examine function main we will see that we have made several calls to function 

subtraction. 

 

We have used some different calling methods so that you see other ways or moments 

when a function can be called. In order to fully understand these examples you must 

consider once again that a call to a function could be replaced by the value that the 

function call itself is going to return. For example, the first case (that you should already 

know because it is the same pattern that we have used in previous examples): 

 

z = subtraction (7,2); 
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cout << "The first result is " << z; 

If we replace the function call by the value it returns (i.e., 5), we would have: 

z = 5; 

cout << "The first result is " << z; 

As well as 

cout << "The second result is " << subtraction (7,2); 

has the same result as the previous call, but in this case we made the call to subtraction 

directly as an insertion parameter for cout. Simply consider that the result is the same as 

if we had written: 

 

cout << "The second result is " << 5; 

since 5 is the value returned by subtraction (7,2). 

In the case of: 

cout << "The third result is " << subtraction (x,y); 

 

The only new thing that we introduced is that the parameters of subtraction are variables 

instead of constants. That is perfectly valid. In this case the values passed to function 

subtraction are the values of x and y, that are 5 and 3 respectively, giving 2 as result. 

 

The fourth case is more of the same. Simply note that instead of: 

z = 4 + subtraction (x,y); 

we could have written: 

z = subtraction (x,y) + 4; 

with exactly the same result. I have switched places so you can see that the semicolon 

sign (;) goes at the end of the whole statement. It does not necessarily have to go right 

after the function call. The explanation might be once again that you imagine that a 

function can be replaced by its returned value: 

z = 4 + 2; 

z = 2 + 4; 
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Functions with no type.  The use of void. 

 

If you remember the syntax of a function declaration: 

type name ( argument1, argument2 ...) statement 

 

you will see that the declaration begins with a type, that is the type of the function itself 

(i.e., the type of the datum that will be returned by the function with the return statement).  

 

But what if we want to return no value? 

Imagine that we want to make a function just to show a message on the screen. We do not 

need it to return any value. In this case we should use the void type specifier for the 

function. This is a special specifier that indicates absence of type. 

 

// void function example 

#include <iostream> 

using namespace std; 

void printmessage () 

{ 

cout << "I'm a function!"; 

} 

int main () 

{ 

printmessage (); 

return 0; 

} 

I'm a function! 
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void can also be used in the function's parameter list to explicitly specify that we want the 

function to take no actual parameters when it is called. For example, function 

printmessage could have been declared as: 

 

 

void printmessage (void) 

{ 

cout << "I'm a function!"; 

} 

Although it is optional to specify void in the parameter list. In C++, a parameter list can 

simply be left blank if we want a function with no parameters. What you must always 

remember is that the format for calling a function includes specifying its name and 

enclosing its parameters between parentheses. The non-existence of parameters does not 

exempt us from the obligation to write the parentheses. For that reason the call to 

printmessage is: 

printmessage (); 

 

The parentheses clearly indicate that this is a call to a function and not the name of a 

variable or some other C++ statement. The following call would have been incorrect: 

printmessage; 

 

Functions (II) 

Arguments passed by value and by reference. 
 
Until now, in all the functions we have seen, the arguments passed to the functions have 

been passed by value. This means that when calling a function with parameters, what we 

have passed to the function were copies of their values but never the variables 

themselves. For example, suppose that we called our first function addition using the 

following code: 

 

int x=5, y=3, z; 

z = addition ( x , y ); 
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What we did in this case was to call to function addition passing the values of x and y, i.e. 

5 and 3 respectively, but not the variables x and y themselves. 

 

 

 

 

 

This way, when the function addition is called, the value of its local variables a and b 

become 5 and 3 respectively, but any modification to either a or b within the function 

addition will not have any effect in the values of x and y outside it, because variables x 

and y were not themselves passed to the function, but only copies of their values at the 

moment the function was called. 

 

But there might be some cases where you need to manipulate from inside a function the 

value of an external variable. For that purpose we can use arguments passed by reference, 

as in the function duplicate of the following example: 

 

// passing parameters by reference 

#include <iostream> 

using namespace std; 

void duplicate (int& a, int& b, int& c) 

{ 

a*=2; 

b*=2; 

c*=2; 

} 

int main () 

{ 

int x=1, y=3, z=7; 

duplicate (x, y, z); 

www.rejinpaul.comwww.rejinpaul.com



cout << "x=" << x << ", y=" << y << ", z=" << z; 

return 0; 

} 

x=2, y=6, z=14 

The first thing that should call your attention is that in the declaration of duplicate the 

type of each parameter was followed by an ampersand sign (&). This ampersand is what 

specifies that their corresponding arguments are to be passed by reference instead of by 

value. 

 

When a variable is passed by reference we are not passing a copy of its value, but we are 

somehow passing the variable itself to the function and any modification that we do to 

the local variables will have an effect in their counterpart variables passed as arguments 

in the call to the function. 

 

 

 

 

 

To explain it in another way, we associate a, b and c with the arguments passed on the 

function call (x, y and z) and any change that we do on a within the function will affect 

the value of x outside it. Any change that we do on b will affect y, and the same with c 

and z. That is why our program's output, that shows the values stored in x, y and z after 

the call to duplicate, shows the values of all the three variables of main doubled. 

 

If when declaring the following function: 

 

void duplicate (int& a, int& b, int& c) 

we had declared it this way: 

void duplicate (int a, int b, int c) 
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i.e., without the ampersand signs (&), we would have not passed the variables by 

reference, but a copy of their values instead, and therefore, the output on screen of our 

program would have been the values of x, y and z without having been modified. 

 

Passing by reference is also an effective way to allow a function to return more than one 

value. For example, here is a function that returns the previous and next numbers of the 

first parameter passed. 

 

// more than one returning value 

#include <iostream> 

using namespace std; 

void prevnext (int x, int& prev, int& next) 

{ 

prev = x-1; 

next = x+1; 

} 

int main () 

{ 

int x=100, y, z; 

prevnext (x, y, z); 

cout << "Previous=" << y << ", Next=" << z; 

return 0; 

} 

 

Previous=99, Next=101 

 

Default values in parameters. 

When declaring a function we can specify a default value for each of the last parameters. 

This value will be used if the corresponding argument is left blank when calling to the 

function. To do that, we simply have to use the assignment operator and a value for the 

arguments in the function declaration. If a value for that parameter is not passed when the 
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function is called, the default value is used, but if a value is specified this default value is 

ignored and the passed value is used instead. For example: 
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// default values in functions 

#include <iostream> 

using namespace std; 

int divide (int a, int b=2) 

{ 

int r; 

r=a/b; 

return (r); 

} 

int main () 

{ 

cout << divide (12); 

cout << endl; 

cout << divide (20,4); 

return 0; 

} 

 

6 

5 

 

As we can see in the body of the program there are two calls to function divide. In the 

first one: 

divide (12) 

we have only specified one argument, but the function divide allows up to two. So the 

function divide has assumed that the second parameter is 2 since that is what we have 

specified to happen if this parameter was not passed (notice the function declaration, 

which finishes with int b=2, not just int b). Therefore the result of this function call is 6 

(12/2). 

 

In the second call: 

divide (20,4) 
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there are two parameters, so the default value for b (int b=2) is ignored and b takes the 

value passed as argument, that is 4, making the result returned equal to 5 (20/4). 

 

Overloaded functions. 

In C++ two different functions can have the same name if their parameter types or 

number are different. That means that you can give the same name to more than one 

function if they have either a different number of parameters or different types in their 

parameters. For example: 

 

// overloaded function 

#include <iostream> 

using namespace std; 

int operate (int a, int b) 

{ 

return (a*b); 

} 

float operate (float a, float b) 

{ 

return (a/b); 

} 

int main () 

{ 

int x=5,y=2; 

float n=5.0,m=2.0; 

cout << operate (x,y); 

cout << "\n"; 

cout << operate (n,m); 

cout << "\n"; 

return 0; 

} 
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10 

2.5 

In this case we have defined two functions with the same name, operate, but one of them 

accepts two parameters of type int and the other one accepts them of type float. The 

compiler knows which one to call in each case by examining the types passed as 

arguments when the function is called. If it is called with two ints as its arguments it calls 

to the function that has two int parameters in its prototype and if it is called with two 

floats it will call to the one which has two float parameters in its prototype. 

 

In the first call to operate the two arguments passed are of type int, therefore, the function 

with the first prototype is called; This function returns the result of multiplying both 

parameters. While the second call passes two arguments of type float, so the function 

with the second prototype is called. This one has a different behavior: it divides one 

parameter by the other. So the behavior of a call to operate depends on the type of the 

arguments passed because the function has been overloaded. 

 

Notice that a function cannot be overloaded only by its return type. At least one of its 

parameters must have a different type. 

 

inline functions. 

The inline specifier indicates the compiler that inline substitution is preferred to the usual 

function call mechanism for a specific function. This does not change the behavior of a 

function itself, but is used to suggest to the compiler that the code generated by the 

function body is inserted at each point the function is called, instead of being inserted 

only once and perform a regular call to it, which generally involves some additional 

overhead in running time. 
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The format for its declaration is: 

 

inline type name ( arguments ... ) { instructions ... } 

 

and the call is just like the call to any other function. You do not have to include the 

inline keyword when calling the function, only in its declaration. Most compilers already 

optimize code to generate inline functions when it is more convenient. This specifier only 

indicates the compiler that inline is preferred for this function. 

 

Recursivity. 

Recursivity is the property that functions have to be called by themselves. It is useful for 

many tasks, like sorting or calculate the factorial of numbers. For example, to obtain the 

factorial of a number (n!) the mathematical formula would be: 

 

n! = n * (n-1) * (n-2) * (n-3) ... * 1 

more concretely, 5! (factorial of 5) would be: 

5! = 5 * 4 * 3 * 2 * 1 = 120 

and a recursive function to calculate this in C++ could be: 

 

// factorial calculator 

#include <iostream> 

using namespace std; 

long factorial (long a) 

{ 

if (a > 1) 

return (a * factorial (a-1)); 

else 

return (1); 

} 

int main () 

{ 
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long number; 

cout << "Please type a number: "; 

cin >> number; 

cout << number << "! = " << factorial (number); 

return 0; 

} 

 

Please type a number: 9 

9! = 362880 

 

Notice how in function factorial we included a call to itself, but only if the argument 

passed was greater than 1, since otherwise the function would perform an infinite 

recursive loop in which once it arrived to 0 it would continue multiplying by all the 

negative numbers (probably provoking a stack overflow error on runtime). 

 

This function has a limitation because of the data type we used in its design (long) for 

more simplicity. The results given will not be valid for values much greater than 10! or 

15!, depending on the system you compile it. 

 

Declaring functions. 

Until now, we have defined all of the functions before the first appearance of calls to 

them in the source code. These calls were generally in function main which we have 

always left at the end of the source code. If you try to repeat some of the examples of 

functions described so far, but placing the function main before any of the other functions 

that were called from within it, you will most likely obtain compiling errors. The reason 

is that to be able to call a function it must have been declared in some earlier point of the 

code, like we have done in all our examples. 

 

But there is an alternative way to avoid writing the whole code of a function before it can 

be used in main or in some other function. This can be achieved by declaring just a 
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prototype of the function before it is used, instead of the entire definition. This 

declaration is shorter than the entire definition, but significant enough for the compiler to 

determine its return type and the types of its parameters. 

 

Its form is: 

type name ( argument_type1, argument_type2, ...); 

 

It is identical to a function definition, except that it does not include the body of the 

function itself (i.e., the function statements that in normal definitions are enclosed in 

braces { }) and instead of that we end the prototype declaration with a mandatory 

semicolon (;). 

 

The parameter enumeration does not need to include the identifiers, but only the type 

specifiers. The inclusion of a name for each parameter as in the function definition is 

optional in the prototype declaration. For example, we can declare a function called 

protofunction with two int parameters with any of the following declarations: 

 

int protofunction (int first, int second); 

int protofunction (int, int); 

 

Anyway, including a name for each variable makes the prototype more legible. 

// declaring functions prototypes 

#include <iostream> 

using namespace std; 

void odd (int a); 

void even (int a); 

int main () 

{ 

int i; 

do { 

cout << "Type a number (0 to exit): "; 
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cin >> i; 

odd (i); 

} while (i!=0); 

return 0; 

} 

void odd (int a) 

{ 

if ((a%2)!=0) cout << "Number is odd.\n"; 

else even (a); 

} 

void even (int a) 

{ 

if ((a%2)==0) cout << "Number is even.\n"; 

else odd (a); 

} 

Type a number (0 to exit): 9 

Number is odd. 

Type a number (0 to exit): 6 

Number is even. 

Type a number (0 to exit): 1030 

Number is even. 

Type a number (0 to exit): 0 

Number is even. 

 

This example is indeed not an example of efficiency. I am sure that at this point you can 

already make a program with the same result, but using only half of the code lines that 

have been used in this example. Anyway this example illustrates how prototyping works. 

Moreover, in this concrete example the prototyping of at least one of the two functions is 

necessary in order to compile the code without errors. 
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The first things that we see are the declaration of functions odd and even: 

void odd (int a); 

void even (int a); 

This allows these functions to be used before they are defined, for example, in main, 

which now is located where some people find it to be a more logical place for the start of 

a program: the beginning of the source code. 

 

Anyway, the reason why this program needs at least one of the functions to be declared 

before it is defined is because in odd there is a call to even and in even there is a call to 

odd. If none of the two functions had been previously declared, a compilation error would 

happen, since either odd would not not be visible from even (because it has still not been 

declared), or even would not be visible from odd (for the same reason). 

 

Having the prototype of all functions together in the same place within the source code is 

found practical by some programmers, and this can be easily achieved by declaring all 

functions prototypes at the beginning of a program. 

C++ Friend Functions 

In this C++ tutorial, you will learn about friend functions, need for friend function, how 
to define and use friend function and few important points regarding friend function, 
explained with example. 

 

Need for Friend Function:  

As discussed in the earlier sections on access specifiers, when a data is declared as 
private inside a class, then it is not accessible from outside the class. A function that is 
not a member or an external class will not be able to access the private data. A 
programmer may have a situation where he or she would need to access private data from 
non-member functions and external classes. For handling such cases, the concept of 
Friend functions is a useful tool.  
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What is a Friend Function?  

A friend function is used for accessing the non-public members of a class. A class can 
allow non-member functions and other classes to access its own private data, by making 
them friends. Thus, a friend function is an ordinary function or a member of another 
class.  

 

How to define and use Friend Function in C++:  

The friend function is written as any other normal function, except the function 
declaration of these functions is preceded with the keyword friend. The friend function 
must have the class to which it is declared as friend passed to it in argument.  

 

Some important points to note while using friend functions in C++:  

 The keyword friend is placed only in the function declaration of the friend 

function and not in the function definition. 

 

 It is possible to declare a function as friend in any number of classes. 
 

 When a class is declared as a friend, the friend class has access to the private data 
of the class that made this a friend. 
 

 A friend function, even though it is not a member function, would have the rights 
to access the private members of the class. 
 

 It is possible to declare the friend function as either private orpublic. 
 

 The function can be invoked without the use of an object. The friend function has 
its argument as objects, seen in example below.  

Example to understand the friend function:  
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#include  
class exforsys 
{ 
private: 
int a,b; 
public: 
void test() 
{ 
a=100; 
b=200; 
} 
friend int compute(exforsys e1) 

//Friend Function Declaration with keyword friend and with the object of class 
exforsys to which it is friend passed to it 
};  

int compute(exforsys e1) 
{ 
//Friend Function Definition which has access to private data 
return int(e1.a+e2.b)-5; 
} 
 
main() 
{ 
exforsys e; 
e.test(); 
cout<<"The result is:"<<COMPUTE(E); 
//Calling of Friend Function with object as argument. 
} 

 

The output of the above program is  

 

The result is:295 

 
Static Member Function: 

Static data types can be accessed without instantiation of the class in C++. This is 

applicable for static functions also. 
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   The differences between a static member function and non-static member functions are 

as follows. 

 A static member function can access only static member data, static member 

functions and data and functions outside the class. A non-static member function 

can access all of the above including the static data member. 

 A static member function can be called, even when a class is not instantiated, a 

non-static member function can be called only after instantiating the class as an 

object. 

 A static member function cannot be declared virtual, whereas a non-static member 

functions can be declared as virtual 

 A static member function cannot have access to the 'this' pointer of the class. 

The static member functions are not used very frequently in programs. But nevertheless, 

they become useful whenever we need to have functions which are accessible even when 

the class is not instantiated.  

 

You cannot have static and nonstatic member functions with the same names and the 

same number and type of arguments. 

Like static data members, you may access a static member function f() of a class A 

without using an object of class A. 

A static member function does not have a this pointer. The following example 

demonstrates this: 

#include <iostream> 

using namespace std; 

 

struct X { 

private: 
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  int i; 

  static int si; 

public: 

  void set_i(int arg) { i = arg; } 

  static void set_si(int arg) { si = arg; } 

 

  void print_i() { 

    cout << "Value of i = " << i << endl; 

    cout << "Again, value of i = " << this->i << endl; 

  } 

 

  static void print_si() { 

    cout << "Value of si = " << si << endl; 

//    cout << "Again, value of si = " << this->si << endl; 

  } 

 

}; 

 

int X::si = 77;       // Initialize static data member 

 

int main() { 

  X xobj; 

  xobj.set_i(11); 

  xobj.print_i(); 

 

  // static data members and functions belong to the class and 

  // can be accessed without using an object of class X 

  X::print_si(); 

  X::set_si(22); 

  X::print_si(); 

} 
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The following is the output of the above example: 

Value of i = 11 

Again, value of i = 11 

Value of si = 77 

Value of si = 22 
 
Constructors: 

A constructor is a member function with the same name as its class. For example:  

class X { 

public: 

  X();      // constructor for class X 

}; 

 Constructors are used to create, and can initialize, objects of their class type. 

 You cannot declare a constructor as virtual or static, nor can you declare a 

constructor as const, volatile, or const volatile. 

 You do not specify a return type for a constructor. A return statement in the body 

of a constructor cannot have a return value. 

Types of Constructors: 

 Default Constructors 

 Copy Constructors 

 Parameterized Constructors 

o A constructor is a function that initilizes the members of an object. A 
constructor only knows how to build an object of its own class.  

o Constructors aren't automatically inherited between base and derived 
classes. If you don't supply one in the derived class, a default will be 
provided but this may not do what you want.  

If no constructor is supplied then a default one is created by the compiler without any 
parameters. There must always be a constructor, even if it is the default and empty. If you 
supply a constructor with parameters then a default will NOT be created.  
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Some points about constructors  

 Constructors are just functions with the same name as the class.  
 Constructors are intended to initialize the members of the class when an instance 

of that class is created.  
 Constructors are not called directly (except through initializer lists)  
 Constructors are never virtual.  
 Multiple constructors for the same class can be defined. They must have different 

parameters to distinguish them.  

There is a lot more to learn about constructors, for instance default constructors, 

assignment and copy constructors and these will be discussed in the next lesson.   

 

Default constructors  

A default constructor is a constructor that either has no parameters, or if it has 

parameters, all the parameters have default values. 

If no user-defined constructor exists for a class A and one is needed, the compiler 

implicitly declares a default parameterless constructor A::A(). This constructor is an 

inline public member of its class. The compiler will implicitly define A::A() when the 

compiler uses this constructor to create an object of type A. The constructor will have no 

constructor initializer and a null body. 

The compiler first implicitly defines the implicitly declared constructors of the base 

classes and nonstatic data members of a class A before defining the implicitly declared 

constructor of A. No default constructor is created for a class that has any constant or 

reference type members. 

A constructor of a class A is trivial if all the following are true: 

 It is implicitly defined 

 A has no virtual functions and no virtual base classes 

 All the direct base classes of A have trivial constructors 

 The classes of all the nonstatic data members of A have trivial constructors 
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If any of the above are false, then the constructor is nontrivial. 

A union member cannot be of a class type that has a nontrivial constructor. 

Like all functions, a constructor can have default arguments. They are used to initialize 

member objects. If default values are supplied, the trailing arguments can be omitted in 

the expression list of the constructor. Note that if a constructor has any arguments that do 

not have default values, it is not a default constructor. 

A copy constructor for a class A is a constructor whose first parameter is of type A&, 

const A&, volatile A&, or const volatile A&. Copy constructors are used to make a copy 

of one class object from another class object of the same class type. You cannot use a 

copy constructor with an argument of the same type as its class; you must use a reference. 

You can provide copy constructors with additional parameters as long as they all have 

default arguments. If a user-defined copy constructor does not exist for a class and one is 

needed, the compiler implicitly creates a copy constructor, with public access, for that 

class. A copy constructor is not created for a class if any of its members or base classes 

have an inaccessible copy constructor. 

 

 

The following code fragment shows two classes with constructors, default constructors, 

and copy constructors:  

class X { 

public: 

 

  // default constructor, no arguments 

  X(); 

 

  // constructor 
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  X(int, int , int = 0); 

 

  // copy constructor 

  X(const X&); 

 

  // error, incorrect argument type 

  X(X); 

}; 

 

class Y { 

public: 

 

  // default constructor with one 

  // default argument 

  Y( int = 0); 

 

  // default argument 

  // copy constructor 

  Y(const Y&, int = 0); 

}; 
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Parameterized Constructors 
 

   
 
#include <iostream> 
using namespace std; 
class myclass { 
  int a, b; 
public: 
  myclass(int i, int j) { 
     a=i;  
     b=j; 
  } 
      
  void show() { 
     cout << a << " " << b; 
  } 
}; 
int main() 
{ 
  myclass ob(3, 5); 
  ob.show(); 
  return 0; 
} 
 
            
          
     
   
 
 

Constructor: different parameter type 
 

 
   
#include <iostream> 
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#include <cstdlib> 
using namespace std; 
 
class myclass { 
  int a; 
public: 
  myclass(int x) {  
     a = x;  
  }  
  myclass(char *str) {  
     a = atoi(str);  
  } 
  int geta() {  
     return a;  
  } 
}; 
  
int main() 
{ 
  myclass object1 = 4;      
  myclass object2 = "123";  
 
  cout << "object1: " << object1.geta() << endl; 
  cout << "object2: " << object2.geta() << endl; 
 
  return 0; 
} 
 
 

Copy Constructors 

When copies of objects are made 

A copy constructor is called whenever a new variable is created from an object. This 

happens in the following cases (but not in assignment).  

 A variable is declared which is initialized from another object, eg,  

 Person q("Mickey"); // constructor is used to build q. 

 Person r(p);        // copy constructor is used to build r. 

 Person p = q;       // copy constructor is used to initialize in declaration. 

p = q;              // Assignment operator, no constructor or copy constructor. 
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 A value parameter is initialized from its corresponding argument.  

f(p);               // copy constructor initializes formal value parameter. 

 An object is returned by a function. 

C++ calls a copy constructor to make a copy of an object in each of the above cases. If 

there is no copy constructor defined for the class, C++ uses the default copy constructor 

which copies each field, ie, makes a shallow copy.  

Don't write a copy constructor if shallow copies are ok 

If the object has no pointers to dynamically allocated memory, a shallow copy is 

probably sufficient. Therefore the default copy constructor, default assignment operator, 

and default destructor are ok and you don't need to write your own.  

If you need a copy constructor, you also need a destructor and operator= 

If you need a copy constructor, it's because you need something like a deep copy, or 

some other management of resources. Thus is is almost certain that you will need a 

destructor and override the assignment operator.  

Copy constructor syntax 

The copy constructor takes a reference to a const parameter. It is const to guarantee that 

the copy constructor doesn't change it, and it is a reference because a value parameter 

would require making a copy, which would invoke the copy constructor, which would 

make a copy of its parameter, which would invoke the copy constructor, which ...  

Here is an example of a copy constructor for the Point class, which doesn't really need 

one because the default copy constructor's action of copying fields would work fine, but 

it shows how it works.  

//=== file Point.h ============================================= 

class Point { 

www.rejinpaul.comwww.rejinpaul.com



    public: 

        . . . 

        Point(const Point& p);   // copy constructor 

        . . . 

//=== file Point.cpp ========================================== 

. . . 

Point::Point(const Point& p) { 

    x = p.x; 

    y = p.y; 

} 

    . . . 

//=== file my_program.cpp ==================================== 

. . . 

Point p;            // calls default constructor 

Point s = p;        // calls copy constructor. 

p = s;              // assignment, not copy constructor. 

Difference between copy constructor and assignment 

A copy constructor is used to initialize a newly declared variable from an existing 

variable. This makes a deep copy like assignment, but it is somewhat simpler:  

1. There is no need to test to see if it is being initialized from itself. 

2. There is no need to clean up (eg, delete) an existing value (there is none). 

3. A reference to itself is not returned. 
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Copy constructor:  

This constructor takes one argument. Also called one argument constructor. The main use 
of copy constructor is to initialize the objects while in creation, also used to copy an 
object. The copy constructor allows the programmer to create a new object from an 
existing one by initialization.  
 
For example to invoke a copy constructor the programmer writes:  

 

Exforsys e3(e2);  
or  
Exforsys e3=e2; 

 

Both the above formats can be sued to invoke a copy constructor. 
 
For Example: 

#include <iostream.h> 
class Exforsys() 
{ 
    private: 
        int a; 
    public: 
        Exforsys() 
        { } 
        Exforsys(int w) 
    { 
        a=w; 
    }  
    Exforsys(Exforsys& e) 
    { 
        a=e.a; 
        cout<<” Example of Copy Constructor”; 
    } 
    void result() 
    { 
        cout<< a; 
    }  
}; 
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void main() 
{ 
    Exforsys e1(50);  
    Exforsys e3(e1); 
    cout<< “\ne3=”;e3.result(); 
} 

 
 
 

In the above the copy constructor takes one argument an object of type Exforsys which is 
passed by reference. The output of the above program is 

 

Example of Copy Constructor 
e3=50 

Destructors 

What is the use of Destructors 

Destructors are also special member functions used in C++ programming language. 
Destructors have the opposite function of a constructor. The main use of destructors is to 
release dynamic allocated memory. Destructors are used to free memory, release 
resources and to perform other clean up. Destructors are automatically named when an 
object is destroyed. Like constructors, destructors also take the same name as that of the 
class name. 

 

General Syntax of Destructors 

~ classname(); 

 

The above is the general syntax of a destructor. In the above, the symbol tilda ~ 
represents a destructor which precedes the name of the class. 
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Some important points about destructors: 

 Destructors take the same name as the class name.  
 Like the constructor, the destructor must also be defined in the public. The 

destructor must be a public member.  
 The Destructor does not take any argument which means that destructors cannot 

be overloaded.  
 No return type is specified for destructors.   

 

 

 

For example: 

 
class Exforsys 
{ 
    private: 
        …………… 
    public: 
        Exforsys() 
        { } 
        ~ Exforsys() 
        { }  
} 
 

 

OPERATOR OVERLOADING  
 
 To define an additional task to an operator(operator performs more than one 
operation) is called operator overloading. It is called compile time polymorphism.  
 
Operators which cannot be overloaded: 
We can overload all the C++ operator except the following operators: 

Class member access operators (. (dot operator), .*(dot star operator)) 
Scope resolution operator (::) 
Size operator (sizeof) 
Conditional operator (?:) 

 
Operators which cannot be overloaded as friends: 
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Assignment operator =. 
Function call operator (). 
Array subscript operator []. 
Access to class member using pointer to object operator ->. 

Rules followed for the original meaning when overloaded: 
 All arithmetic operators must return a value. However, it can be of a different type 

than what is returned to by original operator. 
 Unary operators, do not have any explicit arguments. If is overloaded as friend, 

they take one reference argument. 
 Binary operators take one explicit argument as member and take two explicit 

arguments as friend. 
 
Operator overloading is done with the help of a special function, called operator function, 
which describes the special task of an operator. 
 
OVERLOADING THROUGH MEMBER FUNCTIONS 
  
Steps of overloading: 
 Create a class that defines the data type that is to be used in the overloading 

operation. 
 Declare the operator function operator op () in the public part of the class. It may 

be either a member function (or a friend function).  
 Define the operator function to implement required operations. 

Example: 
 Class A 
 { 
  Int x,y; 
  Public: 
  A () 
  {} 
  A(int a) 
  { 
   x=a; 
  } 
  Void display() 
  { 
   Cout<<x; 
  } 
 }; 
 A  A  :: operator + (A c) // overloading operator  
 { 
  A temp; 
  temp.x=x+c.x; 
  return(temp); 
 } 
 Void main() 
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 { 
  A a1,a2,a3; 
  a1=A(100); 
  a2=A(10); 
  a3=a1+a2; 
  cout<<a3.display(); 
 } 
  
Limitations: 

Operator functions must either be member functions or friend functions.  
The overloading operator must have at least one operand that is user-defined type. 

 
OVERLOADING THROUGH FRIEND FUNCTIONS 
  
  Friend functions may be used in the place of member functions for overloading a 
binary operator, the only difference being that a friend function requires two arguments to 
be explicitly passed to it, while a member function requires only one. 
 
Example: 
 Class A 
 { 
  Int x,y; 
  Public: 
  A () 
  {} 
  A(int a) 
  { 
   x=a; 
  } 
  Void display() 
  { 
   Cout<<x; 
  } 
  friend A operator *(A , int); 
 }; 
 friend A operator *(A a1, int b1) 
 { 
  a1.x=b1 * a1.x; 
  return A(a1.x); 
 } 
 
 } 
 Void main() 
 { 
  A a1,a2,a3; 
  a1=A(100); 
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  a2=A(10); 
  a3=a1*a2; 
  cout<<a3.display(); 
 } 
  
 
 
OVERLOADING THE ASSIGNMENT OPERATOR  
 

Because assigning an object to another object of the same type is an activity  
most people expect to be possible, the compiler will automatically create a  
type::operator=(const type &) if you don’t make one.  

The behavior of this operator is member wise assignment. It assigns (copies)  
each member of an object to members of another object   

Overloading the Assignment Operator (=) each member of an object to members 
of another object. If this operation is sufficient you don't need to overload the assignment  
operator. 
 
Example: 

The assignment operator has a signature like this:  

  class MyClass  
{ 
  public: 
    ... 
    MyClass & operator=(const MyClass &rhs); 
    ... 
  } 
 
  MyClass a, b; 
  ... 
  b = a;   // Same as b.operator=(a); 

Notice that the = operator takes a const-reference to the right hand side of the assignment. 
The reason for this should be obvious, since we don't want to change that value; we only 
want to change what's on the left hand side.  

Also, you will notice that a reference is returned by the assignment operator. This is to 
allow operator chaining. You typically see it with primitive types, like this:  

  int a, b, c, d, e; 
 
  a = b = c = d = e = 42; 
This is interpreted by the compiler as:  
  a = (b = (c = (d = (e = 42)))); 
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In other words, assignment is right-associative. The last assignment operation is 
evaluated first, and is propagated leftward through the series of assignments. Specifically:  

 e = 42 assigns 42 to e, then returns e as the result  
 The value of e is then assigned to d, and then d is returned as the result  
 The value of d is then assigned to c, and then c is returned as the result  
 etc. 

Now, in order to support operator chaining, the assignment operator must return some 
value. The value that should be returned is a reference to the left-hand side of the 
assignment.  

 
Example: 
// Overloading the assignment operator for complex Numbers 
 
class ComplexT 
{    // A class to define complex numbers 
 double re,im; 
 public: 
 ComplexT() 
 {}    // Constructor 
 void operator=(const ComplexT& );    //assingment operator 
 void print() const; 
}; 
 
// Function for operator = 
void ComplexT::operator=(const ComplexT& z) 
{ 
  re = z.re; 
  im = z.im; 
  cout << "Assignment operator has been invoked" << endl; 
} 
 
 
void ComplexT::print() const 
{ 
 cout << "complex number= " << re << " , " << im << endl; 
} 
 
int main() 
{ 
 ComplexT z1, z2(1,2); 
 cout << "Before assignment:" << endl; 
 z1.print(); 
 z1=z2; 
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 cout << "After assignment:" << endl; 
 z1.print(); 
  
 return 0; 
} 
 

Now that you have understood the theory, let’s have a look at an example program: 

 

  // Example program to illustrate 

  // operator overloading 

  #include <iostream.h> 

 

  class myclass 

  { 

    int sub1, sub2; 

 

  public: 

    // default constructor 

    myclass(){} 

 

    // main constructor 

    myclass(int x, int y){sub1=x;sub2=y;} 

 

    // notice the declaration 

    myclass operator +(myclass); 

 

    void show(){cout<<sub1<<endl<<sub2;} 

  }; 

 

  // returns data of type myclass 

  myclass myclass::operator +(myclass ob) 

www.rejinpaul.comwww.rejinpaul.com



  { 

    myclass temp; 

 

    // add the data of the object 

    // that generated the call 

    // with the data of the object 

    // passed to it and store in temp 

    temp.sub1=sub1 + ob.sub1; 

    temp.sub2=sub2 + ob.sub2; 

 

    return temp; 

  } 

 

  void main() 

  { 

    myclass ob1(10,90); 

    myclass ob2(90,10); 

 

    // this is valid 

    ob1=ob1+ob2; 

 

    ob1.show(); 

  } 

 

At this stage many of you might be wondering why the operator function is taking only 

one argument when it’s operating on two objects (i.e. it’s a binary operator). 

To understand this, first have a look at this line of code: 

  ob1 = ob1 + ob2;  
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Now assume that ‘operator+’ function is just a regular function which is called as below 

when the respective operator (‘+’ in this case) is encountered with respect to the objects 

of its class. 

  ob1 = ob1.operator+(ob2); 

Something like this happens internally when an overloaded operator is encountered. As 

you can understand from this, when an operator is encountered, the objects to the left 

generates a call to the operator function to which ob3 is passed, the function does the 

operation as defined and returns the result as an object which is then assigned to ob1. 

 

TYPE CONVERSION  

It is the process of converting one type into another.  

There are two ways of achieving the type conversion namely: 

 Automatic Conversion otherwise called as Implicit Conversion 
 Type casting otherwise called as Explicit Conversion 

The type conversions are automatic as long as the data types involved are built-in types. 
In case of user defined data types, we have to design the conversion routines by 
ourselves, if such operations are required. 

User-defined conversions  

User-defined conversions allow you to specify object conversions with constructors or 
with conversion functions. User-defined conversions are implicitly used in addition to 
standard conversions for conversion of initializers, functions arguments, function return 
values, expression operands, expressions controlling iteration, selection statements, and 
explicit type conversions. 

There are two types of user-defined conversions: 

Conversion by constructor  
Conversion functions 

The compiler can use only one user-defined conversion (either a conversion constructor 
or a conversion function) when implicitly converting a single value. The following 
example demonstrates this:  
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class A { 
  int x; 
public: 
  operator int() { return x; }; 
}; 
 
class B { 
  A y; 
public: 
  operator A() { return y; }; 
}; 
 
int main () { 
  B b_obj; 
//  int i = b_obj; 
  int j = A(b_obj); 
} 

The compiler would not allow the statement int i = b_obj. The compiler would have to 
implicitly convert b_obj into an object of type A (with B::operator A()), then implicitly 
convert that object to an integer (with A::operator int()). The statement int j = A(b_obj) 
explicitly converts b_obj into an object of type A, then implicitly converts that object to 
an integer. 

User-defined conversions must be unambiguous, or they are not called. A conversion 
function in a derived class does not hide another conversion function in a base class 
unless both conversion functions convert to the same type. Function overload resolution 
selects the most appropriate conversion function. The following example demonstrates 
this:  

class A { 
  int a_int; 
  char* a_carp; 
public: 
  operator int() { return a_int; } 
  operator char*() { return a_carp; } 
}; 
 
class B : public A { 
  float b_float; 
  char* b_carp; 
public: 
  operator float() { return b_float; } 
  operator char*() { return b_carp; } 
}; 
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int main () { 
  B b_obj; 
//  long a = b_obj; 
  char* c_p = b_obj; 
} 

The compiler would not allow the statement long a = b_obj. The compiler could either 
use A::operator int() or B::operator float() to convert b_obj into a long. The statement 
char* c_p = b_obj uses B::operator char*() to convert b_obj into a char* because 
B::operator char*() hides A::operator char*(). 

When you call a constructor with an argument and you have not defined a constructor 
accepting that argument type, only standard conversions are used to convert the argument 
to another argument type acceptable to a constructor for that class. No other constructors 
or conversions functions are called to convert the argument to a type acceptable to a 
constructor defined for that class. The following example demonstrates this:  

class A { 
public: 
  A() { } 
  A(int) { } 
}; 
 
int main() { 
   A a1 = 1.234; 
//   A moocow = "text string"; 
} 

The compiler allows the statement A a1 = 1.234. The compiler uses the standard 
conversion of converting 1.234 into an int, then implicitly calls the converting constructor 
A(int). The compiler would not allow the statement A moocow = "text string"; converting 
a text string to an integer is not a standard conversion. 

EXPLICIT CONSTRUCTOR 
 
 Automatic conversion is used in C++. Whenever we define a constructor 
containing single argument, compiler automatically defines a conversion operator for 
converting between the argument type and user defined object type. When automatic 
conversion is not required, we can easily omit the creation of this conversion operator by 
using keyword explicit before the class name while defining the object.  The one 
argument constructor which is defined with keyword explicit before the definition. 
Explicit word prohibits the generation of conversion operator for a single argument 
constructor. 
Example: 
 Class brother 
 { 
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  string Name; 
  public: 
   explicit brother (string BrotherName); 
   { 
    Name=BrotherName; 
   } 
 }; 
 void main() 
 { 
  int i=5; 
  double f=3.4; 
  brother b1=brother(“Stevewaugh”); // Explicit (temporary object) 
  brother b2(“Gilchrist”);   
  brother b3=”RikiPonding”;  // Implicit(error) cannot convert  
 } 
 
   

UNIT-II 

        INHERITANCE  
 
A key feature of C++ classes is inheritance. Inheritance allows to create classes which are 
derived from other classes, so that they automatically include some of its "parent's" 
members, plus its own.  

For example, we are going to suppose that we want to declare a series of classes that 
describe polygons like our CRectangle, or like CTriangle. They have certain common 
properties, such as both can be described by means of only two sides: height and base. 
 
This could be represented in the world of classes with a class CPolygon from which we 
would derive the two other ones: CRectangle and CTriangle. 
 

 
 
The class CPolygon would contain members that are common for both types of polygon. 
In our case: width and height. And CRectangle and CTriangle would be its derived 
classes, with specific features that are different from one type of polygon to the other. 
 
Classes that are derived from others inherit all the accessible members of the base class. 
That means that if a base class includes a member A and we derive it to another class 
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with another member called B, the derived class will contain both members A and B. 
 
In order to derive a class from another, we use a colon (:) in the declaration of the derived 
class using the following format:  
 
class derived_class_name: public base_class_name 
{ /*...*/ }; 
 
 
Where derived_class_name is the name of the derived class and base_class_name is the 
name of the class on which it is based. The public access specifier may be replaced by 
any one of the other access specifiers protected and private. This access specifier limits 
the most accessible level for the members inherited from the base class: The members 
with a more accessible level are inherited with this level instead, while the members with 
an equal or more restrictive access level keep their restrictive level in the derived class. 

// derived classes 
#include <iostream> 
using namespace std; 
 
class CPolygon { 
  protected: 
    int width, height; 
  public: 
    void set_values (int a, int b) 
      { width=a; height=b;} 
  }; 
 
class CRectangle: public CPolygon { 
  public: 
    int area () 
      { return (width * height); } 
  }; 
 
class CTriangle: public CPolygon { 
  public: 
    int area () 
      { return (width * height / 2); } 
  }; 
   
int main () { 
  CRectangle rect; 
  CTriangle trgl; 
  rect.set_values (4,5); 
  trgl.set_values (4,5); 
  cout << rect.area() << endl; 

20 
10 
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  cout << trgl.area() << endl; 
  return 0; 
} 
 
 
The objects of the classes CRectangle and CTriangle each contain members inherited 
from CPolygon. These are: width, height and set_values(). 
 
The protected access specifier is similar to private. Its only difference occurs in fact with 
inheritance. When a class inherits from another one, the members of the derived class can 
access the protected members inherited from the base class, but not its private members. 
 
Since we wanted width and height to be accessible from members of the derived classes 
CRectangle and CTriangle and not only by members of CPolygon, we have used 
protected access instead of private. 
 
We can summarize the different access types according to who can access them in the 
following way:  

Access public protected private 
members of the same class yes yes yes 
members of derived classes yes yes no 
not members yes no no 
 
 
Where "not members" represent any access from outside the class, such as from main(), 
from another class or from a function. 
 
In our example, the members inherited by CRectangle and CTriangle have the same 
access permissions as they had in their base class CPolygon: 

CPolygon::width           // protected access 
CRectangle::width         // protected access 
 
CPolygon::set_values()    // public access 
CRectangle::set_values()  // public access  

 
 
This is because we have used the public keyword to define the inheritance relationship on 
each of the derived classes: 

class CRectangle: public CPolygon { ... } 
 
 
This public keyword after the colon (:) denotes the most accessible level the members 
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inherited from the class that follows it (in this case CPolygon) will have. Since public is 
the most accessible level, by specifying this keyword the derived class will inherit all the 
members with the same levels they had in the base class. 
 
If we specify a more restrictive access level like protected, all public members of the base 
class are inherited as protected in the derived class. Whereas if we specify the most 
restricting of all access levels: private, all the base class members are inherited as private. 
 
For example, if daughter was a class derived from mother that we defined as: 

class daughter: protected mother; 
 
 
This would set protected as the maximum access level for the members of daughter that 
it inherited from mother. That is, all members that were public in mother would become 
protected in daughter. Of course, this would not restrict daughter to declare its own 
public members. That maximum access level is only set for the members inherited from 
mother. 
 
If we do not explicitly specify any access level for the inheritance, the compiler assumes 
private for classes declared with class keyword and public for those declared with struct. 

What is inherited from the base class? 
In principle, a derived class inherits every member of a base class except: 

its constructor and its destructor  

its operator=() members  

its friends  
 
 
Although the constructors and destructors of the base class are not inherited themselves, 
its default constructor (i.e., its constructor with no parameters) and its destructor are 
always called when a new object of a derived class is created or destroyed. 
 
If the base class has no default constructor or you want that an overloaded constructor is 
called when a new derived object is created, you can specify it in each constructor 
definition of the derived class: 
 
derived_constructor_name (parameters) : base_constructor_name (parameters) {...} 
 
 
For example:  

// constructors and derived classes mother: no parameters 
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#include <iostream> 
using namespace std; 
 
class mother { 
  public: 
    mother () 
      { cout << "mother: no parameters\n"; } 
    mother (int a) 
      { cout << "mother: int parameter\n"; } 
}; 
 
class daughter : public mother { 
  public: 
    daughter (int a) 
      { cout << "daughter: int parameter\n\n"; 
} 
}; 
 
class son : public mother { 
  public: 
    son (int a) : mother (a) 
      { cout << "son: int parameter\n\n"; } 
}; 
 
int main () { 
  daughter cynthia (0); 
  son daniel(0); 
   
  return 0; 
} 

daughter: int parameter 
  
mother: int parameter 
son: int parameter 

 
 
Notice the difference between which mother's constructor is called when a new daughter 
object is created and which when it is a son object. The difference is because the 
constructor declaration of daughter and son: 

daughter (int a)          // nothing specified: call default 
son (int a) : mother (a)  // constructor specified: call this  

 
PUBLIC, PRIVATE, AND PROTECTED DERIVATIONS 

C++ introduces three new keywords to set the boundaries in a structure: public, private, 
and protected. Their use and meaning are remarkably straightforward. These access 
specifiers are used only in a structure declaration, and they change the boundary for all 
the declarations that follow them. Whenever you use an access specifier, it must be 
followed by a colon. 
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Public 

public means all member declarations that follow are available to everyone. public 
members are like struct members. For example, the following struct declarations are 
identical: 

//: C05:Public.cpp 
// Public is just like C's struct 
 
struct A { 
  int i; 
  char j; 
  float f; 
  void func(); 
}; 
 
void A::func() {} 
 
struct B { 
public: 
  int i; 
  char j; 
  float f; 
  void func(); 
}; 
 
void B::func() {}   
 
int main() { 
  A a; B b; 
  a.i = b.i = 1; 
  a.j = b.j = 'c'; 
  a.f = b.f = 3.14159; 
  a.func(); 
  b.func(); 
} ///:~ 

Private 

The private keyword, on the other hand, means that no one can access that member 
except you, the creator of the type, inside function members of that type. private is a 
brick wall between you and the client programmer; if someone tries to access a private 
member, they’ll get a compile-time error. In struct B in the example above, you may 
want to make portions of the representation (that is, the data members) hidden, accessible 
only to you: 
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//: C05:Private.cpp 
// Setting the boundary 
 
struct B { 
private: 
  char j; 
  float f; 
public: 
  int i; 
  void func(); 
}; 
 
void B::func() { 
  i = 0; 
  j = '0'; 
  f = 0.0; 
}; 
 
int main() { 
  B b; 
  b.i = 1;    // OK, public 
//!  b.j = '1';  // Illegal, private 
//!  b.f = 1.0;  // Illegal, private 
} ///:~ 

Although func( ) can access any member of B (because func( ) is a member of B, thus 
automatically granting it permission), an ordinary global function like main( ) cannot. Of 
course, neither can member functions of other structures. Only the functions that are 
clearly stated in the structure declaration (the “contract”) can have access to private 
members. 

There is no required order for access specifiers, and they may appear more than once. 
They affect all the members declared after them and before the next access specifier. 

Protected 

In an ideal world, private members would always be hard-and-fast private, but in real 
projects there are times when you want to make something hidden from the world at large 
and yet allow access for members of derived classes. The protected keyword is a nod to 
pragmatism; it says, “This is private as far as the class user is concerned, but available to 
anyone who inherits from this class.” 

The best approach is to leave the data members private – you should always preserve 
your right to change the underlying implementation. You can then allow controlled 
access to inheritors of your class through protected member functions. 
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Multiple inheritance  

You can derive a class from any number of base classes. Deriving a class from more than 
one direct base class is called multiple inheritance. 

In the following example, classes A, B, and C are direct base classes for the derived class 
X:  

class A { /* ... */ }; 
class B { /* ... */ }; 
class C { /* ... */ }; 
class X : public A, private B, public C { /* ... */ }; 

The following inheritance graph describes the inheritance relationships of the above 
example. An arrow points to the direct base class of the class at the tail of the arrow: 

 

The order of derivation is relevant only to determine the order of default initialization by 
constructors and cleanup by destructors. 

A direct base class cannot appear in the base list of a derived class more than once:  

class B1 { /* ... */ };                   // direct base class 
class D : public B1, private B1 { /* ... */ }; // error 

However, a derived class can inherit an indirect base class more than once, as shown in 
the following example:  

 
class L { /* ... */ };                  // indirect base class 
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class B2 : public L { /* ... */ }; 
class B3 : public L { /* ... */ }; 
class D : public B2, public B3 { /* ... */ }; // valid 

In the above example, class D inherits the indirect base class L once through class B2 and 
once through class B3. However, this may lead to ambiguities because two subobjects of 
class L exist, and both are accessible through class D. You can avoid this ambiguity by 
referring to class L using a qualified class name. For example:  

B2::L 

or  

B3::L. 

You can also avoid this ambiguity by using the base specifier virtual to declare a base 
class, as described in Derivation 

The syntax of a derived class with multiple base classes is as follows: 

class D: visibility B-1, visibility B-2… 

{ 

       ….. 

       ….(Body of  D) 

       ….. 

}; 

where visibility may be public or private. The base classes are separately by commas. 

Example : 

class P: public M, public N 

{ 

      public: 
             void display(void); 

}; 

classes M and N have been specified as follows: 
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class M 

{ 

 protected: 

  int m; 

 public: 

  void get_m(int); 

}; 

void M :: get_m(int x) 

{ 

 m=x; 

} 

class N 

{ 

 protected: 

  int n; 

 public: 

  void get_n(int); 

}; 

void N :: get_n(int y) 

{ 

 n=y; 

} 

the derived class P, as declared above, would, in effect, contain all the members of M and 
N in addition to its own members as shown below: 
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class P 

{  

 protected: 

  int m;  //from M 

  int n;  //from N 

 public: 

  void get_m(int); 

  void get_n(int); 

  void display(void); 

}; 

 

The member function display() can be defined as fowllows. 

Void P:: display(void) 

{ 

 cout<<”m=”<<m<<”\n”; 

 cout<<”n=”<<n<<”\n”; 

 cout<<”m*n=”<<m*n<<”\n”; 

}; 

the main() function which provides the user-interface may be written as follows. 

 

int main() 

{ 
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 P p; 

 p.get_m(20); 

 p.get_n(200); 

 p.display(); 

}  

the output of program would be: 

m=20 

n=200 

m*n=4000 

 

Virtual Base Class 

 

 

In the above example, there are two derived classes Exf1 and Exf2 from the base class 
Exforsys. As shown in the above diagram, the Training class is derived from both of the 
derived classes Exf1 and Exf2. In this scenario, if a user has a member function in the 
class Training where the user wants to access the data or member functions of the class 
Exforsys it would result in error if it is performed like this:  

 
 
class Exforsys  
{  
protected:  

www.rejinpaul.comwww.rejinpaul.com



int x;  
};  
 
class Exf1:public Exforsys  
{ };  
 
class Exf2:public Exforsys  
{ };  
 
class Training:public Exf1,public Exf2  
{  
public:  
int example()  
{  
return x;  
}  
}; 
 
 

The above program results in a compile time error as the member function example() of 
class Training tries to access member data x of class Exforsys. This results in an error 
because the derived classes Exf1 and Exf2 (derived from base class Exforsys) create 
copies of Exforsys called subobjects.  

 

This means that each of the subobjects have Exforsys member data and member 
functions and each have one copy of member data x. When the member function of the 
class Training tries to access member data x, confusion arises as to which of the two 
copies it must access since it derived from both derived classes, resulting in a compile 
time error.  

 

When this occurs, Virtual base class is used. Both of the derived classes Exf1 and Exf2 
are created as virtual base classes, meaning they should share a common subobject in 
their base class.  

For Example:  

 
class Exforsys  
{  
protected:  
int x;  
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;  
 
 
class Exf1:virtual public Exforsys  
{ };  
 
class Exf2:virtual public Exforsys  
{ };  
 
class Training:public Exf1,public Exf2  
{  
public:  
int example()  
{  
return x;  
}  
};  
 

n the above example, both Exf1 and Exf2 are created as Virtual base classes by using the 

keyword virtual. This enables them to share a common subobject of their base class 

Exforsys. This results in only one copy that the member function example() of Class 

Training can access the member data x. 

C++ Pointers 

Concept of Pointers:  

Every storage location of memory has an associated address. Address is a number that 
grows sequentially. For every program placed in memory, each variable or function in the 
program has an associated address.  

 

The address of operator:  

The address of operator or Reference operator is denoted by the notation &. When the 
user wants to get the address of a variable, then the reference operator & can be used. The 
operator & is used to find the address associated with a variable.  

 

The syntax of the reference operator is as follows:  

&variablename  
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This means that the address of the variablename is achieved.  

 

 

 

For Example  

 
 
#include <iostream.h> 
void main() 
{ 
int exf=200; 
int test=300; 
cout<<endl<<&exf<<endl<<&test; 
} 

 

The output of the above program is:  

 

0x92343456 
0x78252348 

The &exf has the address associated with the integer variable exf and the &test has the 
address associated with the integer variable test which are displayed using the cout 
statement.  

 

Using the understanding of address of operators, the discussion turns to the concept of 
pointers.  

Exforsys = 100;  
test = exforsys;  
x = &exforsys;  
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Using the above information, the assignment takes place as below:  

 

exforsys is an integer variable having the value of 100 stored in memory address location 
3501.  

When the variable exforsys is assigned to the variable test in the second statement:  

test = exforsys;  

 

The value of the variable exforsys 100 is copied to the variable test.  

In the third statement, the address of the variable exforsys is denoted by reference 
operator &exforsys is assigned to the variable x as:  

x = &exforsys;  

The address of the variable 3501 and not the contents of the variable exforsys is copied 

into the variable x. The pointers concept fits in this statement. Pointers are the variable 

that store the reference to another variable. Pointers are variables that store the address of 
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the variable that it is pointed by. Variable x is referred to as the pointer in the above 

example.  

The programmer must note that the address operator placed before a variable is not the 

same as operator & placed after the variable. For example, &x is not same as x&. 

Variable &x refers to address operator whereas x& refer to reference operator&.  

Pointer is a variable that holds the address, also called pointer variable.  

 

 

Defining Pointer Variables or Pointer:  

In order to define pointer variables, the programmer must use the operator denoted as * in 
C++.  

The symbol * when placed before a pointer, variable means that it as a pointer to.  

While defining variables, the data type is placed before it. When the programmer wants 
to define the integer variable i it is written:  

int i;  

A programmer may think that to define pointer variable there is a separate data type. But 
this is not the case. There is no separate data type for pointer available. When a 
programmer defines a pointer variable, he or she can point to integer, float, char. The 
compiler must know the type of data the pointer is pointing to.  

 

To define pointer variable is as follows:  

datatype_of_ variable_pointedto* pointer_varaible;  

For example:  

char* ch;  

This defines that ch is a pointer variable which points to char data type.  

int* i;  
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This defines that i is a pointer variable which points to int data type.  

float* f;  

This defines that f is a pointer variable which points to float data type. 

 

Pointers to objects 
 

A pointer can point to an object of a class. Consider a class emp, which is defined as 

shown. 

 

Example  

Class emp  

{  

int code;  

float salary;  

public:  

Void input(int c, float s)  

{  

code=c;   

salary=s;  

}  

void display(void)  

{  

cout«"EmpIoyee code'' «code;  

cout«"Employee salary "«salary;   

}  

};  

 

we can declare a pointer ptr of type class emp  

 

epm *ptr; 
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Pointer can be made to point to the object at runtime. Thus, they are useful for dynamic 

memory allocation. The pointer ptr of class emp is made to point to the address of the 

object objl as shown. 

 

Emp *ptr = &obj1;  

 

Obj1.input(5,2.3);   

Obj1.display();  

 

(*ptr).Obj1.input(5,2.3); (*ptr).0bj1.display(); 

 

The member functions input and display of class emp can be referred in the either of the 

two ways as shown. This implies that *ptr is an alias forthe object1 

 

 

 

 

Virtual base classes in C++ 
class B { 
  protected: 

    int b_; 

}; 

 

class D1 : public B { 

}; 

 

class D2 : public B { 

}; 

 

class D1v : public virtual B { 
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}; 

 

class D2v : public virtual B { 

}; 

 

class D : public D1, public D2 { 

public: 

  void f(); 

}; 

 

class Dvv : public virtual D1, public virtual D2 { 

public: 

  void f(); 

}; 

 

class D_vv : public D1v, public D2v { 

public: 

  void f(); 

}; 

 

void D::f() { 

  // b_= 4;   // error C2385 D::b_ is ambigous, 

              // could be the 'b_' in base 'B' of base 'D1' of class 'D' 

              // or the 'b_' in base 'B' of base 'D2' of class 'D' 

 

  D1::b_ = 5; // Ok 

  D2::b_ = 6; // Ok 

} 

 

void Dvv::f() { 

 //  b_ = 4;   // error C2385: 'Dvv::b_' is ambiguous 
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               // could be the 'b_' in base 'B' of base 'D1' of class 'Dvv' 

               // or the 'b_' in base 'B' of base 'D2' of class 'Dvv' 

 

  D1::b_ = 7;  // Ok 

  D2::b_ = 8;  // Ok 

} 

Here is the implementation of D_vv::f. D_vv has to base classes: D1v and D2v which 

both have B as a virtual base class. Therefore, b_ is shared, and setting b_ is equivalent to 

setting D1v::b_ which is equivalent to setting D2v::b_.  

void D_vv::f() { 

  b_=4;  // Ok 

  D1v::b_=5; 

  D2v::b_=6; 

  if (     b_ != D1v::b_ || 

           b_ != D2v::b_ || 

      D1v::b_ != D2v::b_)  

  { 

    throw "Should not be thrown"; 

  } 

} 

 

int main() { 

  D d; 

  d.f(); 

 

  Dvv dvv; 

  dvv.f(); 

 

  D_vv d_vv; 

  d_vv.f(); 
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  return 0; 

} 

 

Abstract classes  

An abstract class is a class that is designed to be specifically used as a base class. An 

abstract class is not used to create objects. An abstract class contains at least one pure 

virtual function. You declare a pure virtual function by using a pure specifier (= 0) in the 

declaration of a virtual member function in the class declaration. 

The following is an example of an abstract class: 

class AB { 

public: 

  virtual void f() = 0; 

}; 

Function AB::f is a pure virtual function. A function declaration cannot have both a pure 

specifier and a definition. For example, the compiler will not allow the following: 

struct A { 

  virtual void g() { } = 0; 

}; 

You cannot use an abstract class as a parameter type, a function return type, or the type of 

an explicit conversion, nor can you declare an object of an abstract class. You can, 

however, declare pointers and references to an abstract class. The following example 

demonstrates this: 

struct A { 

  virtual void f() = 0; 

}; 
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struct B : A { 

  virtual void f() { } 

}; 

 

// Error: 

// Class A is an abstract class 

// A g(); 

 

// Error: 

// Class A is an abstract class 

// void h(A); 

A& i(A&); 

 

int main() { 

 

// Error: 

// Class A is an abstract class 

//   A a; 

 

   A* pa; 

   B b; 

 

// Error: 

// Class A is an abstract class 

//   static_cast<A>(b); 

} 

Class A is an abstract class. The compiler would not allow the function declarations A g() 

or void h(A), declaration of object a, nor the static cast of b to type A. 

RUNTIME POLYMORPHISM 
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 Polymorphism achieved using virtual functions is known as runtime 
polymorphism.   
 
VIRTUAL FUNCTIONS  

By default, C++ matches a function call with the correct function definition at compile 
time. This is called static binding. You can specify that the compiler match a function call 
with the correct function definition at run time; this is called dynamic binding. You 
declare a function with the keyword virtual if you want the compiler to use dynamic 
binding for that specific function. 

The following examples demonstrate the differences between static and dynamic binding. 
The first example demonstrates static binding: 

#include <iostream> 
using namespace std; 
 
struct A { 
   void f() { cout << "Class A" << endl; } 
}; 
 
struct B: A { 
   void f() { cout << "Class B" << endl; } 
}; 
 
void g(A& arg) { 
   arg.f(); 
} 
 
int main() { 
   B x; 
   g(x); 
} 

The following is the output of the above example: 

Class A 
When function g() is called, function A::f() is called, although the argument refers to an 

object of type B. At compile time, the compiler knows only that the argument of function 

g() will be a reference to an object derived from A; it cannot determine whether the 

argument will be a reference to an object of type A or type B.  
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Function and class templates 

 

C++ Function templates are those functions which can handle different data types 

without separate code for each of them. For a similar operation on several kinds of data 

types, a programmer need not write different versions by overloading a function. It is 

enough if he writes a C++ template based function. This will take care of all the data 

types. 

   There are two types of templates in C++, viz., function templates and class templates. 

This article deals with only the function templates. 

   There are lot of occasions, where we might need to write the same functions for 

different data types. A favorite example can be addition of two variables. The variable 

can be integer, float or double. The requirement will be to return the corresponding return 

type based on the input type. If we start writing one function for each of the data type, 

then we will end up with 4 to 5 different functions, which can be a night mare for 

maintenance.  

   C++ templates come to our rescue in such situations.  When we use C++ function 

templates, only one function signature needs to be created. The C++ compiler will 

automatically generate the required functions for handling the individual data types. This 

is how a programmer's life is made a lot easier. 

C++ Template functions - Details:    

   Let us assume a small example for Add function. If the requirement is to use this Add 

function for both integer and float, then two functions are to be created for each of the 

data type (overloading). 

   int Add(int a,int b) { return a+b;} // function Without C++ template 

   float Add(float a, float b) { return a+b;} // function Without C++ template 

   If there are some more data types to be handled, more functions should be added.  
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   But if we use a c++ function template, the whole process is reduced to a single c++ 

function template. The following will be the code fragment for Add function. 

   template <class T> 

   T Add(T a, T b) //C++ function template sample 

   { 

     return a+b; 

   } 

  This c++ function template definition will be enough. Now when the integer version of 

the function, the compiler generates an Add function compatible for integer data type and 

if float is called it generates float type and so on. 

   Here T is the typename. This is dynamically determined by the compiler according to 

the parameter passed. The keyword class means, the parameter can be of any type. It can 

even be a class.    

C++ Template functions - Applicability: 

   C++ function templates can be used wherever the same functionality has to be 

performed with a number of data types. Though very useful, lots of care should be taken 

to test the C++ template functions during development. A well written c++ template will 

go a long way in saving time for programmers. 

C++ Class Templates are used where we have multiple copies of code for different data 

types with the same logic. If a set of functions or classes have the same functionality for 

different data types, they becomes good candidates for being written as Templates. 

   One good area where this C++ Class Templates are suited can be container classes. 

Very famous examples for these container classes will be the STL classes like vector, list 

etc., Once code is written as a C++ class template, it can support all data types. Though 

very useful, It is advisable to write a class as a template after getting a good hands-on 

experience on the logic (by writing the code with normal data types). There are cases 
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where we need specialization for writing optimized code for specific data types. This 

C++ class template Specialization article gives a brief description. 

   This article describes how to declare, define and use the C++ Class Templates in 

practice. This tries to build a very preliminary Queue, using the STL::Vector container 

class.  

Declaring C++ Class Templates: 

   Declaration of C++ class template should start with the keyword template. A parameter 

should be included inside angular brackets. The parameter inside the angular brackets, 

can be either the keyword class or typename. This is followed by the class body 

declaration with the member data and member functions. The following is the declaration 

for a sample Queue class. 

//Sample code snippet for C++ Class Template 

template <typename T> 

class MyQueue 

{ 

         std::vector<T> data; 

      public: 

         void Add(T const &d); 

         void Remove(); 

         void Print(); 

}; 

   The keyword class highlighted in blue color, is not related to the typename. This is a 

mandatory keyword to be included for declaring a template class. 

Defining member functions - C++ Class Templates: 
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   If the functions are defined outside the template class body, they should always be 

defined with the full template definition. Other conventions of writing the function in 

C++ class templates are the same as writing normal c++ functions. 

template <typename T> void MyQueue<T> ::Add(T const &d) 

{ 

     data.push_back(d); 

} 

 

template <typename T> void MyQueue<T>::Remove() 

{ 

      data.erase(data.begin( ) + 0,data.begin( ) + 1); 

} 

 

template <typename T> void MyQueue<T>::Print() 

{ 

     std::vector <int>::iterator It1; 

     It1 = data.begin(); 

     for ( It1 = data.begin( ) ; It1 != data.end( ) ; It1++ ) 

          cout << " " << *It1<<endl; 

 

} 

  

   The Add function adds the data to the end of the vector. The remove function removes 

the first element. These functionalities make this C++ class Template behave like a 

normal Queue. The print function prints all the data using the iterator. 

Full Program - C++ Class Templates: 

//C++_Class_Templates.cpp 
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#include <iostream.h> 

#include <vector> 

 

template <typename T> 

class MyQueue 

{ 

     std::vector<T> data;  

   public: 

     void Add(T const &); 

     void Remove(); 

     void Print(); 

}; 

 

template <typename T> void MyQueue<T> ::Add(T const &d) 

{ 

     data.push_back(d); 

} 

 

template <typename T> void MyQueue<T>::Remove() 

{ 

     data.erase(data.begin( ) + 0,data.begin( ) + 1); 

} 

 

template <typename T> void MyQueue<T>::Print() 

{ 

     std::vector <int>::iterator It1; 

     It1 = data.begin(); 

     for ( It1 = data.begin( ) ; It1 != data.end( ) ; It1++ ) 

        cout << " " << *It1<<endl; 

 

} 
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//Usage for C++ class templates 

void main() 

{ 

     MyQueue<int> q; 

     q.Add(1); 

     q.Add(2); 

 

     cout<<"Before removing data"<<endl; 

     q.Print(); 

 

     q.Remove(); 

     cout<<"After removing data"<<endl; 

     q.Print(); 

} 

Advantages of C++ Class Templates:   

 One C++ Class Template can handle different types of parameters. 

 Compiler generates classes for only the used types. If the template is instantiated 

for int type, compiler generates only an int version for the c++ template class. 

 Templates reduce the effort on coding for different data types to a single set of 

code. 

 Testing and debugging efforts are reduced. 

EXCEPTION HANDLING  

Exception handling is a mechanism that separates code that detects and handles 
exceptional circumstances from the rest of your program. Note that an exceptional 
circumstance is not necessarily an error. 

When a function detects an exceptional situation, you represent this with an object. This 
object is called an exception object. In order to deal with the exceptional situation you 
throw the exception. This passes control, as well as the exception, to a designated block 
of code in a direct or indirect caller of the function that threw the exception. This block of 
code is called a handler. In a handler, you specify the types of exceptions that it may 
process. The C++ run time, together with the generated code, will pass control to the first 
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appropriate handler that is able to process the exception thrown. When this happens, an 
exception is caught. A handler may rethrow an exception so it can be caught by another 
handler. 

The exception handling mechanism is made up of the following elements: 

try blocks  
catch blocks  
throw expressions  

 
TRY-CATCH-THROW PARADIGM 
 
Exceptions provide a way to react to exceptional circumstances (like runtime errors) in 
our program by transferring control to special functions called handlers. 
 
To catch exceptions we must place a portion of code under exception inspection. This is 
done by enclosing that portion of code in a try block. When an exceptional circumstance 
arises within that block, an exception is thrown that transfers the control to the exception 
handler. If no exception is thrown, the code continues normally and all handlers are 
ignored. 
 
An exception is thrown by using the throw keyword from inside the try block. Exception 
handlers are declared with the keyword catch, which must be placed immediately after 
the try block: 

 

// exceptions 
#include <iostream> 
using namespace std; 
 
int main () { 
  try 
  { 
    throw 20; 
  } 
  catch (int e) 
  { 
    cout << "An exception occurred. 
Exception Nr. " << e << endl; 
  } 
  return 0; 
} 

An exception occurred. Exception Nr. 20 
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The code under exception handling is enclosed in a try block. In this example this code 
simply throws an exception: 

throw 20; 
 
 
A throw expression accepts one parameter (in this case the integer value 20), which is 
passed as an argument to the exception handler. 
 
The exception handler is declared with the catch keyword. As you can see, it follows 
immediately the closing brace of the try block. The catch format is similar to a regular 
function that always has at least one parameter. The type of this parameter is very 
important, since the type of the argument passed by the throw expression is checked 
against it, and only in the case they match, the exception is caught. 
 
We can chain multiple handlers (catch expressions), each one with a different parameter 
type. Only the handler that matches its type with the argument specified in the throw 
statement is executed. 
 
If we use an ellipsis (...) as the parameter of catch, that handler will catch any exception 
no matter what the type of the throw exception is. This can be used as a default handler 
that catches all exceptions not caught by other handlers if it is specified at last: 

try { 
  // code here 
} 
catch (int param) { cout << "int exception"; } 
catch (char param) { cout << "char exception"; } 
catch (...) { cout << "default exception"; } 

 
 
In this case the last handler would catch any exception thrown with any parameter that is 
neither an int nor a char. 
 
After an exception has been handled the program execution resumes after the try-catch 
block, not after the throw statement!. 
 
It is also possible to nest try-catch blocks within more external try blocks. In these cases, 
we have the possibility that an internal catch block forwards the exception to its external 
level. This is done with the expression throw; with no arguments. For example:  

try { 
  try { 
      // code here 
  } 
  catch (int n) { 
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      throw; 
  } 
} 
catch (...) { 
  cout << "Exception occurred"; 
} 
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Input/Output with files, File Handling in C++ 

C++ provides the following classes to perform output and input of characters to/from 

files:  

 

ofstream: Stream class to write on files  

ifstream: Stream class to read from files  

fstream: Stream class to both read and write from/to files.  

 

These classes are derived directly or indirectly from the classes istream, and ostream. We 

have already used objects whose types were these classes: cin is an object of class istream 

and cout is an object of class ostream. Therfore, we have already been using classes that 

are related to our file streams. And in fact, we can use our file streams the same way we 

are already used to use cin and cout, with the only difference that we have to associate 

these streams with physical files. Let's see an example:  

 

// basic file operations  

#include <iostream>  

#include <fstream>  

using namespace std;  

 

int main () {  

ofstream myfile;  

myfile.open ("example.txt");  

myfile << "Writing this to a file.\n";  

myfile.close();  

return 0;  

}  

[file example.txt]  

Writing this to a file  
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This code creates a file called example.txt and inserts a sentence into it in the same way 

we are used to do with cout, but using the file stream myfile instead.  

 

But let's go step by step:  

 

Open a file  

The first operation generally performed on an object of one of these classes is to associate 

it to a real file. This procedure is known as to open a file. An open file is represented 

within a program by a stream object (an instantiation of one of these classes, in the 

previous example this was myfile) and any input or output operation performed on this 

stream object will be applied to the physical file associated to it.  

 

In order to open a file with a stream object we use its member function open():  

 

open (filename, mode);  

 

 

Where filename is a null-terminated character sequence of type const char * (the same 

type that string literals have) representing the name of the file to be opened, and mode is 

an optional parameter with a combination of the following flags:  

 

ios::in Open for input operations.  

ios::out Open for output operations.  

ios::binary Open in binary mode.  

ios::ate Set the initial position at the end of the file.  

If this flag is not set to any value, the initial position is the beginning of the file.  

ios::app All output operations are performed at the end of the file, appending the content 

to the current content of the file. This flag can only be used in streams open for output-

only operations.  

ios::trunc If the file opened for output operations already existed before, its previous 
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content is deleted and replaced by the new one.  

 

 

All these flags can be combined using the bitwise operator OR (|). For example, if we 

want to open the file example.bin in binary mode to add data we could do it by the 

following call to member function open():  

 

ofstream myfile;  

myfile.open ("example.bin", ios::out | ios::app | ios::binary);  

 

 

 

Each one of the open() member functions of the classes ofstream, ifstream and fstream 

has a default mode that is used if the file is opened without a second argument:  

 

class default mode parameter  

ofstream ios::out  

ifstream ios::in  

fstream ios::in | ios::out  

 

 

For ifstream and ofstream classes, ios::in and ios::out are automatically and respectivelly 

assumed, even if a mode that does not include them is passed as second argument to the 

open() member function.  

 

The default value is only applied if the function is called without specifying any value for 

the mode parameter. If the function is called with any value in that parameter the default 

mode is overridden, not combined.  
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File streams opened in binary mode, perform input and output operations independently 

of any format considerations. Non-binary files are known as text files, and some 

translations may occur due to formatting of some special characters (like newline and 

carriage return characters)  

 

Since the first task that is performed on a file stream object is generally to open a file, 

these three classes include a constructor that automatically calls the open() member 

function and has the exact same parameters as this member. Therefor, we could also have 

declared the previous myfile object and conducted the same opening operation in our 

previous example by writing:  

 

ofstream myfile ("example.bin", ios::out | ios::app | ios::binary);  

 

Combining object construction and stream opening in a single statement. Both forms to 

open a file are valid and equivalent.  

 

To check if a file stream was successful opening a file, you can do it by calling to 

member is_open() with no arguments. This member function returns a bool value of true 

in the case that indeed the stream object is associated with an open file, or false 

otherwise:  

 

if (myfile.is_open()) { /* ok, proceed with output */ }  

 

Closing a file  

When we are finished with our input and output operations on a file we shall close it so 

that its resources become available again. In order to do that we have to call the stream's 

member function close(). This member function takes no parameters, and what it does is 

to flush the associated buffers and close the file:  

myfile.close();  

Once this member function is called, the stream object can be used to open another file, 

and the file is available again to be opened by other processes.  
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In case that an object is destructed while still associated with an open file, the destructor 

automatically calls the member function close().  

 

 

Text files  

Text file streams are those where we do not include the ios::binary flag in their opening 

mode. These files are designed to store text and thus all values that we input or output 

from/to them can suffer some formatting transformations, which do not necessarily 

correspond to their literal binary value.  

Data output operations on text files are performed in the same way we operated with 

cout:  

 

// writing on a text file  

#include <iostream>  

#include <fstream>  

using namespace std;  

 

int main () {  

ofstream myfile ("example.txt");  

if (myfile.is_open())  

{  

myfile << "This is a line.\n";  

myfile << "This is another line.\n";  

myfile.close();  

}  

else cout << "Unable to open file";  

return 0;  

}  

[file example.txt]  

This is a line.  

This is another line.  
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Data input from a file can also be performed in the same way that we did with cin:  

 

// reading a text file  

#include <iostream>  

#include <fstream>  

#include <string>  

using namespace std;  

 

int main () {  

string line;  

ifstream myfile ("example.txt");  

if (myfile.is_open())  

{  

while (! myfile.eof() )  

{  

getline (myfile,line);  

cout << line << endl;  

}  

myfile.close();  

}  

 

else cout << "Unable to open file";  

 

return 0;  

}  

This is a line.  

This is another line.  
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This last example reads a text file and prints out its content on the screen. Notice how we 

have used a new member function, called eof() that returns true in the case that the end of 

the file has been reached. We have created a while loop that finishes when indeed 

myfile.eof() becomes true (i.e., the end of the file has been reached).  

 

 

Checking state flags  

In addition to eof(), which checks if the end of file has been reached, other member 

functions exist to check the state of a stream (all of them return a bool value):  

 

bad()  

Returns true if a reading or writing operation fails. For example in the case that we try to 

write to a file that is not open for writing or if the device where we try to write has no 

space left.  

fail()  

Returns true in the same cases as bad(), but also in the case that a format error happens, 

like when an alphabetical character is extracted when we are trying to read an integer 

number.  

eof()  

Returns true if a file open for reading has reached the end.  

good()  

It is the most generic state flag: it returns false in the same cases in which calling any of 

the previous functions would return true.  

In order to reset the state flags checked by any of these member functions we have just 

seen we can use the member function clear(), which takes no parameters.  

 

get and put stream pointers  

All i/o streams objects have, at least, one internal stream pointer:  

ifstream, like istream, has a pointer known as the get pointer that points to the element to 

be read in the next input operation.  
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ofstream, like ostream, has a pointer known as the put pointer that points to the location 

where the next element has to be written.  

 

Finally, fstream, inherits both, the get and the put pointers, from iostream (which is itself 

derived from both istream and ostream).  

 

These internal stream pointers that point to the reading or writing locations within a 

stream can be manipulated using the following member functions:  

 

 

tellg() and tellp()  

These two member functions have no parameters and return a value of the member type 

pos_type, which is an integer data type representing the current position of the get stream 

pointer (in the case of tellg) or the put stream pointer (in the case of tellp).  

 

seekg() and seekp()  

These functions allow us to change the position of the get and put stream pointers. Both 

functions are overloaded with two different prototypes. The first prototype is:  

seekg ( position );  

seekp ( position );  

 

 

Using this prototype the stream pointer is changed to the absolute position position 

(counting from the beginning of the file). The type for this parameter is the same as the 

one returned by functions tellg and tellp: the member type pos_type, which is an integer 

value.  

 

The other prototype for these functions is:  

 

seekg ( offset, direction );  

seekp ( offset, direction );  
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Using this prototype, the position of the get or put pointer is set to an offset value relative 

to some specific point determined by the parameter direction. offset is of the member 

type off_type, which is also an integer type. And direction is of type seekdir, which is an 

enumerated type (enum) that determines the point from where offset is counted from, and 

that can take any of the following values:  

 

ios::beg offset counted from the beginning of the stream  

ios::cur offset counted from the current position of the stream pointer  

ios::end offset counted from the end of the stream  

 

 

The following example uses the member functions we have just seen to obtain the size of 

a file:  

 

// obtaining file size  

#include <iostream>  

#include <fstream>  

using namespace std;  

 

int main () {  

long begin,end;  

ifstream myfile ("example.txt");  

begin = myfile.tellg();  

myfile.seekg (0, ios::end);  

end = myfile.tellg();  

myfile.close();  

cout << "size is: " << (end-begin) << " bytes.\n";  

return 0;  

}  

size is: 40 bytes.  
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Binary files  

In binary files, to input and output data with the extraction and insertion operators (<< 

and ]>>) and functions like getline is not efficient, since we do not need to format any 

data, and data may not use the separation codes used by text files to separate elements 

(like space, newline, etc...).  

File streams include two member functions specifically designed to input and output 

binary data sequentially: write and read. The first one (write) is a member function of 

ostream inherited by ofstream. And read is a member function of istream that is inherited 

by ifstream. Objects of class fstream have both members. Their prototypes are:  

 

 

write ( memory_block, size );  

read ( memory_block, size );  

 

Where memory_block is of type "pointer to char" (char*), and represents the address of 

an array of bytes where the read data elements are stored or from where the data elements 

to be written are taken. The size parameter is an integer value that specifies the number of 

characters to be read or written from/to the memory block.  

// reading a complete binary file  

#include <iostream>  

#include <fstream>  

using namespace std;  

 

ifstream::pos_type size;  

char * memblock;  

 

int main () {  

ifstream file ("example.txt", ios::in|ios::binary|ios::ate);  
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if (file.is_open())  

{  

size = file.tellg();  

memblock = new char [size];  

file.seekg (0, ios::beg);  

file.read (memblock, size);  

file.close();  

 

cout << "the complete file content is in memory";  

 

delete[] memblock;  

}  

else cout << "Unable to open file";  

return 0;  

}  

the complete file content is in memory  

 

 

In this example the entire file is read and stored in a memory block. Let's examine how 

this is done:  

 

First, the file is open with the ios::ate flag, which means that the get pointer will be 

positioned at the end of the file. This way, when we call to member tellg(), we will 

directly obtain the size of the file. Notice the type we have used to declare variable size:  

 

ifstream::pos_type size;  

 

This is the correct way of declaring size since ifstream::pos_type is the type returned by 

file.tellg(). But since this type is an integer type, it can be converted to an int. Therefore, 

we could also declare size as a variable of type int or some other integer type capable of 

www.rejinpaul.comwww.rejinpaul.com



holding the size of a file and call tellg as:  

 

int size;  

size = (int) file.tellg();  

 

Once we have obtained the size of the file, we request the allocation of a memory block 

large enough to hold the entire file:  

 

memblock = new char[size];  

 

 

Right after that, we proceed to set the get pointer at the beginning of the file (remember 

that we opened the file with this pointer at the end), then read the entire file, and finally 

close it:  

 

file.seekg (0, ios::beg);  

file.read (memblock, size);  

file.close();  

 

At this point we could operate with the data obtained from the file. Our programs simply 

announces that the content of the file is in memory and then terminates.  

 

Buffers and Synchronization  

When we operate with file streams, these are associated to an internal buffer of type 

streambuf. This buffer is a memory block that acts as an intermediary between the stream 

and the physical file. For example, with an ofstream, each time the member function put 

(which writes a single character) is called, the character is not written directly to the 

physical file with which the stream is associated. Instead of that, the character is inserted 

in that stream's intermediate buffer.  
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When the buffer is flushed, all the data contained in it is written to the physical medium 

(if it is an output stream) or simply freed (if it is an input stream). This process is called 

synchronization and takes place under any of the following circumstances:  

 

When the file is closed: before closing a file all buffers that have not yet been flushed are 

synchronized and all pending data is written or read to the physical medium.  

When the buffer is full: Buffers have a certain size. When the buffer is full it is 

automatically synchronized.  

Explicitly, with manipulators: When certain manipulators are used on streams, an explicit 

synchronization takes place. These manipulators are: flush and endl.  

Explicitly, with member function sync(): Calling stream's member function sync(), which 

takes no parameters, causes an immediate synchronization. This function returns an int 

value equal to -1 if the stream has no associated buffer or in case of failure. Otherwise (if 

the stream buffer was successfully synchronized) it returns 0.  

www.rejinpaul.comwww.rejinpaul.com



Programming Random Access File I/O in C++ 
 
his lesson is about using random access files in C++ and the next lesson will look at 

working with text files. Apart from the simplest of applications, most programs have to 

read or write files. Maybe it's just for reading a config file, a text parser or something 

more sophisticated. As with many C++ programs, some people prefer the old C way of 

doing things and if that is you, see the C Tutorial on Programming Random Access Files. 

This tutorial will however be more about the C++ way of implementing it though 

example 1 is just a wrapper class around C functions.  

The basic file operations are  

 open - open a file- specify how its opened (read/write) and type (binary/text)  

 close - close an opened file  

 read - read from a file  

 write - write to a file  

 seek - move a file pointer to somewhere in a file.  

There are two fundamental types of file: text and binary. Of these two, binary are 

generally the simpler to deal with. As doing random access on a text file isn't something 

you need to do too often, we'll stick with binary files for the rest of this lesson.  

The first four operations listed above are for both text and random access files. The last 

one just for random access which means we can move to any part of a file and read or 

write data from it without having to read through the entire file. Back thirty years or forty 

years ago, much data was stored on large reels of computer tape. The only way to get to a 

point on the tape was by reading all the way through the tape. Then disks came along and 

it became easy and fast to read from or write to any part of a file.  

 

#include <iostream>  
#include <fstream>  
#include <cstdlib>  
using namespace std;  
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int main(int argc, char *argv[])  
{  
  if(argc != 3) {  
    cout << "Usage: CHANGE <filename> <byte>\n";  
    return 1;  
  }  
  
  fstream out(argv[1], ios::in | ios::out | ios::binary);  
  if(!out) {  
    cout << "Cannot open file.\n";  
    return 1;  
  }  
  
  out.seekp(atoi(argv[2]), ios::beg);  
  
  out.put('X');  
  out.close();  
  
  return 0;  
} 
 

Random file I/O  

the file pointer 

Each file stream class contains a file pointer that is used to keep track of the current 
read/write position within the file. When something is read from or written to a file, the 
reading/writing happens at the file pointer’s current location. By default, when opening a 
file for reading or writing, the file pointer is set to the beginning of the file. However, if a 
file is opened in append mode, the file pointer is moved to the end of the file, so that 
writing does not overwrite any of the current contents of the file. 

Random file access with seekg() and seekp() 

So far, all of the file access we’ve done has been sequential — that is, we’ve read or 

written the file contents in order. However, it is also possible to do random file access — 
that is, skip around to various points in the file to read it’s contents. This can be useful 

when your file is full of records, and you wish to retrieve a specific record. Rather than 
reading all of the records until you get to the one you want, you can skip directly to the 
record you wish to retrieve. 

Random file access is done by manipulating the file pointer using the seekg() function 
(for input) and seekp() function (for output). In case you are wondering, the g stands for 
“get” and the p for “put”. 
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The seekg() and seekp() functions take two parameters. The first parameter is an offset 
that determines how many bytes to move the file pointer. The second parameter is an Ios 
flag that specifies what the offset parameter should be offset from. 

Ios seek flag Meaning 

beg The offset is relative to the beginning of the file (default) 

cur The offset is relative to the current location of the file pointer 

end The offset is relative to the end of the file 

A positive offset means move the file pointer towards the end of the file, whereas a 
negative offset means move the file pointer towards the beginning of the file. 

Here are some examples: 

1.inf.seekg(14, ios::cur); // move forward 14 bytes 
2.inf.seekg(-18, ios::cur); // move backwards 18 bytes 
3.inf.seekg(22, ios::beg); // move to 22nd byte in file 
4.inf.seekg(24); // move to 24th byte in file 
5.inf.seekg(-28, ios::end); // move to the 28th byte before end of the file 

Moving to the beginning or end of the file is easy: 

1.inf.seekg(0, ios::beg); // move to beginning of file 
2.inf.seekg(0, ios::end); // move to end of file 

Let’s do an example using seekg() and the input file we created in the last lesson. That 

input file looks like this: 

This is line 1 
This is line 2 
This is line 3 
This is line 4 

Heres the example: 

01.int main() 
02.{ 
03.    using namespace std; 
04.  
05.    ifstream inf("Sample.dat"); 
06.  
07.    // If we couldn't open the input file stream for reading 
08.    if (!inf) 
09.    { 
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10.        // Print an error and exit 
11.        cerr << "Uh oh, Sample.dat could not be opened for reading!" << endl; 
12.        exit(1); 
13.    } 
14.  
15.    string strData; 
16.  
17.    inf.seekg(5); // move to 5th character 
18.    // Get the rest of the line and print it 
19.    getline(inf, strData); 
20.    cout << strData << endl; 
21.  
22.    inf.seekg(8, ios::cur); // move 8 more bytes into file 
23.    // Get rest of the line and print it 
24.    getline(inf, strData); 
25.    cout << strData << endl; 
26.  
27.    inf.seekg(-15, ios::end); // move 15 bytes before end of file 
28.    // Get rest of the line and print it 
29.    getline(inf, strData); 
30.    cout << strData << endl; 
31.  
32.    return 0; 
33.} 

This produces the result: 

is line 1 
line 2 
his is line 4 

Two other useful functions are tellg() and tellp(), which return the absolute position of 
the file pointer. This can be used to determine the size of a file: 

 
1.ifstream inf("Sample.dat"); 
2.inf.seekg(0, ios::end); // move to end of file 
3.cout << inf.tellg(); 

This prints: 

64 

which is how long sample.dat is in bytes (assuming a carriage return after the last line). 
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Reading and writing a file at the same time using fstream 

The fstream class is capable of both reading and writing a file at the same time — almost! 
The big caveat here is that it is not possible to switch between reading and writing 
arbitrarily. Once a read or write has taken place, the only way to switch between the two 
is to perform a seek operation. If you don’t actually want to move the file pointer, you 

can always seek to the current position: 

 
1.iofile.seekg(iofile.tellg(), ios::beg); // seek to current file position 

If you do not do this, any number of strange and bizarre things may occur. 

(Note: Although it may seem that inf.seekg(0, ios::cur) would also work, it appears some 
compilers may optimize this away.) 

One other bit of trickiness: Unlike istream, where we could say while (inf) to determine 
if there was more to read, this will not work with fstream. 

Let’s do a file I/O example using fstream. We’re going to write a program that opens a 

file, reads it’s contents, and changes the any vowels it finds to a ‘#’ symbol. 

01.int main() 
02.{ 
03.    using namespace std; 
04.  
05.    // Note we have to specify both in and out because we're using fstream 
06.    fstream iofile("Sample.dat", ios::in | ios::out); 
07.  
08.    // If we couldn't open iofile, print an error 
09.    if (!iofile) 
10.    { 
11.        // Print an error and exit 
12.        cerr << "Uh oh, Sample.dat could not be opened!" << endl; 
13.        exit(1); 
14.    } 
15.  
16.    char chChar; // we're going to do this character by character 
17.  
18.    // While there's still data to process 
19.    while (iofile.get(chChar)) 
20.    { 
21.        switch (chChar) 
22.        { 
23.            // If we find a vowel 
24.            case 'a': 
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25.            case 'e': 
26.            case 'i': 
27.            case 'o': 
28.            case 'u': 
29.            case 'A': 
30.            case 'E': 
31.            case 'I': 
32.            case 'O': 
33.            case 'U': 
34.  
35.                // Back up one character 
36.                iofile.seekg(-1, ios::cur); 
37.  
38.                // Because we did a seek, we can now safely do a write, so 
39.                // let's write a # over the vowel 
40.                iofile << '#'; 
41.  
42.                // Now we want to go back to read mode so the next call 
43.                // to get() will perform correctly.  We'll seekg() to the current 
44.                // location because we don't want to move the file pointer. 
45.                iofile.seekg(iofile.tellg(), ios::beg); 
46.  
47.                break; 
48.        } 
49.    } 
50.  
51.    return 0; 
52.} 

Other useful file functions 

To delete a file, simply use the remove() function. 

Also, the is_open() function will return true if the stream is currently open, and false 
otherwise. 

A warning about writing pointers to disk 

While streaming variables to a file is quite easy, things become more complicated when 
you’re dealing with pointers. Remember that a pointer simply holds the address of the 

variable it is pointing to. Although it is possible to read and write addresses to disk, it is 
extremely dangerous to do so. This is because a variable’s address may differ from 

execution to execution. Consequently, although a variable may have lived at address 
0×0012FF7C when you wrote that address to disk, it may not live there any more when 
you read that address back in! 
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For example, let’s say you had an integer named nValue that lived at address 

0×0012FF7C. You assigned nValue the value 5. You also declared a pointer named 
*pnValue that points to nValue. pnValue holds nValue’s address of 0×0012FF7C. You 

want to save these for later, so you write the value 5 and the address 0×0012FF7C to 
disk. 

A few weeks later, you run the program again and read these values back from disk. You 
read the value 5 into another variable named nValue, which lives at 0×0012FF78. You 
read the address 0×0012FF7C into a new pointer named *pnValue. Because pnValue 
now points to 0×0012FF7C when the nValue lives at 0×0012FF78, pnValue is no longer 
pointing to nValue, and trying to access pnValue will lead you into trouble. 

Rule: Do not write addresses to files. The variables that were originally at those 
addresses may be at different addresses when you read their values back in from disk, 
and the addresses will be invalid. 
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      reverse(v.begin(), v.end()); // v[0] == 17, v[1] == 10, v[2] == 7 

There are two important points to notice about this call to reverse. First, it is a global 
function, not a member function. Second, it takes two arguments rather than one: it 
operates on a range of elements, rather than on a container. In this particular case the 
range happens to be the entire container v. 

The reason for both of these facts is the same: reverse, like other STL algorithms, is 
decoupled from the STL container classes. This means that reverse can be used not only 
to reverse elements in vectors, but also to reverse elements in lists, and even elements in 
C arrays. The following program is also valid. 

      double A[6] = { 1.2, 1.3, 1.4, 1.5, 1.6, 1.7 }; 
      reverse(A, A + 6); 
      for (int i = 0; i < 6; ++i) 
        cout << "A[" << i << "] = " << A[i]; 

This example uses a range, just like the example of reversing a vector: the first argument 
to reverse is a pointer to the beginning of the range, and the second argument points one 
element past the end of the range. This range is denoted [A, A + 6); the asymmetrical 
notation is a reminder that the two endpoints are different, that the first is the beginning 
of the range and the second is one past the end of the range.  

Iterators 

In the example of reversing a C array, the arguments to reverse are clearly of type 
double*. What are the arguments to reverse if you are reversing a vector, though, or a 
list? That is, what exactly does reverse declare its arguments to be, and what exactly do 
v.begin() and v.end() return?  

The answer is that the arguments to reverse are iterators, which are a generalization of 
pointers. Pointers themselves are iterators, which is why it is possible to reverse the 
elements of a C array. Similarly, vector declares the nested types iterator and 
const_iterator. In the example above, the type returned by v.begin() and v.end() is 
vector<int>::iterator. There are also some iterators, such as istream_iterator and 
ostream_iterator, that aren't associated with containers at all.  

Iterators are the mechanism that makes it possible to decouple algorithms from 
containers: algorithms are templates, and are parameterized by the type of iterator, so 
they are not restricted to a single type of container. Consider, for example, how to write 
an algorithm that performs linear search through a range. This is the STL's find 
algorithm.  
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      template <class InputIterator, class T> 
      InputIterator find(InputIterator first, InputIterator last, const T& value) { 
          while (first != last && *first != value) ++first; 
          return first; 
      } 

Find takes three arguments: two iterators that define a range, and a value to search for in 
that range. It examines each iterator in the range [first, last), proceeding from the 
beginning to the end, and stops either when it finds an iterator that points to value or 
when it reaches the end of the range.  

First and last are declared to be of type InputIterator, and InputIterator is a template 
parameter. That is, there isn't actually any type called InputIterator: when you call find, 
the compiler substitutes the actual type of the arguments for the formal type parameters 
InputIterator and T. If the first two arguments to find are of type int* and the third is of 
type int, then it is as if you had called the following function. 

      int* find(int* first, int* last, const int& value) { 
          while (first != last && *first != value) ++first; 
          return first; 
      } 

Container Classes 

 vector<T, Alloc> 

Description 
A vector is a Sequence that supports random access to elements, constant time insertion 
and removal of elements at the end, and linear time insertion and removal of elements at 
the beginning or in the middle. The number of elements in a vector may vary 
dynamically; memory management is automatic. Vector is the simplest of the STL 
container classes, and in many cases the most efficient.  

Example 
vector<int> V; 
V.insert(V.begin(), 3); 
assert(V.size() == 1 && V.capacity() >= 1 && V[0] == 3); 
 
 

 deque<T, Alloc> 

Description 
A deque [1] is very much like a vector: like vector, it is a sequence that supports random 
access to elements, constant time insertion and removal of elements at the end of the 
sequence, and linear time insertion and removal of elements in the middle.  
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The main way in which deque differs from vector is that deque also supports constant 
time insertion and removal of elements at the beginning of the sequence [2]. 
Additionally, deque does not have any member functions analogous to vector's capacity() 
and reserve(), and does not provide any of the guarantees on iterator validity that are 
associated with those member functions. [3]  

Example 
deque<int> Q; 
Q.push_back(3); 
Q.push_front(1); 
Q.insert(Q.begin() + 1, 2); 
Q[2] = 0; 
copy(Q.begin(), Q.end(), ostream_iterator<int>(cout, " ")); 
// The values that are printed are 1 2 0 
 

 list<T, Alloc> 

Description 
A list is a doubly linked list. That is, it is a Sequence that supports both forward and 
backward traversal, and (amortized) constant time insertion and removal of elements at 
the beginning or the end, or in the middle. Lists have the important property that insertion 
and splicing do not invalidate iterators to list elements, and that even removal invalidates 
only the iterators that point to the elements that are removed. The ordering of iterators 
may be changed (that is, list<T>::iterator might have a different predecessor or successor 
after a list operation than it did before), but the iterators themselves will not be 
invalidated or made to point to different elements unless that invalidation or mutation is 
explicit. [1]  

Example 
list<int> L; 
L.push_back(0); 
L.push_front(1); 
L.insert(++L.begin(), 2); 
copy(L.begin(), L.end(), ostream_iterator<int>(cout, " ")); 
// The values that are printed are 1 2 0 
 
 

 slist<T, Alloc> 

Description 
An slist is a singly linked list: a list where each element is linked to the next element, but 
not to the previous element. [1] That is, it is a Sequence that supports forward but not 
backward traversal, and (amortized) constant time insertion and removal of elements. 
Slists, like lists, have the important property that insertion and splicing do not invalidate 
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iterators to list elements, and that even removal invalidates only the iterators that point to 
the elements that are removed. The ordering of iterators may be changed (that is, 
slist<T>::iterator might have a different predecessor or successor after a list operation 
than it did before), but the iterators themselves will not be invalidated or made to point to 
different elements unless that invalidation or mutation is explicit. [2]  

The main difference between slist and list is that list's iterators are bidirectional iterators, 
while slist's iterators are forward iterators. This means that slist is less versatile than list; 
frequently, however, bidirectional iterators are unnecessary. You should usually use slist 
unless you actually need the extra functionality of list, because singly linked lists are 
smaller and faster than double linked lists.  

Slist provides the member functions insert_after and erase_after, which are constant time 
operations: you should always use insert_after and erase_after whenever possible. If you 
find that insert_after and erase_after aren't adequate for your needs, and that you often 
need to use insert and erase in the middle of the list, then you should probably use list 
instead of slist.  

Definition 
Defined in the header slist, and in the backward-compatibility header slist.h. The slist 
class, and the slist header, are an SGI extension; they are not part of the C++ standard.  

Example 
int main() { 
  slist<int> L; 
  L.push_front(0); 
  L.push_front(1); 
  L.insert_after(L.begin(), 2); 
  copy(L.begin(), L.end(),        // The output is 1 2 0 
       ostream_iterator<int>(cout, " ")); 
  cout << endl; 
 
  slist<int>::iterator back = L.previous(L.end()); 
  back = L.insert_after(back, 3);  
  back = L.insert_after(back, 4); 
  back = L.insert_after(back, 5); 
  copy(L.begin(), L.end(),        // The output is 1 2 0 3 4 5 
       ostream_iterator<int>(cout, " ")); 
  cout << endl; 
} 
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 bit_vector 

Description 
A bit_vector is essentially a vector<bool>: it is a Sequence that has the same interface as 
vector. The main difference is that bit_vector is optimized for space efficiency. A vector 
always requires at least one byte per element, but a bit_vector only requires one bit per 
element.  

Example 
bit_vector V(5); 
V[0] = true; 
V[1] = false; 
V[2] = false; 
V[3] = true; 
V[4] = false; 
 
for (bit_vector::iterator i = V.begin(); i < V.end(); ++i) 
  cout << (*i ? '1' : '0'); 
cout << endl; 
 
Associative containers 
 

 set<Key, Compare, Alloc> 

Description 
Set is a Sorted Associative Container that stores objects of type Key. Set is a Simple 
Associative Container, meaning that its value type, as well as its key type, is Key. It is 
also a Unique Associative Container, meaning that no two elements are the same.  

Set and multiset are particularly well suited to the set algorithms includes, set_union, 
set_intersection, set_difference, and set_symmetric_difference. The reason for this is 
twofold. First, the set algorithms require their arguments to be sorted ranges, and, since 
set and multiset are Sorted Associative Containers, their elements are always sorted in 
ascending order. Second, the output range of these algorithms is always sorted, and 
inserting a sorted range into a set or multiset is a fast operation: the Unique Sorted 
Associative Container and Multiple Sorted Associative Container requirements guarantee 
that inserting a range takes only linear time if the range is already sorted.  

Set has the important property that inserting a new element into a set does not invalidate 
iterators that point to existing elements. Erasing an element from a set also does not 
invalidate any iterators, except, of course, for iterators that actually point to the element 
that is being erased.  

Example 
struct ltstr 
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{ 
  bool operator()(const char* s1, const char* s2) const 
  { 
    return strcmp(s1, s2) < 0; 
  } 
}; 
 
int main() 
{ 
  const int N = 6; 
  const char* a[N] = {"isomer", "ephemeral", "prosaic",  
                      "nugatory", "artichoke", "serif"}; 
  const char* b[N] = {"flat", "this", "artichoke", 
                      "frigate", "prosaic", "isomer"}; 
 
  set<const char*, ltstr> A(a, a + N); 
  set<const char*, ltstr> B(b, b + N); 
  set<const char*, ltstr> C; 
 
  cout << "Set A: "; 
  copy(A.begin(), A.end(), ostream_iterator<const char*>(cout, " ")); 
  cout << endl; 
  cout << "Set B: "; 
  copy(B.begin(), B.end(), ostream_iterator<const char*>(cout, " "));    
  cout << endl; 
 
  cout << "Union: "; 
  set_union(A.begin(), A.end(), B.begin(), B.end(), 
            ostream_iterator<const char*>(cout, " "), 
            ltstr());    
  cout << endl; 
 
  cout << "Intersection: "; 
  set_intersection(A.begin(), A.end(), B.begin(), B.end(), 
                   ostream_iterator<const char*>(cout, " "), 
                   ltstr());     
  cout << endl; 
 
  set_difference(A.begin(), A.end(), B.begin(), B.end(), 
                 inserter(C, C.begin()), 
                 ltstr()); 
  cout << "Set C (difference of A and B): "; 
  copy(C.begin(), C.end(), ostream_iterator<const char*>(cout, " ")); 
  cout << endl; 
} 
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 multimap<Key, Data, Compare, Alloc> 

Description 
Multimap is a Sorted Associative Container that associates objects of type Key with 
objects of type Data. multimap is a Pair Associative Container, meaning that its value 
type is pair<const Key, Data>. It is also a Multiple Associative Container, meaning that 
there is no limit on the number of elements with the same key.  

Multimap has the important property that inserting a new element into a multimap does 
not invalidate iterators that point to existing elements. Erasing an element from a 
multimap also does not invalidate any iterators, except, of course, for iterators that 
actually point to the element that is being erased.  

Example 
struct ltstr 
{ 
  bool operator()(const char* s1, const char* s2) const 
  { 
    return strcmp(s1, s2) < 0; 
  } 
}; 
 
int main() 
{ 
  multimap<const char*, int, ltstr> m; 
   
  m.insert(pair<const char* const, int>("a", 1)); 
  m.insert(pair<const char* const, int>("c", 2)); 
  m.insert(pair<const char* const, int>("b", 3)); 
  m.insert(pair<const char* const, int>("b", 4)); 
  m.insert(pair<const char* const, int>("a", 5)); 
  m.insert(pair<const char* const, int>("b", 6)); 
 
  cout << "Number of elements with key a: " << m.count("a") << endl; 
  cout << "Number of elements with key b: " << m.count("b") << endl; 
  cout << "Number of elements with key c: " << m.count("c") << endl; 
 
  cout << "Elements in m: " << endl; 
  for (multimap<const char*, int, ltstr>::iterator it = m.begin(); 
       it != m.end(); 
       ++it) 
   cout << "  [" << (*it).first << ", " << (*it).second << "]" << endl; 
} 
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UNIT -III 

ALGORITHM ANALYSIS: 

An algorithm is ``a...step-by-step procedure for accomplishing some end. An 

algorithm can be given in many ways. For example, it can be written down in English (or 

French, or any other ``natural'' language). However, we are interested in algorithms 

which have been precisely specified using an appropriate mathematical formalism--such 

as a programming language. 

Given such an expression of an algorithm, what can we do with it? Well, obviously we 

can run the program and observe its behavior. This is not likely to be very useful or 

informative in the general case. If we run a particular program on a particular computer 

with a particular set of inputs, then all know is the behavior of the program in a single 

instance. Such knowledge is anecdotal and we must be careful when drawing conclusions 

based upon anecdotal evidence. 

In order to learn more about an algorithm, we can ``analyze'' it. By this we mean to study 

the specification of the algorithm and to draw conclusions about how the implementation 

of that algorithm--the program--will perform in general. But what can we analyze? We 

can 

 determine the running time of a program as a function of its inputs; 

 determine the total or maximum memory space needed for program data; 

 determine the total size of the program code; 

 determine whether the program correctly computes the desired result; 

 determine the complexity of the program--e.g., how easy is it to read, understand, 

and modify; and, 

 determine the robustness of the program--e.g., how well does it deal with 

unexpected or erroneous inputs? 

In this text, we are concerned primarily with the running time. We also consider the 

memory space needed to execute the program. There are many factors that affect the 
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running time of a program. Among these are the algorithm itself, the input data, and the 

computer system used to run the program. The performance of a computer is determined 

by 

 the hardware: 

o processor used (type and speed), 

o memory available (cache and RAM), and 

o disk available; 

 the programming language in which the algorithm is specified; 

 the language compiler/interpreter used; and 

 the computer operating system software. 

A detailed analysis of the performance of a program which takes all of these factors into 

account is a very difficult and time-consuming undertaking. Furthermore, such an 

analysis is not likely to have lasting significance. The rapid pace of change in the 

underlying technologies means that results of such analyses are not likely to be applicable 

to the next generation of hardware and software. 

In order to overcome this shortcoming, we devise a ``model'' of the behavior of a 

computer with the goals of simplifying the analysis while still producing meaningful 

results. The next section introduces the first in a series of such models. 

ASYMPTOTIC NOTATIONS: 

A problem may have numerous algorithmic solutions. In order to choose the best 

algorithm for a particular task, you need to be able to judge how long a particular solution 

will take to run. Or, more accurately, you need to be able to judge how long two solutions 

will take to run, and choose the better of the two. You don't need to know how many 

minutes and seconds they will take, but you do need some way to compare algorithms 

against one another. 

Asymptotic complexity  
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It is a way of expressing the main component of the cost of an algorithm, 

using idealized units of computational work. Consider, for example, the algorithm for 

sorting a deck of cards, which proceeds by repeatedly searching through the deck for the 

lowest card. The asymptotic complexity of this algorithm is the square of the number of 

cards in the deck. This quadratic behavior is the main term in the complexity formula, it 

says, e.g., if you double the size of the deck, then the work is roughly quadrupled. 

The exact formula for the cost is more complex, and contains more details 

than are needed to understand the essential complexity of the algorithm. With our deck of 

cards, in the worst case, the deck would start out reverse-sorted, so our scans would have 

to go all the way to the end. The first scan would involve scanning 52 cards, the next 

would take 51, etc. So the cost formula is 52 + 51 + ... + 1. generally, letting N be the 

number of cards, the formula is 1 + 2 + ... + N, which equals (N + 1) * (N / 2) = (N2 + N) 

/ 2 = (1 / 2)N2 + N / 2. But the N^2 term dominates the expression, and this is what is key 

for comparing algorithm costs. (This is in fact an expensive algorithm; the best sorting 

algorithms run in sub-quadratic time.) 

Asymptotically speaking, in the limit as N tends towards infinity, 1 + 2 + ... + 

N gets closer and closer to the pure quadratic function (1/2) N^2. And what difference 

does the constant factor of 1/2 make, at this level of abstraction. So the behavior is said to 

be O(n2).Now let us consider how we would go about comparing the complexity of two 

algorithms. Let f(n) be the cost, in the worst case, of one algorithm, expressed as a 

function of the input size n, and g(n) be the cost function for the other algorithm. E.g., for 

sorting algorithms, f(10) and g(10) would be the maximum number of steps that the 

algorithms would take on a list of 10 items. If, for all values of n >= 0, f(n) is less than or 

equal to g(n), then the algorithm with complexity function f is strictly faster. But, 

generally speaking, our concern for computational cost is for the cases with large inputs; 

so the comparison of f(n) and g(n) for small values of n is less significant than the "long 

term" comparison of f(n) and g(n), for n larger than some threshold. 

Note that we have been speaking about bounds on the performance of 

algorithms, rather than giving exact speeds. The actual number of steps required to sort 

our deck of cards (with our naive quadratic algorithm) will depend upon the order in 
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which the cards begin. The actual time to perform each of our steps will depend upon our 

processor speed, the condition of our processor cache, etc., etc. It's all very complicated 

in the concrete details, and moreover not relevant to the essence of the algorithm. 

Big-O Notation 

Big-O is the formal method of expressing the upper bound of an algorithm's 

running time. It's a measure of the longest amount of time it could possibly take for the 

algorithm to complete. 

More formally, for non-negative functions, f(n) and g(n), if there exists an 

integer n0 and a constant c > 0 such that for all integers n > n0,f(n) ≤ cg(n), then f(n) is 

Big O of g(n). This is denoted as "f(n) = O(g(n))". If graphed, g(n) serves as an upper 

bound to the curve you are analyzing, f(n). 

Big-Omega Notation 

For non-negative functions, f(n) and g(n), if there exists an integer n0 and a 

constant c > 0 such that for all integers n > n0, f(n) ≥ cg(n), then f(n)is omega of g(n). 

This is denoted as "f(n) = Ω(g(n))". This is almost the same definition as Big Oh, except 

that "f(n) ≥ cg(n)", this makes g(n) a lower bound function, instead of an upper bound 

function. It describes the best that can happen for a given data size. 

Theta Notation  

For non-negative functions, f(n) and g(n), f(n) is theta of g(n) if and only 

if f(n) = O(g(n)) and f(n) = Ω(g(n)). This is denoted as "f(n) = Θ(g(n))".This is basically 

saying that the function, f(n) is bounded both from the top and bottom by the same 

function, g(n). 

Little-O Notation 

For non-negative functions, f(n) and g(n), f(n) is little o of g(n) if and only 

if f(n) = O(g(n)), but f(n) ≠ Θ(g(n)). This is denoted as "f(n) = o(g(n))".This represents a 

loose bonding version of Big O. g(n) bounds from the top, but it does not bound the 

bottom. 
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Little Omega Notation 

For non-negative functions, f(n) and g(n), f(n) is little omega of g(n) if and only 

if f(n) = Ω(g(n)), but f(n) ≠ Θ(g(n)). This is denoted as "f(n) = ω(g(n))".Much like Little 

Oh, this is the equivalent for Big Omega. g(n) is a loose lower boundary of the 

function f(n); it bounds from the bottom, but not from the top. 

How asymptotic notation relates to analyzing complexity 

Temporal comparison is not the only issue in algorithms. There are space issues 

as well. Generally, a tradeoff between time and space is noticed in algorithms. 

Asymptotic notation empowers you to make that trade off. If you think of the amount of 

time and space your algorithm uses as a function of your data over time or space (time 

and space are usually analyzed separately), you can analyze how the time and space is 

handled when you introduce more data to your program. 

This is important in data structures because you want a structure that behaves 

efficiently as you increase the amount of data it handles. Keep in mind though those 

algorithms that are efficient with large amounts of data are not always simple and 

efficient for small amounts of data. So if you know you are working with only a small 

amount of data and you have concerns for speed and code space, a trade off can be made 

for a function that does not behave well for large amounts of data. 

3.3 LIST ADT  
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Types of list 

 

1. Array Implementation 

2. Linked List Implementation 

1. Singly Linked List 

2. Doubly Linked List 

3. Circular Linked List 
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3.3.1 Array Implementation of Lists 

 

Array 

 Array is defined as an ordered set which consist of fixed number of objects. 

 It is considered as a non primitive data structure. 

 No deletion or insertion operations are performed on arrays. 

 

 
 
List 

 A list is defined as an ordered set consisting of variable number of elements 

 A list is determined as an nonlinear data structure. 

 Insertions and deletions are made possible in a list. 

 

Operations that can be performed on a list are 

 Insertion 

 Deletion 

 Combining 2 or more list 

 Splitting a list 

 Copy a list 

 Determine the number of elements in a list 

 Sort the elements 

 Search an element 
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Array implementation of list 

 A list can be implemented using the concept of array 

 Insertion and deletion are expensive in array implementation. 

 Ex: Inserting an element at the top must push all the elements in an array down to 

make a room for the new element 

 Similarly deletion also involves physical movement or it leaves loopholes in a list 

 Time required for insertion and deletion is O(N). 

Drawbacks  

1. List size must be known in advance.  

2.  Insertion & Deletion is very slow.  

Hence array implementation of list is not widely done. 

 

Linked List Implementation 

 

1. Basic idea of linked list is to avoid physical movement of elements.  

2. Linked list is defined as a list which consist of series of elements which not 

necessarily adjacent in memory.  

3. An element in a list is termed as a node. 

 

 
 

4. Link field in a node is called as NEXT Pointer.  

5. The NEXT Pointer contains the address of its successor 
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Linked List Structure 

 

 
 

 Insertion and Deletion can be performed by one pointer change. 

 

Ex: For Insertion 

 

 
Ex: For Deletion 

 

 
 

 To search a particular element in the list a pointer variable is used to denote 

the first element in the list. 

 From the first element, using the Next pointer one can traverse through the list 

easily. 
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Drawbacks of a linked list  
1. Insertion at front is not so easy.  
2. Deletion at front is difficult.  
3. Deletion in general is complex. One must keep track of the 

predecessor of the node which is to be deleted.  
 

How to Overcome  

         Introducing a sentinel node called as header (or) Dummy Node. 

 
Procedure to Insert an Element in a list 

1. Availability stack -> a stack which contains list of free nodes.  

2. A node to be inserted in a list can be taken from the stack.  

Availability Stack 
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www.rejinpaul.comwww.rejinpaul.com



 

 

 Here a temporary pointer variable SAVE is used to check the last node in the 

list. 
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 Initially SAVE is pointing to FIRST & then it is moved to the last node so as 

to insert the new node at the end. 

 

Procedure to delete a new from the list 

Function DELETE (X, FIRST) 

 

1.2.3 Doubly Linked List 

1. Linked List with two pointers can be described doubly linked list.  
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2. It consists of Forward & Backward Pointer.  

3. Forward pointer is used to denote the successor.  

4. Backward pointer is used to denote the predecessor of the current node. 

 

 
 

Doubly linked List consist of 3 fields namely Lptr, Data & Rptr. A doubly linked list may 

or may not be circular. Besides these three nodes a special node has been used called 

Head node. 

Head nodes are convenient for the algorithm. The operations that can be performed are 

1. Insertion  

2. Deletion 

 

Insertion in Doubly Linked List 

Insertion in a doubly linked list can be done in three ways 

 Insertion at the front. 

 Insertion at the middle. 

 Insertion at the end. 

 

 

General Algorithm 

1. Obtain a new node from the availability stack. 

2. Give the details of information to the data field of the node 
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3 If the list is empty, insert the node in the list 

4. Update the left & right pointer of the node. 

5. If the node is to be inserted at the left, update the current node & the predecessor 

node’s pointers. 

6. Else perform insertion at the middle, update the related pointer 

7. End. 

Procedure for Insertion in doubly linked list 

Function DOUBLEINS (L,R,M,X) 

1. [Obtain new node form availability stack]  

     New <— Node 

2. [Copy information] 

     info (New) <— X. 

3. [Insertion into an empty list] 

     If R = NULL then 

     LPTR (NEW) <— RPTR( NEW) <- Null. 

     L  R  New 

     Return. 

4. [Left-Most Insertion] 

     If M= L Then 

     LPTR (NEW )<— NULL 

     RPTR(NEW)<—M 

     LPTR ( M )— NEW 

     L<—NEW 

      Return 

5. [Insert in middle] 

     LPTR (NEW )<— LPTR(M) 

     RPTR(NEW)  M 

     LPTR( M) <— NEW 

     RPTR(LPTR(NEW)) <— NEW 

     Return. 

Left Most Insertion in doubly linked list 
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 The Pointer to be changed are marked as dotted lines. 

Deletion in a doubly linked list 

Deletion in a doubly linked list involves the predecessor of the current node. The search 

to the predecessor node in a list may be time consuming depending on the number of 

deletion nie1n the list and the number of nodes present in the list. 

Similar to insertion, deletion in a doubly linked list may be done in three cases 
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* Deleting a node may make a list empty. 

* Deleting may be done as left most deletion. 

* Deleting a middle node can also be preformed. 

 

General Algorithm 

1. If the list is empty then write underflow and return 

2. If a single node exists in the list then set the left and right pointer of the list to null. 

3. If the left most node in the list is being deleted then delete the node and update the left 

pointer to the list. 

4. If the right most node in the list is being deleted then delete the node and update 

the right pointer to the list. - 

5. Else delete the node from the middle of the list. 

6.. Restore the deleted node to the availability area and return. 

 

Procedure for Deletion in Doubly Linked List 

FUNCTION DOUBLEDEL (L,R,OLD) 

1. [Underflow ? ] 

     If R = NULL then 

     Write ( ‘under flow’) 

      Return. 

2. [Delete Node] // Single node in list. 

     If L = R Then 

     L  R  NULL 

     else If OLD =L then  //Left most node being deleted  

     L <— RPTR(L) 

     LPTR (L ) <— NULL . 

     else If OLD= R then // Right most node deleted 

     R  RPTR(R) 

     RPTR ( R ) <— NULL. 

     else  // Deletion of Middle node 

     RPTR (LPTR (OLD)) <— RPTR (OLD) 
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     LPTR (RPTR (OLD)) <— LPTR (OLD) 

3. [Return deleted node]  

Restore (OLD) 

       Return 

Doubly Linked List can be easily used to represent a queue whose number of elements is 

volatile. Simplification can be done in the insertion & deletion of a doubly linked list by 

using a head node (or) dummy node. 

 

 Circular linked list 

 

A Popular convention is to have the last cell keep a pointer back to the first. Circular 

linked list can be implemented without a header. Circular linked list is used to overcome 

the drawbacks of doubly linked list and singly linked list.  

 

Circular linked list can be implemented on : 

1. Singly linked list.  

2. Doubly linked list.  

 

Circular (Singly) linked list 

 
 

 

 

 

Circular (doubly) linked list 
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Advantages of Circular linked linear list 

1. Accessing a node is easy.  

2. Finding the predecessor node is done easily through chaining.   

3. Certain operation such as concatenation, splitting is made easy in case of circular 

list. 

Disadvantages of Circular linked linear list 

1. Possible to get into an infinite loop.  

2. Identifying the first /last node is important. This can be done by using header.  

3. The list should not be empty. 

 

Applications of linked list 

Linked List can be used in various environment. Some of the common examples are 

1) Creation of a polynomial. 

2) Polynomial manipulation. 

3) Sorting 

4) Creation of a tree 

5) Tree Traversals 

6) Multilist Organization etc. 

Some of the examples are explained below. 

1) Creation of a polynomial 

   A node is used to create a list which consist of various components of the 

polynomial 

 
 

The list contains four nodes that contain information about the polynomial degrees and 

coefficients 

Example 
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Similarly for the polynomial 4x3 + 3x2 + 2x + 1 the linked list created is given below. 

 

 
The three fields used in the node are 

1. Power 

2. Co-efficient 

3. Next pointer —> to point the next node in the list. 

 

Procedure to create a polynomial 

 
     root = p1 = NULL; 
      printf(“enter the higher degree:”); 
     scanf(“%d”, degree); 

      
                      printf(“co-efficient”, c1); 
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The highest degree of the polynomial is obtained first. Based on the degree the node is 

created and the co- efficients and the correspoding power value is stored in the node. The 

next pointer is updated accordingly. 

 

2) Polynomial Manipulation 

Different operations that can be implemented on polynomial are 

1. Polynomial Addition 

2. Polynomial Multiplication 

3. Polynomial differentiation etc. 

Here are the procedures to illustrate the polynomial Multiplication & Polynomial 

differentiation. 

 

(a) Polynomial Multiplication 

                  void multiply () 

                               { 

    
   printf(“exceeded array size”); 
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(b) Polynomial Differentiation 

Differentiating a polynomial is given below 

      Example 

 4x3 + 3x2 + 2x + 1 

       Differentiation 

  12x2 + 6x + 2 

       Procedure to differentiate a polynomial 

   
 

3) Radix sort 

Radix sort is performed using buckets from 0 to 9. The digit position of a number is used 

to perform sorting. The number of passes is a radix sort depends on number of digits is 

the number given. 

 

 

Example 
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42, 24, 11, 36, 32, 54, 10, 19,27, 45. The numbers of digits in the numbers are 2. Hence 

the number of passes are 

Pass 1 

 
The numbers has been placed in their corresponding pockets based on their unit digit. 

Ex 

10 is placed in pocket 0 

27 is placed in pocket 7 

Collect back all the nos / from the pocket. 

10, 11, 42, 32, 24, 54, 45, 36, 27,19. 

 

Pass 2 

Now place all the nos /: in the pockets based an tenth digit position. 

Ex 

Now 10 is placed in pocket 1. 

27 is placed in pocket 2.         

 

 
 

Now collect back all the nos / : from the pocket. 

10, 11, 19, 24, 27, 32, 36, 42, 45, 54 

Finally ii passes the nos /: are arranged in a sorted order. 

Linked list is used to arrange all the element using next pointers. 

 

 

Example (during pass – 1): 
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The nodes are created with the numbers in the corresponding pockets as information to 

the nodes. Each node contains 2 pointers .They are 

1. T-Top.  

2. B-Bottom. 

Totally, 9 nodes are created one node for each pocket. If a pocket has more than one 

number then the concept of linked list is used. 

 

I Procedure for radix sort 
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4. [Combine pockets] 

       
5. Return 

 

4) Multilist 

 

1) More complicated example of Linked list is Multilist organisation. 

2) In general multi list organisation /: involves 2 dimensions (or) 3 dimensional 

arrays to implement the concept. 

3) Best Example for a multilist organisation /: is Student Registration system. 

4) Two reports can be generated in this student registration system. They are 

i) List of registration for each class 

ii) The classes that each student is registered for. 
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For example if one want to create a report on list of students registered for class C1, can 

be easily determined using the link.  

 

Example 

The students registered for class C1 are S1, S3, S4.  

The students registered for class C2 are S1, S3, S4, S5. 

S1 —> S3 —> S4 —> S5. 

Similarly the report can be based on individual student registration. 

 

Example  

The student S1 registers on classes C1, C2. 

Similarly the student S4 is registered for the classes C1, C3, C4. 

C1 —> C3 —> C4 
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Demerits 

a) It has all the drawbacks of circular linked list. 

b) It saves space but consumes time. 

 

 Cursor Implementation of Linked Lists 

Cursor Implementation is useful in cases where linked list concept has to be 

implemented without using pointers. In general linked list is implemented with the help 

of pointer, but in situation where pointers cannot be used, cursors can be used. 

Cursor Implementation is similar to the use of availability stack; Availability 

stack is used to hold a list of free nodes, from which the nodes can be picked up & placed 

in the list. 

Similarly a cursor space table is used which contains a list of free cells and a next field to 

indicate the next element. 

 
In this figure the slot contains the cells (or) nodes in the list. 

For ex: There are 7 cells (or) nodes. Here cell 0 is termed as the header. Cell 0 has a link 

to cell 1. This is denoted in the Next field of the table. Similarly each & every cell has a 

link to the other. The cell which contains its next field value as 0 is determined as the last 

cell. 

Here is the procedure given to allocate a free cell to the list and to free the cell from the 

list. 
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Here is a procedure to test whether the given linked list is empty or not. 

 
Similarly many procedures can be written to check the last element, to find the element in 

a list etc. 

Procedure to insert an element in the list through curspace & deleting an element 

& placing it in curspace is given below. 

 
2.  [Check for the cell fields] 
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In this procedure the element x is inserted in the Cursor space. 

 
In this procedure the predecessor element is determined and checked for the last element. 

The next field value is changed accordingly so as to delete the element from the list. 

Example of Cursor Implementation of Linked List 

 
In this example if there are 2 headers L & M, If L has the value 5 

5  10  1  9 

So, the list represents    a, b, e 

If M has the value 3 then the list represents 

3  7  8  2          →   c, d, f 

1.2.6 Cursor Implementation of Linked Lists 
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Cursor Implementation is useful in cases where linked list concept has to be 

implemented without using pointers. In general linked list is implemented with the help 

of pointer, but in situation where pointers cannot be used, cursors can be used. 

Cursor Implementation is similar to the use of availability stack; Availability 

stack is used to hold a list of free nodes, from which the nodes can be picked up & placed 

in the list. 

Similarly a cursor space table is used which contains a list of free cells and a next field to 

indicate the next element. 

 
In this figure the slot contains the cells (or) nodes in the list. 

For ex: There are 7 cells (or) nodes. Here cell 0 is termed as the header. Cell 0 has a link 

to cell 1. This is denoted in the Next field of the table. Similarly each & every cell has a 

link to the other. The cell which contains its next field value as 0 is determined as the last 

cell. 

Here is the procedure given to allocate a free cell to the list and to free the cell from the 

list. 
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Here is a procedure to test whether the given linked list is empty or not. 

 
Similarly many procedures can be written to check the last element, to find the element in 

a list etc. 

Procedure to insert an element in the list through curspace & deleting an element 

& placing it in curspace is given below. 

 
2.  [Check for the cell fields] 
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In this procedure the element x is inserted in the Cursor space. 

 
In this procedure the predecessor element is determined and checked for the last element. 

The next field value is changed accordingly so as to delete the element from the list. 

Example of Cursor Implementation of Linked List 

 
In this example if there are 2 headers L & M, If L has the value 5 

5  10  1  9 

So, the list represents    a, b, e 

If M has the value 3 then the list represents 

3  7  8  2          →   c, d, f 
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 THE STACK ADT 

A stack is a list with the restriction that the insertions & deletions can be performed at 

only one end called the top. The insertion operation is referred as push. The deletion 

operation in a stack is referred as pop. The least accessible element in the stack is known 

as the bottom of the stock. 

 
A best example of stack phenomenon, which permits the selection of only its end element 

is a pile of trays in a caffeinate. 

Top is a pointer which keeps track of the top element in the stack. Initially top is zero 

when the stack is empty. 

In general the principle followed by stack is Last in First out (LIFO). 

Stack can be implemented in 2 ways as 

1. Array Implementation       2. Linked List Implementation 

 

 Array Implementation of stacks 

In array implementation, the size of the array must be declared first, which is not a 

overhead. Stack is usually implemented with arrays & the implementation is trivial. 

To push some element X onto the stack the procedure push s used to store the element in 

the vector. Initially the top is 0 to denote that the stack is empty. 

To delete an element X from the stack, the procedure pop is used to pop out the element 

from the vector. The value of top is decremented automatically by popping out an 

element. 

Here the procedures given to perform insertion & deletion in a stack using array. 

The array vector used is named as S. Top pointer is used to point out the top most 

element of vector S. 
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Initially top value is zero, N is the size of the vector. In the first step top value is checked 

with N to check for the overflow. Top value is incremented & the element X is stored in 

the array S. 

Now let us examine the procedure to delete an element from the array S. 

 
2.  Top  Top - 1 

3. Return S[Top+1]. 

One problem with the array implementation is that the time taken to check the boundary 

values of array is large. 

 

1.3.2 Linked List Implementation of Stack 

Stack as an abstract data structure cannot be full. Hence abstractly it is always 

possible to push an element into the stack, which is practically impossible with arrays. 

Therefore implementing the stack with array prohibits the growth of the stack beyond the 

finite number of elements that the declared array can contain. 
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Therefore, we must implement the stack in such a way so that the stack can grow to the 

limit of the computer’s memory. 

An obvious choice then is to represent stack using linked list with an external pointer that 

points to the top of the stack. 

 
 

For this linked list representation, we are using the pool of available nodes and we will 

never have to test whether a particular stack is full. 

Here are the procedures given to perform insertion & deletion in a stack using linked list 
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The procedure pop is used to delete the top most elements and the First is pointing to the 

next element in the list. 

Example for Insertion 

 

 
 

Before Insertion 
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After Insertion 

 
 

Example for Deletion 

 

Before Deletion 

 
 

After Deletion 

 
 

 

 Applications of Stack 

 

As stack is a LIFO structure, it is an appropriate data structure for applications in which 

information must be saved & later retrieved in reverse order. 

Stack can be applied in different situations, some of the examples where stack is applied 

are explained below. 

1) Infix, Prefix & Postfix expressions. 

2) Conversion of infix to post fix expression. 

3) Evaluating postfix expression. 

4) Balancing symbols. 

5) Towers of Hanoi 
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1) Infix, postfix & prefix expression 

There are 3 ways to represent an arithmetic expression. They are 

i. Infix Expression. 

ii. Prefix Expression. 

iii. Postfix Expression. 

Infix Expression 

In Infix notation, the operator is placed between the two operands. It is similar to 

a normal arithmetic expression. 

Ex:  a + b + c 

The stack is used to store the expression & it is useful in conversions. 

Prefix Expression 

In prefix expression, the operator is placed first, then the operands are placed. 

Ex: +ab 

       *ab 

        +a+bc 

Postfix Expression 

 In postfix expression, the operator is pushed to the end. 

 Ex: ab+ 

                  ab* 

                  abc * + 

Examples of Infix, Prefix, Postfix Expression 

 
Infix  : Operand operator operand 

Prefix  : Operator operand operand  

Postfix  : Operand operand operator  
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The recursive definition gives all valid expressions. 

1. Any single letter variable (a-z) or a non negative integer is a valid infix  

     expression. 

2. If α and β are valid infix expressions, then (α + β), (α - β), (α * β) & (α / β) are       

    valid infix expressions. 

3. The only valid infix expressions are those defined by steps 1 & 2. Similarly the  

     recursive definitions for all valid prefix & postfix expressions can be designed. 

 

2) Conversion of Infix to Postfix Expression 

The infix expression is converted to a postfix expression using the precedence 

of the operator. 

 
The expression can be classified into 2 types 

1. Unparanthesized Expression 

2. Fully Paranthesized Expression. 

 

Unparathesized Expression 

 
In this example, we have evaluate the expression with respect to the precedence operator. 

 
So to convert this expression to postfix, the steps followed are 

1) Take b*c, push the operator to the right. bc*. 

2) Take d*e, push the operator to the right de*. 

3) Take a+bc* where ‘a’ is operand 1 & ‘bc*’ is operand 2. Push the operator ‘+‘ to the  

     right a bc*+. 
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Push the Operator ‘+’ to the right. 

So, the final Postfix express in is 

abc* + de* + // 

 

a) Fully Paranthesized Expression 

 
The integers given below represent the parenthetical level of operator. When such an 

expression is evaluated, the sub expression containing the operator with the highest 

parenthetical level is evaluated first. In case of more than one operator having the highest 

parenthetical level (as our ex), we evaluate them one after the other from left to right. 

Once the sub expressions containing the operators at the highest parenthetical level have 

been evaluated then the sub expressions containing the operator at the next higher level 

are evaluated in the same way. 

Thus in the above example the sub expressions are evaluated in the following order 

 
       (ie) a + (bc * de * *) 

        abc * de * * + 

The procedure for unparanthesized postfix expression is given below. 

 

 

b) Procedure Unparanthesized - Suffix 
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In this example stack is used temporarily to store the intermediate value. 

A table is used to check the precedence of operators. 
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Initially a special symbol ‘#’ is placed in the top of the stack. The input infix string is 

given with the symbol of ‘# at the end. Ex: a + b * c #. The purpose of this symbol is to 

ensure the end of the infix string. The main part of the algorithm is concerned with the 

comparison of the next character of the infix expression with the precedence operator & 

placing it appropriately in the stack. 

POST is the string which is used to store the final postfix expression. Here is the example 

to illustrate how the algorithm works 

Given Infix String: a + b * c – d # 

 
If finally the top of the stack contains the ‘#’ symbol & the infix expression also contains 

the last symbol as # then the postfix expression is completed. 

 

3) Evaluating Postfix Expression 

In many situations if we use a simple calculator to get the result of 

4.99 * 1.06 + 5.99 + 6.99 * 1.06 

Would yield some result which will not consider the priority of operator & does 

the calculation in a straight forward manner. 

In such situation the positive expression is useful. Hence the first operation is 

done (i.e) 4.99 * 1.06 is done & stored in A1 & then the next operation is performed & 

added with Al & so on. Hence evaluating a postfix expression checks for the priority and 

performs the operations accordingly. 
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The rules to evaluate a postfix expression are given below: 

1. Find the leftmost operator in the expression. 

2. Select the two operands immediately to the left of the operator found. 

3. Perform the indicated operation. 

4. Replace the operator & operand with the result. 

 

 
From this example the final result of the expression a+(b/c) * d is 9. Here the 

intermediate variables used are T1, T2 & T3 where T1 = 2, T2 = 4 & T3 = 9 

 

Consider this example given below using a stack. Post fix: 6523 + 8 * +3 + *  

It is evaluated as follows. The first four symbols are placed on the stack. 

 

 
 

Next ‘+’ is read. So 3 & 2 are popped out & the corresponding operation is 

performed & the result is stored in the stack 
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Ex: 3 + 2 = 5   stored in stack  

 

 
 

The time to evaluate a post fix expression is O(N), because processing element in the 

input consist of stack operation & thus takes constant time. 
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4) Towers of Hanoi 

Given N discs of decreasing size stacked on one needle & 2 empty needles, it is required 

to store the discs in the second needle in decreasing order of size. The third needle may 

be used as a temporary storage. The movement of the disc is restricted by the following 

rules. 

1. Only one disc may be moved at a time 

2.  A disc may be moved from one needle to any other. 

3.  At no time may a larger disc rest upon a smaller disc. 

A pictorial representation is shown in the figure. 

 

 
The solution to this problem is most clearly seen with the aid of introduction to 

move one disc, merely move it from needle A to needle C. To move 2 discs, move the 

first disc to needle B, move the second from needle A to needle C then move the disc 

from needle B to needle C. In general the solution of the problem of moving N discs from 

needle A to needle C has three steps. 

1. Move N -l discs from A to B.  

2. Move disc N from A to C. 

3. Move N -1 disc from B to C. 

 

A general algorithm for solving the Tower of Hanoi problem is now given. 

1. Push Parameters & return address on stack. 

2. If stopping value has been reached then pop the stack to return to prey level.    

     Else move all except the final disc from starting to intermediate needle. 

3. Move final disc from start to destination needle. 

4. Move remaining discs from intermediate, to destination needle. 
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5. Return to previous level by popping stack 

The detailed algorithm for this given below:  

 
In this algorithm, 

N_VALUE   N Number of discs to be moved 

SN_VALUE  Starting needle 

IN_VALUE Intermediate needle 
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DN_VALUE  Destination needle 

Stack ST is used, which has five fields as N, SN, IN, DN & RET, ADDR. 

TEMP_REC is a five element temp variable: consisting of N_VALUE, SN_ 

VALUE, IN_ VALUE, DN_VALUE, and ADDRESS. 

Top <— Pointer to point the top element of stack ST. 

Top is initially zero. Address is initially set to the main calling address. 

 

The Queue ADT 

Like stacks, queues are lists. With a queue, insertion is done at one end, whereas deletion 

is performed at the other end. The basic operations are: 

(1) Insertion   (2) Deletion 

  Insertion is performed at the rear end & deletion is performed at the front end. 

 
 

 

 Array Implementation of stack  

The principle followed by Queue is FIFO (i.e.) FIRST IN FIRST OUT (or) FCFS     

(i.e.) First come first served. 

The procedure to insert in a Queue is given below: 

Procedure QINSERT(Q, F, R, N, Y) 

1. If R >= N then 

Write (‘Overflow’) 

Return 

2. R  R + 1 

3. Q[R]  Y 

4. IF F = 0 then 

F  1 

Return 

Here F, R are pointers to point the Front & Rear. Q is an array where the elements are to 

be stored. N is the size of the array. Y is the element to be inserted. 
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The procedure to perform deletion is given below: 

 

Procedure QDELETE(D, F, R) 

1. If F = 0  then 

Write (‘Underflow’) 

Return 

2. Y  Q[F] 

3. If F= R THEN 

F  R  O 

Else 

F  F + 1 

       4. Return (Y) 

 

The drawback in a normal Queue operation is it requires large amount of memory to 

accommodate the elements. 

 

To overcome this problem, Circular Queue is used. 

 

 
 

Procedure to perform insertion and deletion in a circular queue is given below. 
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DEQUEUE 

Dequeue is termed as Double Ended Queue where insertion and deletion can be 

performed at both the ends. 
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 Applications of Queue  

Several applications use the concept of queue. One famous example is the printer 

attached to a computer system uses the concept to print the contents stored. 

Further examples are 

* Calls to large companies are placed in a queue. 

* In large university where resources are limited, students must wait in a     

                           queue to assign to a list of terminals etc. 

Heap Order Property 

The property that allows operations to be performed quickly is the heap order 

property. Since we want to be able to find the minimum quickly, it makes sense that the 

smallest element should be at the root. If we consider that any subtree should also be a 

heap, then any node should be smaller than all of its descendants. 

 Applying this logic, we arrive at the heap order property. In a heap, for every 

node X the key in the parent of X is smaller than (or equal to) the key in X with the 

obvious exception of the root (which has no parent). In the following figure, the tree on 

the left is a heap, but the tree on the right is not (the dashed line shows the violation of 

heap order). 

 
Two complete trees (only the left tree is a heap) 

By the heap order property the minimum element can always be found at the root. 

Thus, we get the extra operation, Find_Min, in constant time. 
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Basic Heap Operation 

It is easy (both conceptually and practically) to perform the two required 

operations. All the work involves ensuring that the heap order property is maintained. 

Insert 

To insert an element X into the heap, we create a hole in the next available 

location, since otherwise the tree will not be complete. If X can be placed in the hole, 

without violation heap order, then we do so and are done. Otherwise we slide the element 

that is in the hole’s parent node into the hole, thus bubbling the hole toward the root. We 

continue this process until X can be placed in the hole. The given figure shows that to 

insert 14, we create a hole in the next available heap location. Inserting 14 in the hole 

would violate the heap order property, so 31 is slid down into the hole.  

 
Attempt to insert 14: creating the hole, and bubbling the hole up 

This strategy is continued in the following figure until the correct location for 14 

is found. 
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The remaining two steps to insert 14 in previous heap 

 
Creation of the hole at the root 

Delete_Min 

Delete_Min are handled in a similar manner as insertions. Finding the minimum 

is easy; the hard part is removing it. When the minimum is removed, a hole is created at 

the root. Since the heap now becomes one smaller, it follows that the last element in the 

heap must move somewhere in the heap. If the last element can be placed in the hole, 

then we are done. This is unlikely, so we slide the smaller of the hole’s children into the 

hole, thus pushing the hole down one level. We repeat this step until the last element can 

be placed in the hole. Thus, our action is to place the last element in his correct spot along 

a path from the root containing minimum children. 

In previous figure, the left figure shows a heap prior to the Delete_Min. After 13 

is removed, we must now try to place 31 in the heap. 31 cannot be placed in the hole, 

because this would violate heap order. Thus, we place the smaller child (14) in the hole, 

sliding the hole down one level (see the figure below). We repeat this again, placing 19 

into the hole and creating a new hole one level deeper. We then place 26 in the hole and 
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create a new hole one level deeper. We then place 26 in the hole and create a new hole on 

the bottom level. Finally, we are able to place 31 in the hole (figure given). This general 

strategy is known as a percolate down. We use the same technique as in the insert routine 

to avoid the use of swaps in this routine. 

 

 
 

Next two steps in Delete_Min 

 

 
Last two steps in Delete_Min 

 

Other Heap Operations 

Notice that although finding the minimum can be performed in constant time, a 

heap designed to find the minimum element (also known as a (min)heap) is of no help 

whatsoever in finding the maximum element. In fact, a heap has very little ordering 
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information, so there is no way to find any particular key without a linear scan through 

the entire heap. 

If we assume that the position of every element is known by some other method, 

then several other operations become cheap. The three operations below all run in 

logarithmic worst-case time. 

Decrease_Key 

The Decrease_Key(P, Δ) operation lowers the value of the key at positions P by a 

positive amount Δ. Since this might violate the heap order, it much be fixed by a 

percolate up. This operation could be useful to system administrators; they can make 

their programs run with highest priority. 

Increase_Key 

The Increase_Key(P, Δ) operation increases the value of the key at position P by a 

positive amount Δ. This is done with percolate down. Many schedulers automatically 

drop the priority of a process that is consuming excessive CPU time. 

Remove 

The Remove (I) operation removes the node at position I from the heap. This is 

done by first performing Decrease_Key (I,x) and then performing Delete_Min. When a 

process is terminated by a user (instead of finishing normally), it must be removed from 

the priority queue. 

Comparison Of Various Implementations Of Priority Queue 

 

 

 

 

 

 
 
 

 Unordered array Ordered list Heap 

Insert O(1) O(n) O(log n) 

Remove O(n) O(1) O(log n) 
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BINARY HEAPS 
 What is a Binary Heap? 

• A binary heap is a complete binary tree with one (or both) of the following heap 

order properties: 

• MinHeap property: Each node must have a key that is less or equal to the 

key of each of its children.  

• MaxHeap property: Each node must have a key that is greater or equal to 

the key of each of its children. 

• A binary heap satisfying the MinHeap property is called a MinHeap. 

• A binary heap satisfying the MaxHeap property is called a MaxHeap. 

• A binary heap with all keys equal is both a MinHeap and a MaxHeap. 

• Recall: A complete binary tree may have missing nodes only on the right side of 

the lowest level. 
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HASHING 
 

We discussed the search tree ADT, which allowed various operations on a set of 
elements. In this, we discuss the hash table ADT, which supports only a subset of the 
operations allowed by binary search trees. 

 
The implementation of hash tables is frequently called hashing. Hashing is a 

technique used for performing insertions, deletions, and finds in constant average 
time. Tree operations that require any ordering information among the elements are not 
supported efficiently. Thus, operations such as Find_Min, Find_Max, and the printing of 
the entire table in sorted order in linear time are not supported. 
 

The central data structure in this chapter is the hash table. We will 
* See several method of implementing the hash table 
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* Compare these methods analytically. 
* Show numerous applications of hashing. 
* Compare hash table with binary search trees. 

 
General Idea 
 

The ideal hash table data structure is merely an array of some fixed size, 
containing the keys. Typically, a key is a string with an associated value (for instance, 
salary information). We will refer to the table size as Hsize, with the understanding that 
this is part of a hash data structure and not merely some variable floating around globally. 
The common convention is to have the table run from 0 to Hsize- 1; 
 

Each key is mapped into some number in the range 0 to Hsize-l and placed in the 
appropriate cell. The mapping is called a hash function, which ideally should be simple to 
compute and should ensure that any two distinct keys get different cells. Since there are a 
finite number of cells and a virtually inexhaustible supply of keys, this is clearly 
impossible, and thus we seek a hash function that distributes the keys, evenly among the 
cells. An example for a hash table is given below. In this example, John hashes to 3, Phil 
hashes to 4, Dave hashes to 6, and Mary hashes to 7. 

 

 
      An ideal hash table 

This is the basic idea of hashing. The only remaining problems deal with choosing 
a function, deciding what to do when two keys hash to the same value (this is known as a 
collision), and deciding on the table size. 
 
 Hash Function 
 

If the input keys are integers, then simply returning key mod H_Size is generally a 
reasonable strategy. Unless key happens to have some undesirable properties. In this case, 
the choice of hash function needs to be carefully considered. For instance, if the table size 
is 10 and the keys an end is zero, then the standard hash function is obviously a bad 
choice. For reasons we shall see later, and to avoid situations like the one above, it is 
usually a good Idea to ensure that the table size is prime. When the input keys are random 
integers, then this function is not only very simple to computer but also distributes the 
keys evenly. 
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Usually, the keys are strings; in this case, the hash function needs to be chosen 

carefully. One option is to add up the ASCII values of the characters in the string. The 
routine in the following program implements this strategy, using the typical C/C++ 
method of stepping through a string. 
 

 
 

A Simple Hash Function 
 
 
The hash function depicted in the program is simple to implement and computes 

an answer quickly. However, if the table size is large, the function does not distribute the 
keys well. For instances, suppose that H_Size =10,007 (10,007 is a prime number). 
 

Suppose all the keys are eight of fewer characters long. Since a char is an integer 
value that is always at most 127, the hash function can only assume values between 0 and 
1016, which is 127 * 8. This is clearly not an equitable distribution. 
 

Another hash function is below. This hash function assumes that key has at least 
length 2.27 represents the number of letters in the English alphabet, plus the blank, and 
729 is 272. This function examines only the first three characters, but if these are random, 
and the table size is 10,007 as before, then we would expect a reasonably equitable 
distribution. Unfortunately English is not random. Although there are 263=17,576 
possible combinations of three characters (ignoring blanks), a check of a reasonably large 
on-line dictionary reveals that the number different combinations is actually only 2,851. 
Even if none of these combinations collide, only 28 percent of the table can actually be 
hashed to. Thus this function although easily computable, is also not appropriate if the 
hash table is reasonably large. 
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Another possible hash function which is not too good 
 

The following figure shows a third attempt at a hash function. This hash function 
involve all characters in the key and can generally be expected to distribute well (it 
computes 






1_

0
]_[SizeKey

i
iSizeKeyKey . 32i, and brings the result into proper range). 

The code computes a polynomial function ( of 32) by use of Homer’s rule. For instance, 

another way of computing hk = k1 + 27k2 -272k3 is by the formula hk = ((k3) *27 + k2)* 
27+k1. Horner’s rule extends this to an nth degree polynomial. 

 

 
 

A good hash function 
 

We have used 32 instead of 27 because multiplication by 32 is not really a 
multiplication, but amount to bit-shifting by five. In line 7, the addition could be replaced 
with a bitwise exclusive or for increased speed. 

The hash function described in the above figure is not necessarily the best with 
respect to table distribution, but it does have the merit of extreme simplicity and speed. If 
the keys are very long, the hash function will take too long to compute. Furthermore, the 
early characters will wind up being left-shifted out of the eventual answer. 

 
A common practice in this case is not to use all the characters. The length and 

properties of the keys would then influences the choice. For instance, the keys could be a 
complete Street assures address. And perhaps a couple of characters from the city name 
and ZIP code. Some programmers implement their hash function by using only the 
characters in the odd spaces, with the idea that the time saved computing the hash 
function will make up for a slightly less evenly distributed function. 
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The main programming detail left is collision resolution. If, when inserting an 

element, it hashes to the same value as an already inserted element, then we have a 
collision and need to resolve it. There are several methods for dealing with this. We will 
discuss of the simplest: open hashing and closed hashing. 
 
 
 
OPEN HASHING (SEPARATE CHAINING) 
 

The first strategy, commonly known as higher open basing or separate changing, 
if to keep a list of all elements that hash to the same value. For convenience, our lists 
have headers. If space is tight, it might be preferable to avoid their use. We assume for 
this section that the keys are the first 10 perfect squares and that the hashing function is 
simply Hash( X) = X mod 10. (The table size is not prime, but is used here for 
simplicity.) The Figure given below should make this clear. 

 
 

 
A open hash table 

 
To perform a Find, we use the hash function to determine which list to traverse. 

We then traverse this list in the normal manner, returning to the position where the item 
is found. To perform an Insert, we traverse down the appropriate list to check whether the 
element is already in place (if duplicates-are expected, an extra field is usually kept, and 
this field would be incremented in the event of a match). If the element turns out to be 
new, it is inserted either at the front of the list or at the end of the list, whichever is 
easiest. This is an issue most easily addressed while the code is being written. Sometimes 
new elements are inserted at the front of the list, since it is convenient and also because 
frequently it happens that recently inserted elements are the most likely to be accessed in 
their in the near future. 
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The call Find (Key) implemented in the given program behaves like the linked list 
Find, and is a trivial implementation. 

 
 

 
 

Find routine for open hash table 
 

Next comes the insertion routine. If the item to be inserted is already present, then 
we do nothing; otherwise we place it at the front of the appropriate list. The element can 
be placed anywhere in the list; this is most convenient in our case. 

 
The deletion routines given below, is a straightforward implementation of 

deletion in a linked list. If the repertoire of hash routines does not include deletions, it is 
probably best to not use headers, since their use would provide no simplification and 
would waste considerable space. 
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Insert and Remove routine for open hash table 
 

Any scheme could be used besides linked to resolve the collisions-a binary search 
tree or even another hash table would work, but we except that if the table is large and the 
hash function is good, all the lists should be short, so it is not worth while to try anything 
complicated. 

 
We define the load factor, 2, of a hash table to be the ratio of the number of 

elements in the hash table to the table size. In the example above, λ = 1.0. The average 

length of a list is λ .The effort required to perform a search is the constant time required 

to evaluate the hash function plus the time to traverse the list. 
 
In an unsuccessful search, the number of links to traverse is λ (excluding the final 

NULL link) on average. A successful search requires that about 1 + ( λ / 2) links be 

traversed, since there is a guarantee that one link must be traversed (since the search is 
successful), and we also expect to go halfway down a list to find our match. This analysis 
shows that the table size is not really important, but the load factor is. The general rule 
for open hashing is to make the table size about as large as the number of elements 
expected (in other words, let λ ~ 1). It is also a good idea, as mentioned before, to keep 

the table size prime to help ensure a good distribution. 
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 Closed Hashing (Open Addressing) 
 
 

Open hashing has the disadvantage of requiring pointers. This tends to slow the 
algorithm down a bit because of the time required to allocate new cells, and it also 
essentially requires the implementation of a second data structure. Closed hashing, also 
known as open addressing, is an alternative to resolving collisions with linked list. In a 
closed hashing system, if a collision occurs, alternate cells are tried until an empty cell is 
found. More formally, cells h0(x), h1(x), h2(x)… are tried in succession where hi(x) = 
(Hash(x) + f (i)) mod H-Size, with f(0) = 0. The function, f, is the collision reduction 
strategy. Because all the data, goes inside the table is needed for closed hashing than for 
open hashing. Generally, the load factor should be below λ = 0.5 for closed hashing. We 

now look are three common collision resolution strategies. 
 
 
 
 Linear probing 
 

In linear probing, f is a linear function of i, typically f(i) = i. This amounts to 
trying cells sequentially (with wraparound) in search of an empty cell. The following 
table shows the result of inserting keys {89, 18, 49, 58, 69} into a closed table using the 
same hash function as before and the collision resolution strategy, f(i) = i. 
 
 

 
 

Closed hash table with linear probing, after each insertion 
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The first collision occurs when 49 is inserted; it is put in the next available spot, 
namely spot 0, which is open. 58 collides with 18, 89, and then 49 before an empty cell is 
found three away. The collision for 69 is handled in a similar manner. As long as the 
table is big enough, a free cell can always be found, but the time to do so can get quite 
large. Worse, even if the table is relatively empty, blocks of occupied cells start forming. 
This effect, known as primary clustering, means that any key that hashes into the cluster 
will require several attempts to resolve the collision, and then it will add to the cluster. 

 
Although we will not perform the calculations here, it can be shown that the 

expected number of probes using linear probing is roughly 1 / 2 (1 + 1 / (1 - λ)2) for 
insertions and unsuccessful searches and 1 / 2 (1 + 1 / (1 - λ )) for successful searches. 

The calculations are somewhat involved. It is, easy to see from the code that insertions 
and unsuccessful searches require the same number of probes. A moment’s thought 

suggests that on average, successful searches should take less time than unsuccessful 
searches. 

 
The corresponding formula’s, if clustering were not a problem, are fairly easy to 

derive. We will assume a very large table and that each probe is independent of the 
previous probes. These assumptions are satisfied by a random collision resolution 
strategy and are reasonable unless λ is very close to 1. First, we derive the expected 

number of probes in an unsuccessful search. This is just the expected number of probes 
until we find an empty cell. Since the fraction of empty cells is 1 - λ, the number of cells 

we expect to probe is 1 / (1 – λ). The number of probes for a successful search is equal to 

the number of probes required when the particular element was inserted. When an 
element is inserted, it is done as a result of an unsuccessful search. Thus, we can use, the 
cost of an unsuccessful search to compute the average cost of a successful search. 

 
The caveat is that λ changes from 0 to its current value, so that earlier insertions 

are cheaper and should bring the average down. For instance, in the table above, λ = 0.5, 

but the cost of accessing 18 is determined when 18 is inserted. At that point, λ = 0.2. 

Since 18 was inserted into a relatively empty table, accessing it should be easier than 
accessing a recently, inserted element such as 69. We can estimate the average by using 
an integral to calculate the mean value of the insertion time, obtaining 

 

 
 

These formulas are clearly better than the corresponding formulas for linear 
probing. Clustering is not only a theoretical problem but actually occurs in real 
implementations. The following figure compares the performance of linear probing 
(dashed curves) with what would be expected from more random collision resolution. 
Successful searches are indicated by an S, and unsuccessful searches and insertions are 
marked with U and I, respectively. 
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Number of probes plotted against load factor for linear probing (dashed) and 

random strategy. S is successful search, U is unsuccessful search, I is insertion 
 
 
If λ = 0.75, then the formula above indicates that 8.5 probes are expected for an 

insertion in linear probing. If λ = 0.9, then 50 probes are expected, which is unreasonable. 

This compares with 4 and 10 probes for the respective load factors if clustering were not 
a problem. We see from these formulas that linear probing can be a bad idea if the table is 
expected to be more than half full. If λ = 0.5, however, only 2.5 probes are required on 

average for insertion and only 1.5 probes are required, on average, for a successful 
search. 
 
 
 
REHASHING 
 
 

If the table gets too full, the running time for the operations will start taking too long  
and Inserts might fail for open addressing hashing with quadratic resolution. This can 
happen if there are too many removals intermixed with insertions. A solution then, is to 
build another table that is about twice as big (with an associated new hash function) and 
scan down the entire original hash table, computing the new hash value for each (non 
deleted) element and inserting it in the new table.  
 
 As an example, suppose the elements 13, 15, 24, and 6 are inserted into an open 
addressing hash table of size 7. The hash function is h(X) = X mod 7. Suppose linear 
probing is used to resolve collisions. The resulting hash table appears is given below. 
 

Open addressing hash table with linear probing with input 13, 15, 6, 24 
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If 23 is inserted into the table, the resulting table shown, will be over 70 percent 
full. Because the table is so full, a new table is created. The size of this table is 17, 
because this is the first prime that is twice as large as the old table size. The new hash 
function is then h(X) = X mod 17. The old table is scanned, and elements 6, 15, 23, 24, 
and 13 are inserted into the new table. The resulting table appears is given below.  

 

 
Open addressing hash table with linear probing after 23 is inserted 

 
 

This entire operation is called “rehashing”. This is obviously a very expensive 

operation; the running time is O(N), since there are N elements to rehash and the table 
size is roughly 2N, but it is actually not all that bad, because it happens very infrequently. 
In particular, there must have been N / 2 Inserts prior to the lash rehash, so it essentially 
adds a constant cost to each insertion. If this data structure is part of the program, the 
effect is not noticeable. On th other hand, if the hashing is performed as part of an 
interactive system, then the unfortunate user whose insertion caused a rehash could see a 
slowdown. 
 
 

www.rejinpaul.comwww.rejinpaul.com



 
 

Open addressing hash table after rehashing 
 

 
Rehashing can be implemented in several ways with quadratic probing. One 

alternative is to rehash as soon as the table is half full. The other extreme is to rehash 
only when an insertion fails. A third, middle-of-the-road strategy is to rehash when the 
table reaches a certain load factor. Since performance does degrade as the load factor 
increases, the third strategy, implemented with a good cutoff, could be best. 

 
Rehashing frees the programmer from worrying about the table size and is 

important because hash tables cannot be made arbitrarily large in complex programs. The 
following figure shows that rehashing is simple to implement. 
 

www.rejinpaul.comwww.rejinpaul.com



 
 

Rehashing for open addressing hash tables 
 
 
 
 EXTENDIBLE HASHING 
 
 

As before, we assume that at any point we have N records to store; the value of N 
changes over time. Furthermore, at most M records fit in one disk block. We will use     
M = 4 in this section.  

 
If either open addressing hashing or separate chaining hashing is used, the major 

problem is that collisions could cause several blocks to be examined during a Find, even 
for a well-distribute dash table. Furthermore, when the table gets too full, an extremely 
expensive rehashing step must be performed, which requires O(N) disk accesses. 

 
A clever alternative, known as extendible hashing, allows a Find to be performed 

in two disk accesses. Insertions also require few disk accesses. 
 

A B-tree has depth O(logM/2, N). As M increases, the depth of a B-tree decreases. We 
could in theory choose M to be so large that the depth of the B-tree would be 1. Then any 
Find after the first would take one access, since, presumably, the root node could be 
stored in main memory. The problem with this strategy is that the branching factor is so 
high that it would take considerable processing to determine which leaf the data was in. If 
the time to perform this step could be reduced, then we would have a practical scheme. 
This is the strategy used by extendible hashing. 
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Let us suppose, for the moment, that our data consists of several six-bit integers. 
The given figure shows an extendible hashing scheme for these data. The root of the 
“tree” contains four pointers determined by the leading two bits of the data. Each leaf has 

up to M = 4 elements. It happens that m each leaf the first two bits are identical; this is 
indicated by the number in parentheses. To be more formal, D will represent the number 
of bits used by the root, which is sometimes known as the directory. The number of 
entries in the directory is thus 2D . dL is the number of leading bits that all the elements of 
some leaf L have in common. dL will depend on the particular leaf, and dL ≤ D. 
 

 
 
       Extendible hashing: original data 

 
Suppose that we want to insert the key 100100. This would go into the third leaf, 

but as the third leaf is already full, there is no room. We thus split this leaf into two 
leaves, which are now determined by the first three bits. This requires increasing the 
directory size to 3. These changes are reflected in the given figure. 

 

 
 
Extendible hashing: after insertion of 100100 and directory split 
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Notice that all of the leaves not involved in the split are now pointed to by two 
adjacent directory entries. Thus, although an entire directory is rewritten, none of the 
other leaves is actually accessed. 

 
If the key 000000 is now inserted, then the first leaf is split, generating two leaves 

with dL = 3. Since D = 3, the only change required in the directory is the updating of the 
000 and 001 pointers. The given figure shows the change. 

 
 

 
                Extendible hashing: after insertion of 000000 and leaf split 
 

 
This very simple strategy provides- quick access times for Insert and Find 

operations on large databases. 
 

First, it is possible that several directory splits will be required if the elements in a 
leaf agree in more than D + 1 leading bits. For instance, starting at the original example, 
with D = 2, if 111010, 111011, and finally 111100 are inserted, the directory size must be 
increased to 4 to distinguish between the five keys. This is an easy detail to take care of, 
but must not be forgotten. Second, there is the possibility of duplicate keys; if there are 
more than M duplicates, then this algorithm does work at all. In this case, some other 
arrangements need to be made. 

 
These possibilities suggest that it is important for the bits to be fairly random. 

This can be accomplished by hashing the keys into a reasonably long integer — hence the 
name.  
 

The expected number of leaves is (N / M ) log2 e. Thus the average leaf is           
ln 2 = 0.69 full. This is the same as for B-trees, which is not entirely surprising, since for 
both data structures new nodes are created when the (M + 1 )th entry is added. 
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The more surprising result is that the expected size of the directory (in other 
words, 2D) is O(N1 +1/M / M). If M is very small, then the directory can get unduly large. 
In this case, we can have the leaves contain pointers to the records instead of the actual 
records, thus increasing the value of M. This adds a second disk access to each Find 
operation in order to maintain a smaller directory. If the directory is too large to fit in 
main memory, the second disk access would be needed anyway. 
 

UNIT-IV 
 

INTRODUCTION TO TREES 

 
The data structures like stack, queues are used to represent sequential collection 

of elements. They are useful in representation of lists of elements, simulation of queues in 
reservation counters, employees list, etc. The common characteristic of these applications 
is that they impose sequential / linear order among the elements. This matches with the 
feature of linear data structures like stack and queue. 
 
 

Consider a family / organization chart. A family chart represents grand parents, 
parents, sons / daughters, their children, etc. An organization chart starts with director, 
managers who directly report to him, their team, etc. The following figure (A) shows a 
sample organization chart representing the hierarchy of management in an Engineering 
College. 

 
 
 

 
 

A. A Sample Organization Chart 
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Consider the organization of a file system in a computer. There is a root directory, 

which has several subdirectories. Each of them can have subdirectories/files as shown in 
the below figure (B). 

 

 
B. A Sample File System 

 
The above figure could be extended further to indicate the subdirectories and 

other files in each directory marked. 
 
Look at the major difference between the applications of linear structures such as 

stacks, queues those shown in Figures (A and B). In a family/organization chart, 
hierarchical relationship is important than the sequential order. For example, in the 
organization chart shown in Figure A (which represents a college administration), all 
Heads of the departments are at the same level and they report to their superior or Dean. 
Such hierarchy cannot be represented using linear structures. These applications require 
nonlinear structure such as trees. 
 

A tree is formally defined as a collection of nodes (elements) which 
1. can be empty or 
2. has a node designated as root(representing element at the top of the  
    hierarchy) from which zero or more subtrees/branch. 

 
A subtree, by definition is a tree on its own. Each subtree is disjoint, i.e., a node 

cannot be a part of two subtrees. 
 
Consider the following sample tree, which is given below: 
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A Sample tree 

The tree in the above figure represents a collection of nodes {A, B, C, D, E, F, 
G}. Here node A is designated as root and it has three subtrees - rooted at B, C, and D. 
The tree rooted at B has two subtrees rooted at C and D which in turn have null (empty) 
subtrees. 

 
If the number of subtrees from a node is restricted to maximum of N, the tree is 

referred to as N-ary tree. 
 
 
 

 BINARY TREES 

A binary tree is a 2-ary tree, i.e., each node in the tree can have either 0, 1, or 2 
subtrees. A formal definition of binary trees is as follows: 

 
A binary tree is a finite ordered collection of elements in which one element is 

designated as root and maintaining elements are partitioned into two disjoint sets (each of 
these sets maybe null / non-null), called left and right subtrees. Binary trees are the most 
commonly used forms of trees.  
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Examples of binary trees 

 

In the above example, a node in a tree has 0, 1, or 2 child nodes. In other words, 
the number of children nodes (the children nodes are those which are directly connected 
to the node) of a node is restricted to a maximum of 2. 
 

In Figure (a), A is the root and its children are B and C, children of B are D and E, 
C has one child (left child) nodes D, E, and F do not have any children. The following 
table describes the basic terms related to binary trees.  

Terms Related to Binary Trees 
 

Term Description 
Example                   

(Related to the above 
figure) 

Root 
Node at the top hierarchy of 
the tree. A tree has only one 

root. 

Root of the given figure is 
A 

Parent node 
A node at one level up in 
the hierarchy of the tree 

with which it is connected 

Parent of nodes B and C is 
A 

Parent of node F is C 

Siblings Children nodes of same 
parent 

B and C are siblings 
D and E are siblings 

Leaf nodes Nodes that do not have any 
children D, E and F are  leaf nodes 

Interior nodes Nodes other than leaves B, C 

Ancestor nodes 

A nodes n1 is ancestor of 
node n2 if n1 is the parent 

of n2 or to any of its 
ancestors 

B and A are ancestors of D 
A is an ancestor of C 

Descendent node 
A node n1 is descendant to 
node n2 if n1 is the child of 
n2 or to any of its children 

B and D are descendent of 
A 

Left descendant node 

A node n1 is left descendant 
to node n2 if n1 is the left 
child of n2 or to any of its 

left descendents 

D is left descendent of A 
and B 

Right descendant node 

A node n1 is right 
descendant to node n2 if n1 
is the right child of n2 or to 
any of its right descendents 

C is right descendent of A 

Path 

Nodes that follow a branch 
of a tree, representing a 

linear subset of the tree. It is 
the path from one node to 

A-B-D and C-F are paths 
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another in a tree 

Length of a path Number of edges in a path 
Length of the path A-B-D is 

2 
Length of the path C-F is 1 

Level of a node 
Root is at level 0. The level 
of any node is one plus the 

level of its parent 

Level of A is 0 
Level of B and C is 1 
Level of D, E, F is 2 

Depth of the tree Maximum level of any leaf 
in the tree Depth of tree is 2. 

 
Trees given below are not binary trees for the reasons indicated in the figure. 
 

 
 

 
Node B has three children. A node in a Binary tree can have utmost 2 children. 
 

 

 
 

 
Node E is indicated as child of two nodes B and C. i.e., E has two parents here. In 

a binary tree, a node can have only one parent. In other words left and right subtrees must 
be disjoint. 
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There is a cyclic path (loop) between nodes A and C. Cyclic path (loops) are not 

permitted in binary trees as they are acyclic data structures. 
 
 
Types of Binary Trees 
 
1. Strictly binary tree 
 It is a binary tree where all the nodes will have either 0 or 2 children. Note that in 
a binary tree a node can have 0, 1 or 2 children. In a strictly binary tree, nodes cannot 
have only one child. The following figure shows a strictly binary tree. 
 

 
 
      Strictly binary tree 

 
2. Complete binary tree 
 It is a strictly binary tree in which all leaves are at the last level. A complete 
binary tree of depth d will have all the leave at depth d, i.e. all levels of the tree will be 
full (with maximum number of nodes). The following figure shows a complete binary 
tree of depth 2. 
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A Complete Binary tree of depth 2  

 
3. Almost complete binary tree 
 An almost complete binary tree of depth d will have its leaves either at level d or 
d-1. All levels upto level d-1 will be full with maximum number of nodes and level d will 
be filled from left to right. The following figure shows an example of almost complete 
binary tree of depth 2. 
 

 
 
An Almost Complete Binary tree of Depth 2 

 
 
4. Skew Trees 

 
A skew tree is a binary tree in which every node, except the leaf, has only one, 

child node, i.e., there is only one node at any level. A left skew tree has all nodes (except 
leaf) with only the left child. In a right skew tree all nodes (except left) have only the 
right child. The given figure shows examples of left and right skew trees. 
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 TREE TRAVERSALS 
 
 

Traversal refers to processing every node of the tree once and only once. Binary 
tree traversal techniques are defined recursively in terms of root node, its left and right 
subtrees. 

 
There are basically three ways of binary tree traversals. They are: 

 

1. Inorder traversal 

2. Preorder traversal 

3. Postorder traversal 

 
 
1. Inorder Traversal 

Here the nodes of a binary tree are traversed (processed) in the following order: 
1. Traverse left subtree in inorder 

2. Process root node 

3. Traverse right subtree in inorder 

 
 
2. Preorder Traversal 

The nodes of a binary tree are traversed in the following order by preorder 
method: 

1. Process root node 

2. Traverse left subtree in preorder 

3. Traverse right subtree in preorder 

 
 
3. Postorder Traversal 
 

In the postorder traversal, the nodes of a binary tree are traversed in the following 
order: 

1. Traverse left subtree in postorder 

2. Traverse right subtree in postorder 

3. Process root node 
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The above definition of inorder, preorder and postorder traversal are referred as 
left-to-right traversals as left subtrees are processed before right subtrees. In right-to-left 
traversals, right subtrees are processed before left subtrees. Following examples are based 
on left-to-right traversal. 
 

 
The following figure shows a binary tree and the order in which the nodes are 

traversed under various methods. 
 

 
Binary Tree Traversal 

 
The numbers against the nodes in the given figure indicate the order in which the nodes 
are traversed. 
 
Breadth first traversal 

This refers to processing the nodes of the binary tree level by level. Root is 
processed first, followed by all its children left to right and the children of all the nodes in 
level 1, etc. The breadth first traversal of the tree shown in the above figure is A B D C E 
F G. The following figure indicates the order in which the nodes are traversed in breadth 
first traversal. 
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RECURSIVE PROCEDURES OF TRAVERSAL METHODS 
 

The following procedures are based on the linked representations of binary tree 
with the node structure and an external pointer to the root node. 

 
In C, each node is defined as a structure of the following form: 
 

 
 
Also the following procedures assume processing a node as displaying the info at 

the node. 
 

 
Inorder Traversal 
 
Algorithm 

 
      Algorithm inorder traversal (NODE T) 
       If (not empty (T)) then 

Begin 
Inorder traversal (left subtree(T)) 
Print (info (T)) 1* process node*/  
Inorder traversal (right subtree(T)) 

             End 
         End 
 
 
C function 
 

Breadth first 
traversal 
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Pre order Traversal 
Algorithm 
 

Algorithm preorder_traversal (NODE T) 
If (not empty (T)) then 

Begin 
Print (info (T)) I  /* process node * / 

              preorder_traversal (left subtree (T)) 
preorder_traversal (right sub tree(T)) 

End 
End 

 
C Function 
 

 
 
Postorder Traversal 
Algorithm 
 

Algorithm postorder_traversal (NODE T) 
If (not empty (T)) then 
Begin 

postorder_traversal (left subtree (T)) 
postorder_traversal (right subtree(T)) 
Print (info CT)) / * process node * / 

End 
End 
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C Function 
 

 
Non recursive Definition of Inorder 
 
Recursive definition of binary traversals is efficient than non recursive procedures. 
Following section gives the non recursive procedures for implementation in computer 
languages that do not support recursive calls. 
 
 
Inorder Traversal 
 

 

www.rejinpaul.comwww.rejinpaul.com



 
 
 
Consider the tree given below for easy reference. 
 
 

 
 
Tracing of the non recursive procedure for inorder traversal on the tree shown above: 
 

STEP STACK                        
(Pointers to indicated nodes) 

Node Pointers                   
np Output 

1 
 

A  
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2 
 

B                  
NULL  

3 
 

B B 

4 
 

C                 
NULL  

5 
 

C                 
NULL BC 

6 
 

A                        
D BCA 

7 

 

E                          
 
 

G 
 

 NULL 

BCA 

8 
 

G                 
NULL BCAG 

9  
E                  

NULL BCAGE 

10 
 

D BCAGED 

11 
 

F                 
NULL  

12 
 

F                 
NULL BCAGEDF 

Non recursive Function for Preorder Traversal 
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Tracing of the non recursive procedure on tree given for the above figure is as follows: 
 
 
 
 
 

STEP STACK                        
(Pointers to indicated nodes) 

Node Pointers                   
np Output 

1  B A 
2  NULL AB 
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3  
C                   

NULL ABC 

4 
 

DE ABCD 

5 
 

G ABCDE 

6 
 

G ABCDEG 

7 
 

F ABCDEGF 

8 
 

NULL ABCDEGF 

 
 APPLICATIONS OF TREES 
 

There are several applications of tree - like search trees, implementation of 
dictionary, expression trees, etc. Huffman coding will be discussed here. 
 
 
Huffman Coding 

 
Consider message transmission between sender and receiver. First the message 

should be converted to a sequence of 0s and 1s. As the length of the sequence transmitted 
increases the time of transmission, the sequence must be short as possible. There are two 
forms of coding to make this conversion — fixed length and variable length coding. 
 

 
In fixed length coding, each character is replaced by a unique sequence of 0s and 

1s (each sequence are of same length). Here the length of the sequence depends on the 
size of the alphabet set. N bits can represent 2N combinations. In other words, to represent 
M characters we need [log2 M]. For example to represent 5 to 8 characters we need 3 bits, 
for 9 to 12 characters we need 4 bits, etc. 

 
In general, for k = 2n characters in the alphabet set, we need to have n bit 

sequences. 
 
Consider the message to be transmitted has characters in the alphabet {a, b, c, d, 

e, f, g, h}. Following coding sequence can be used to represent the characters in the 
alphabet. 

 
No. of characters in the alphabet = 8 
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Using this coding a message “bag” would be coded as 001000110. While 

decoding, as the sequence length is known, 001000110 would be broken down into 
segments of 3 bits (001, 000, 110). The table will be looked up for he corresponding 
characters (b, a, g) and the message will be decoded. 
 

Encoding and decoding procedures are simple here. Consider adding a character x 
to the above table. A 3-bit sequence could represent only 23= 8 characters. To include the 
9th character, a 4-bit sequence is required (this could accommodate 24 = 16 characters). 
 
 

Following is the coding for {a, b, c, d, e, f, g, h, x}. 
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The message ‘bag’ will be coded as 000100000110. The length of this sequence is 
12 bits. There is an increase of 3 bits in this 3 character message coding. The increase 
will be considerable for longer messages. The coding sequence length has increased due 
to addition of x in the alphabet set. Normally x is less frequently used compared to other 
characters. Most of the messages will not have x but because of its presence in the 
alphabet set, have longer coding sequence. 

 
This could be avoided using variable length coding. Here each character can be 

coded with variable L sequences. Most frequently occurring characters have a shorter 
sequence and less frequently used characters have longer sequence. This will reduce the 
length of most of the messages compared to the fixed length coding.  

 
When we use variable length coding we will have to see to that the sequence for 

one character is not the prefix in another sequence. If it is so, we will not be able to 
decode it properly. 

 
For example, if a is coded as 01 and x as 0110. When we get a sequence 0110, it 

is not clear whether to take 01 as a and start looking for the next character or continue 
reading the sequence and to locate x. 

 
Huffman coding is a variable length coding, which satisfies the condition that a 

code for a character is not the prefix of code of another character. 
 
Binary trees, called Huffman trees are constructed to find variable length coding. 

Following steps are followed: 
1. Represent each character along with their frequency as individual nodes [Create  
    a forest of nodes 
2. Create a node whose left child is the node with least value and the right child is  
    the node with next value. Update the frequency of the new node as sum of the  
    frequencies of both its children. 
3. Repeat step 2 until one binary tree is formed [In every iteration of step 2, two  
    subtrees are combined to form one. Hence finally, all nodes will form one    
    binary tree]. 
4. Label all left edges with 0 and right edges with 1. 
5. To get the code of a character [leaf node], read the labels of all edges starting        
     from root to that node. 

 
Suppose the frequency of occurrence of the character {a, b, c, d, e, f, g, h, x} are 

as follows: 
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The following figure illustrates construction of Huffman code for the characters 
given in the example. 
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Illustration of Creation of Huffman Trees 
 

Step 9 
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Note in the above figures, initially in step 1, each tree is with single node and all 
such trees form a forest. With every step, the number of trees in the forest reduced by 1 
(as 2 of them are combined). In the last step 9, a single binary tee is formed with all 
character nodes at the leaf level. Interior nodes of the tree indicate the frequency of 
occurrence of characters in both its left and right subtrees. 
 

Now mark all left edges with 0 and right edges with 1. This tree is called Huffman 
tree. To get the code for a character, read labels of all the edge from root to that node. By 
this way, the coding of the characters is shown below: 
 

 
 

Note that the codes for the characters with large frequency of occurrence are 
smaller than those for characters with less frequency of occurrence. Hence, the effective 
message length is reduced. The message ‘bag’ is coded as 00101000. The length is 8 bits 

which is less than that in fixed coding. Note from the table above, the code for character 
is not the prefix of other code. 
 
Decoding 
 

If the first bit is 0, it should be either ‘a’, ‘g’ or ‘h [left branch from root]. And if 

second bit is: 1, then the character is ‘a’; otherwise it should be either ‘g’ or ‘b’. As ‘a’ 

forms the leaf, the decoding should start from root, reading 3rd bit of the sequence.  
 
Consider a coding 10001101. 

 
As the first bit is 1, the right branch from the root is taken. The first character 

should be any one in {c d e f h x}. Bit 2 is 0. Taking the left branch in this level, the 
possibility of the first character is reduced to either ‘c’ or ‘d. Third bit being 0, indicates 

first character is ‘c’ (as it is the leaf). Read the 4th bit and start looking from the root. 

Hence the second and third characters are ‘a’ and‘d’ (with sequences 01 and 101). 
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 BINARY SEARCH TREES (BST) 
 
Definition 
 

A binary search tree T may be an empty binary tree. If non-empty then for a set S. 
T is a labeled binary tree in which each node u is labeled by an element or key e(u) € S 
such that 

(i) for each node u in the left subtree of v, e(u) < e(v) 
(ii) for each node u in the right subtree of v, e(u) > e(v) 
(iii) for each element a € S there is exactly one node u such that e(u) = a. 

 
In other words, a binary, search tree T satisfies the following norms: 

(i) all keys of the binary search tree must be distinct 
(ii) all keys in the left subtree of T are less than the root element 
(iii) all keys in the right subtree of T are greater than the root element and 
(iv) the left and right subtrees of T are also binary search trees. 

 
The following diagram illustrates an empty binary search tree and a non empty 

binary search tree defined for the set S ={G, M, B, F, K, I, Q, Z}. It needs to be 
emphasized here that for a given set S more than one binary search tree can be 
constructed. 
 

 
Example binary search trees 

 
 

The inorder traversal of a binary search tree T yields the elements of the 
associated set S in the ascending order. If S = (ai, i = 1, 2, . . . n}, then the inorder 
traversal of the binary search tree yields the elements in its ascending sequence, for 
example a1 < a2 < a3 < ... an, Thus, the inorder traversal of the binary search tree shown in 
the above figure results in {B, E, G, I, K, M, Q, Z} which are the elements of S in the 
ascending order. 
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Representation of a binary search tree 
 

A binary search tree is commonly represented using a linked representation in the 
same way as that of a binary tree. The node structure and the linked representation of the 
binary search tree shown below.  However, the null pointers of the nodes may be 
emphatically represented using fictitious nodes called external nodes. The external 
nodes labeled as e are shown as solid circles. Thus a linked representation of a binary 
search tree is viewed as a bundle of external nodes which represent the null pointers and 
internal nodes which represent the keys. Such a binary tree is referred to as an extended 
binary tree. Obviously, the number of external nodes in a binary search tree comprising 
n internal nodes is n+1. The path from the root to an external node is called as an 
external path. 

 

 
 

Linked representation of a binary search tree 
 
 
Retrieval from a binary search tree 
 

Let T be a binary search tree. To retrieve a key u from T, u is first compared with 
the root key r of T. If u = r then the search is done. If u < r then the search begins at the 
left subtree of T. If u > r then the search begins at the right subtree of T. The search is 
repeated recursively in the left and right sub-subtrees with u compared against the 
respective root keys, until the key u is either found or not found. If the key is found the 
search is termed successful and if not found, is termed unsuccessful. 

 
While all successful searches terminate at the appropriate internal nodes in the 

binary search tree, all unsuccessful searches terminate only at the external nodes in the 
appropriate portion of the binary search tree. Hence external nodes are also referred to as 
failure nodes. Thus if the inorder traversal of a binary search tree yields the keys in the 
sequence a1 < a2 < a3 < ... an then the failure nodes e0, e1, e2, e3, ...en, are all equivalence 
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classes which represent cases of unsuccessful searches on the binary search tree. While e0 
traps all unsuccessful searches of keys that are less than a1,e1 traps those that are greater 
than and less than a2 and so on. In general, ei traps all keys between ai and ai+1 which are 
unsuccessfully searched. 

 
For a list of n elements stored as a sequential list, the worst case time complexity 

of searching an element both in the case of successful search or unsuccessful search is 
O(n). This is so since in the worst case, the search key needs to be compared with every 
element of the list. However, in the case of a binary search tree, searching for a given key 
k results in discounting half the binary search tree at every stage of its comparison with a 
node on its path from the root downwards. The best case time complexity for the retrieval 
operation is therefore O(1) when the search key k is found in the root itself. The worst 
case occurs when the search key is found in one of the leaf nodes whose level is equal to 
the height h of the binary search tree. The time complexity of the search is then given by 
O(h). In some cases binary search trees may grow to heights that equal n, the number of 
elements in the associated set, thereby increasing the time complexity of a retrieval 
operation to O(n) in the worst case. However, on an average assuming random 
insertions/deletions, we obtain the height h of the binary search tree to be O(log n) 
yielding a time complexity of  O(log n) for a retrieval operation. A sample binary search 
tree is given below. 

 

 
A binary search tree 

 
 
Insertion into a binary search tree 
 

The insertion of a key into a binary search tree is similar to the retrieval operation. 
The insertion of a key u initially proceeds as if it were trying to retrieve the key from the 
binary search tree, but on reaching the null pointer (failure node) which it is sure to 
encounter since key u is not present in the tree, a new node containing the key u is 
inserted at that position. 
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Example 1:  Let us insert keys 701 and 332 into the binary search tree T associated with 
set S ={ 416, 891, 456, 765, 111, 654, 345, 256, 333}, shown above. Figure A shows 
insertion of 701. Note how the operation moves down the tree in the path shown and 
when it encounters a failure node e7 the key 701 is inserted as the right child of node 
containing 654. Again the insertion of 332 which follows a similar procedure which is 
given in Figure B. 
 

The time complexity of an insert operation is also O(log n). 
 

 
(A) Insertion of 701 

 

 
 
(B) Insertion of 332 
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Deletion from a binary search tree 
 

The deletion of a key from the binary search tree is comparatively not as straight 
as the insertion operation. We first search for the node containing the key by undertaking 
a retrieval operation. But once the node is identified, the following cases are tested before 
the node containing the key u is appropriately deleted from the binary search tree T: 

(i) key u is a leaf node 
(ii) key u has a lone subtree (left subtree or right subtree only) 
(iii) key u has both left subtree and right subtree 

 
Case (i) If the key u to be deleted, is a leaf node then the deletion is trivial since the 
appropriate link field of the parent node of key u only needs to be set as NIL. The 
following figure (a) illustrates this case. 
 
 

 
 
 
Case (ii) If the key u to be deleted has either a left subtree or a right subtree (but not 
both) then the link of the parent node of u is set to point to the appropriate subtree. The 
following figure (b) illustrates the case. 
 

 
 
 
Case (iii) If the key u to be deleted has both a left subtree and a right subtree, then the 
problem is complicated. In this case since the right subtree comprises keys that are 
greater than u, the parent node of key u is now set to point to the right subtree of u. Since 
all the keys of the left subtree of u are less than that of the right subtree of u, we move as 
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far left as possible in the right subtree of u until an empty left subtree is found and link 
the left subtree of u at that position. Figure (c) illustrates the case. 
 

 
 

Deletion of a key from a binary search tree 
 

The other methods of deletion in this case include replacing the key u with either 
the largest key l occurring in the left subtree of u or the smallest key s in the right subtree 
of u. It is guaranteed that 1 or u will turn to be a node with either empty subtrees or any 
one non empty subtree. After replacing u with 1 or s as the case may be, the nodes 
carrying 1 or s are deleted from the tree using the appropriate procedure [Case (i) or Case 
(ii)]. 
 
 
Example 2:  Delete keys 333, 891 and 416 in the order given, from the binary search tree 
T associated with set S = {416, 891, 456, 765, 111, 654, 345, 256, 333).  
 

Deletion of 333, a leaf node, illustrates case(i). The RCHILD link of node #(256) 
is set to NIL. Figure (a) shows the deletion. 
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Deletion of 891, a node with a single subtree (left subtree), illustrates case(ii). In 

this case the RCHILD link of node #(416) is set to point to node #(456). Figure (b) 
illustrates the deletion. 

 
 

 
 
Lastly, the deletion of 416, the root node with both the left and right subtrees 

intact, results in node #(456) taking over as the root. However, the left subtree of the root 
viz., the subtree with node #(111) as the root, attaches itself as far left of the right subtree 
of node #(416). It therefore attaches itself to the LCHILD of node #(456). Figure (c ) 
illustrates this case. 
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Deletion of keys 333, 891 and 416 from the binary search tree 
 
 
 
 
 
Drawbacks of a binary search tree 
 

Though binary search trees in comparison to sequential lists report a better 
performance of O(log n) time complexity for their insert, delete and retrieval operations, 
they are not without their setbacks. There are instances where binary search trees may 
grow to heights that equal n, the number of elements to be represented as the tree, thereby 
deteriorating their performance. This may occur due to a sequence of insert operations or 
delete operations. Examples 3 and 4 illustrate instances when the height of a binary 
search tree reaches n. 
 
 
Example 3: Let us construct binary search trees for the sets S1 = (A, B, C, D, E, F, G, H, 
I, J, K, L, M} and S2 = {M, L, K, J, I, H, G, F, E, D, C, B, A}. It can be seen that while 
the elements of S1 are in the ascending order of the alphabetical sequence, those in S2 are 
in the descending order of the sequence. The respective binary search trees are shown 
below. 
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Binary search trees for the sets S1 = (A, B, C, D, E, G, H, I, J, K, L, M) and 
S2 = {M, L, K, J, I, H, G, F, E, D, C, B, A} 

 
Observe that the two binary search trees are right skewed and left skewed 

respectively. In such a case, the height h of the binary search tree is equal to n and hence 
a search operation on these binary search trees in the worst case would yield O(n) time 
complexity. 
Example 4: Consider a skeletal binary search tree shown in Figure (a). Deletion of node 
y in the tree yields the one shown in Figure (b). Here again it may be seen that the binary 
search tree after deletion has yielded a left skewed binary tree once again resulting in 
O(n) time complexity in the event of a search operation. 
I 
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Deletion from a binary search tree resulting in a skewed binary tree 
 
 

It is clear from the above examples that if the height of the binary search tree is 
left unchecked for it can result in skewed binary trees deteriorating their performance. In 
other words it is essential that the binary search trees are maintained so as to have a 
balanced height. Trees whose height in the worst case yields O(log n) are known as 
balanced trees. 
3.1 AVL TREES 

 

An AVL tree is a self-balancing binary search tree, and it is the first such data 

structure to be invented.[1] In an AVL tree, the heights of the two child subtrees of any 

node differ by at most one; therefore, it is also said to be height-balanced. Lookup, 

insertion, and deletion all take O(log n) time in both the average and worst cases, where n 

is the number of nodes in the tree prior to the operation. Insertions and deletions may 

require the tree to be rebalanced by one or more tree rotations. 

The AVL tree is named after its two inventors, G.M. Adelson-Velskii and E.M. 

Landis, who published it in their 1962 paper "An algorithm for the organization of 

information." 

The balance factor of a node is the height of its right subtree minus the height of 

its left subtree and a node with balance factor 1, 0, or -1 is considered balanced. A node 

with any other balance factor is considered unbalanced and requires rebalancing the tree. 
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The balance factor is either stored directly at each node or computed from the heights of 

the subtrees. 

AVL trees are often compared with red-black trees because they support the same 

set of operations and because red-black trees also takeO(log n) time for the basic 

operations. AVL trees perform better than red-black trees for lookup-intensive 

applications.[2] The AVL tree balancing algorithm appears in many computer science 

curricula. 

An AVL tree is a special type of binary tree that is always "partially" balanced. The 

criteria that is used to determine the "level" of "balanced-ness" is the difference between 

the heights of subtrees of a root in the tree. The "height" of tree is the "number of levels" 

in the tree. Or to be more formal, the height of a tree is defined as follows: 

1. The height of a tree with no elements is 0 

2. The height of a tree with 1 element is 1 

3. The height of a tree with > 1 element is equal to 1 + the height of its tallest 

subtree. 

An AVL tree is a binary tree in which the difference between the height of the right and 

left subtrees (or the root node) is never more than one. 

The idea behind maintaining the "AVL-ness" of an AVL tree is that whenever we insert 

or delete an item, if we have "violated" the "AVL-ness" of the tree in anyway, we must 

then restore it by performing a set of manipulations (called "rotations") on the tree. These 

rotations come in two flavors: single rotations and double rotations (and each flavor has 

its corresponding "left" and "right" versions). 

An example of a single rotation is as follows: Suppose I have a tree that looks like this: 

                 c 

                / 

               b 

Now I insert the item "a" and get the resulting binary tree: 
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                 c 

                / 

               b 

              / 

             a 

Now, this resulting tree violates the "AVL criteria", the left subtree has a height of 2 but 

the right subtree has a height of 0 so the difference in the two heights is "2" (which is 

greater than 1). SO what we do is perform a "single rotation" (or RR for a single right 

rotation, or LL for a single left rotation) on the tree (by rotating the "c" element down 

clockwise to the right) to transform it into the following tree: 

                  b 

                 / \ 

                a   c 

This tree is now balanced. 

An example of a "double rotation" (or RL for a double right rotation, or LR for a double 

left rotation) is the following: Suppose I have a tree that looks like this: 

 

 

                 a 

                  \ 

                   c 

Now I insert the item "b" and get the resulting binary tree: 

                 a 

                  \ 

                   c 
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                  / 

                 b 

This resulting tree also violates the "AVL criteria" so we fix it by first rotating "c" down 

to the right (so we get "a-b-c"), and then rotating "a" down to the left so that the tree is 

transformed into this: 

                 b 

                / \ 

               a   c 

In order to detect when a "violation" of the AVL criteria occurs we need to have each 

node keep track of the difference in height between its right and left subtrees. We call this 

"difference" the "balance" factor and define it to be the height of the right subtree minus 

the height of the left subtree of a tree. So as long as the "balance" factor of each node is 

never >1 or <-1 we have an AVL tree. As soon as the balance factor of a node becomes 2 

(or -2) we need to perform one or more rotations to ensure that the resultant tree satisfies 

the AVL criteria. 

Operations: 

The basic operations of an AVL tree generally involve carrying out the same actions as 

would be carried out on an unbalanced binary search tree, but modifications are preceded 

or followed by one or more operations called tree rotations, which help to restore the 

height balance of the subtrees. 
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Insertion 

 

Pictorial description of how rotations cause rebalancing tree, and then retracing one's 

steps toward the root updating the balance factor of the nodes. 

If the balance factor becomes -1, 0, or 1 then the tree is still in AVL form, and no 

rotations are necessary. 

If the balance factor becomes 2 or -2 then the tree rooted at this node is unbalanced, and a 

tree rotation is needed. At most a single or double rotation will be needed to balance the 

tree. 

There are basically four cases which need to be accounted for, of which two are 

symmetric to the other two. For simplicity, the root of the unbalanced subtree will be 

called P, the right child of that node will be called R, and the left child will be called L. If 

the balance factor of P is 2, it means that the right subtree outweighs the left subtree of 
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the given node, and the balance factor of the right child (R) must then be checked. If the 

balance factor of R is 1, it means the insertion occurred on the (external) right side of that 

node and a left rotation is needed (tree rotation) with P as the root. If the balance factor of 

R is -1, this means the insertion happened on the (internal) left side of that node. This 

requires a double rotation. The first rotation is a right rotation with R as the root. The 

second is a left rotation with P as the root. 

Deletion 

If the node is a leaf, remove it. If the node is not a leaf, replace it with either the largest in 

its left subtree (inorder predecessor) or the smallest in its right subtree (inorder 

successor), and remove that node. The node that was found as replacement has at most 

one subtree. After deletion retrace the path back up the tree (parent of the replacement) to 

the root, adjusting the balance factors as needed. 

The retracing can stop if the balance factor becomes -1 or 1 indicating that the height of 

that subtree has remained unchanged. If the balance factor becomes 0 then the height of 

the subtree has decreased by one and the retracing needs to continue. If the balance factor 

becomes -2 or 2 then the subtree is unbalanced and needs to be rotated to fix it. If the 

rotation leaves the subtree's balance factor at 0 then the retracing towards the root must 

continue since the height of this subtree has decreased by one. This is in contrast to an 

insertion where a rotation resulting in a balance factor of 0 indicated that the subtree's 

height has remained unchanged. 

The time required is O(log n) for lookup, plus a maximum of O(log n) rotations on the 

way back to the root, so the operation can be completed in O(log n) time. 

Lookup 

Lookup in an AVL tree is performed exactly as in an unbalanced binary search tree. 

Because of the height-balancing of the tree, a lookup takes O(log n) time. No special 

provisions need to be taken, and the tree's structure is not modified by lookups. (This is in 

contrast to splay tree lookups, which do modify their tree's structure.) 

If each node additionally records the size of its subtree (including itself and its 

descendants), then the nodes can be retrieved by index in O(logn) time as well. 
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Once a node has been found in a balanced tree, the next or previous node can be obtained 

in amortized constant time. (In a few cases, about 2*log(n) links will need to be 

traversed. In most cases, only a single link need be traversed. On the average, about two 

links need to be traversed.) 

 

Method for Calculating Balances After Rotation: 

One may use a different method than the one described above which is perhaps simpler. 

Note however that the method for updating balances described above works regardless of 

what numbers the balance factor may contain (as long as they are correct -- it works, no 

matter how imbalanced). If we take into account some of the conditions that cause a 

rotation, we have more information to work with (like that the node to be rotated has a 

balance of +2 or -2 etc..) 

For a single LL rotation we have one of two possibilities: 

 

                 A                                     B 

                / \                                      / \ 

               /   \                                    /   \ 

              a     B              ==>               A     c 

                   / \                                / \ 

                  /   \                              /   \ 

                 b     c                            a     b 

Balance Factors 

 Before Rotation  After Rotation 

case 1: A = +2 B = +1  A = 0 B = 0 

case 2: A = +2 B = 0  A = +1 B = -1 

so in either case NewB = OldB -1 and newA = -newB so we get A = - (--B) for a single 

left rotation. 
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For a single RR rotation the possibilities are (The picture is a mirror image of the LL one 

-- swap all right and left kids of each node) 

Balance Factors 

 Before Rotation  After Rotation 

case 1: A = -2 B = -1  A = 0 B = 0 

case 2: A = -2 B = 0  A = -1 B = +1 

so in either case NewB = OldB +1 and newA = -newB so we get A = - (++B) for a single 

left rotation. 

This means that we can use the following to update balances: 

      // Use mnemonic constants for indicating a change in height 

   enum height_effect_t { HEIGHT_NOCHANGE = 0, HEIGHT_CHANGE = 1 }; 

 

   // RotateOnce -- static member function that performs a single 

   //               rotation for the given direction. 

   //               Return 1 if the tree height changes due to rotation, 

   //               otherwise return 0. 

   // 

   template <class KeyType> 

   int 

   AvlNode<KeyType>::RotateOnce(AvlNode<KeyType> * & root, dir_t dir) 

   { 

      dir_t  otherDir = Opposite(dir); 

      AvlNode<KeyType> * oldRoot = root; 

    

         // See if otherDir subtree is balanced. If it is, then this 

         // rotation will *not* change the overall tree height. 

         // Otherwise, this rotation will shorten the tree height. 

      int  heightChange = (root->mySubtree[otherDir]->myBal == 0) 
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                             ? HEIGHT_NOCHANGE 

                             : HEIGHT_CHANGE; 

    

         // assign new root 

      root = oldRoot->mySubtree[otherDir]; 

    

         // new-root exchanges it's "dir" subtree for it's parent 

      oldRoot->mySubtree[otherDir] = root->mySubtree[dir]; 

      root->mySubtree[dir] = oldRoot; 

    

         // update balances 

      oldRoot->myBal = -((dir == LEFT) ? --(root->myBal) : ++(root->myBal)); 

    

      return  heightChange; 

   } 

We get an even nicer scenario when we look at LR and RL rotations. For a double LR 

rotation we have one of three possibilities: 

                 A                                        B 

                / \                                      / \ 

               /   \                                    /   \ 

              a     C              ==>         A     C 

                   / \                                / \   / \ 

                  /   \                              /   |  |  \ 

                 B     c                         a   b1  b2  c 

                / \ 

               /   \ 

              b1   b2 

Balance Factors 

 Before Rotation  After Rotation 
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case 1: A = +2 B = +1 C = -1  A = -1 B = 0 C = 0 

case 2: A = +2 B = 0 C = -1  A = 0 B = 0 C = 0 

case 3: A = +2 B = -1 C = -1  A = 0 B = 0 C = +1 

So we get, in all three cases: 

     newA = -max( oldB, 0 ) 

     newC = -min( oldB, 0 ) 

     newB = 0 

Now for a double RL rotation we have the following possibilities (again, the picture is the 

mirror image of the LR case): 

Balance Factors 

 Before Rotation  After Rotation 

case 1: A = -2 B = +1 C = +1  A = 0 B = 0 C = -1 

case 2: A = -2 B = 0 C = +1  A = 0 B = 0 C = 0 

case 3: A = -2 B = -1 C = +1  A = +1 B = 0 C = 0 

So we get, in all three cases: 

     newA = -min( oldB, 0 ) 

     newC = -max( oldB, 0 ) 

     newB = 0 

This is exactly the mirror image of what we had for the LR case: The nodes A and C in 

the newly rotated result simply exchanged balance factors with one another between the 

RL case and the LR case. What this means is that in each case, the new balance factor of 

the new left subtree is the same, and the new balance factor of the new right subtree is the 

same: 

     new(left)  = -max( oldB, 0 ) 

     new(right) = -min( oldB, 0 ) 
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     new(root)  = 0 

 
 TOPOLOGICAL SORT 
 

A topological sort is an ordering of vertices in a directed acyclic graph, such that 
if there is a path from Vi to Vj, then Vj appears after Vi in the ordering. The figure 
represents the course prerequisite structure at an university. A directed edge (V,W) 
indicates that course V must be completed. 
 

A topological ordering of these courses is any course sequence that does not 
violate the requirement. 
 

 
 

An acyclic graph representing course structure. 
 

Topological ordering is not possible if the graph has a cycle, since for two 
vertices V and W on the cycle, V precedes W and W precedes V. Furthermore the 
ordering is not unique. 
 
Example 
 

 
 

In the acyclic graph, the two topological orderings that can be generated are 
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A simple algorithm to find a topological ordering is first to find any vertex with 
no incoming edges. We can then print this vertex, remove it along with its edges from the 
graph. Then apply the same strategy to the rest of the graph. 
 

Compute the undegree of each vertices in the graph. The indegree array is 
initialized and the graph is read into an adjacency list. Apply the algorithm to generate 
the topological ordering. 
 
 

 
 
Indegree of vertices V1 to V7. 
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 SHORTEST PATH ALGORITHM 
 
 Single Source Shortest Path 
 
 The Single source shortest path problem is a problem of finding minimum weight 
paths between s and every vertex reachable from s. The same algorithm can be used to 
find a minimum - weight path between a specified pair of node s and t. But determining 
the minimum weight between pair of nodes is not so easier. 
 

The weight (length or cost) of a path is the sum of the weights on the edges in that 
path. When weight is interpreted as a distance a minimum weight is called a shortest 
path.  
 
Consider the figure given below. Now our task is to determine the shortest path. 
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How do we determine the shortest path from SD to SAC? In fact for this small 
example we use a very unalgorithmic method, full of assumptions such as that the fares 
are proportional to the distance between the cities and that the map is drawn 
approximately to scale. Then we pick a route that looked short and totaled up its cost. 
Finally we check some other paths and did not notice any improvements, so we declared 
that the problem is solved. But in practice the problem of finding shortest path arises in 
applications where there are hundreds, thousands or even millions of vertices. An 
algorithm theoretically could consider all possible paths and compare their weights but in 
practice that could take a very long time. To find a better approach, it is helpful to look at 
some general properties of shortest path. 
 
Properties of shortest paths 
 

In a weighted graph G, suppose that a shortest path from x to z consists of path P 
from x to y followed by path Q from y to z. Then P is a shortest path from x to y and Q is 
a shortest path from y to z. 

This property states that if a direct path exists between x to z with the shortest 
route then it can be considered. If the shortest path involves two or more edges then it can 
be broken into two paths, each with fewer edges than the whole path and each being a 
shortest path in its own right. To develop an algorithm we need to establish some 
organized scheme for breaking down paths. 

 
5.3.2 Unweighted shortest path algorithm 
 

It is an algorithm which is used to determine the shortest path from source node to 
destination node in an unweighted graph. The point is special that no weight values have 
been provided to the edges. In this case, the shortest path is determined based on the 
number of edges in the path. 

 
Consider an example graph as shown below 
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Let us start the algorithm by choosing V3 as the source vertex. Now S = V3 where 
s is termed as the source vertex. Initially there is no path & the length is 0. It is marked 
near the node as shown in the figure. 
 

Now the task is to find the nodes adjacent to the node V3. The nodes adjacent to 
source vertex V3 are V1 and V6 (i e) the nodes V1 and V6 are reachable at a distance. 

 

 
 

Here the distance or the length of the path is marked near the edges. Now progress 
through the steps to determine the nodes adjacent to V1 and. V6 so as to find a path from 
source vertex V3 with a distance of 2. The nodes adjacent to V1 are V2 and V4. No nodes 
are adjacent to node V6.    
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Finally we can find by examining vertices adjacent to the recently evaluated V2 
and V4, that V5 and V7 has the shortest path of three edges. The figure given below shows 
the final result of the algorithm. 

 
This strategy for searching a graph is known as breadth first search. It operates 

by processing vertices in layers. The vertices closest to the start are evaluated first, and 
the most distant vertices are evaluated last. This is much the same as a level - order 
traversal for trees. 

The initial configuration of table used in unweighted shortest path a1orithm is 
shown below. 

 
Initially the known field is marked as 0 to indicate that no node is visited. After 

visiting each node the corresponding known field is marked as 1. The dv field is the 
distance from the source vertex V. In the initial configuration dv of node V3 is 0 to 
indicate that the length of the path is 0, P field indicates the actual path printed. Initially it 
is zero. 

The data change during the unweighted shortest path algorithm, is shown below 
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The running time of the algorithm is O(V2) because of the doubly nested loop. 
 
 Dijkstra’s Shortest Path algorithm: 
 

Dijkstra’s shortest path algorithm is very similar to Prim’s minimum spanning 

tree algorithm. This algorithm requires that edge weights be non negative. 
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Let P be a non empty path in a weighted graph G = (V,E,W) consisting of K 
edges x V1, V1 V2 , VK-1y. The weight of P, denoted as W (P) is the sum of the weights  
W (xV1), W(V1 V2) W(VK -.l y). If x = y, the empty path is considered to be a path from x 
to y. The weight of the empty path is zero. 

 
If no path between x and y has weight less than W(P), then P is called a Shortest 

Path or minimum weight path. 
 

Problem 
 

Given a weighted graph G = (V,E,W) and a source vertex S. The problem is to 
find a shortest path from S to each vertex V. 

 
Before proceeding we should consider whether we need a new algorithm. 

Suppose we use the minimum spanning tree algorithm starting at S, will the path to V in 
the tree constructed by the algorithm always be a shortest path from S to V? 
 

Dijkstra’s Shortest Path algorithm will find shortest path from S to other vertices 

in order of increasing distance from S. This algorithm like Prim’s  MST algorithm starts 

at one vertex (S) and branches out by selecting certain edges that lead to new vertices. 
The tree built by this algorithm is called a shortest path tree. 

 
Also like Prim’s MST algorithm, Dijkstra’s algorithm is greedy. It always 

chooses an edge to a vertex that appears to be closest but in this case the sense of closest 
is close, to 5, not closest to the tree. 

 
The vertices are divided into 3 categories as follows : 
 
 1. Tree vertices:  Vertices in the tree constructed so far. 
 
 2. Fringe vertices:  Vertices not in the tree, but adjacent to some vertex in 

                                                        the tree. 
 
  3. Unseen vertices:  All others. 
 
Growing a shortest path tree 
 
  Consider the example graph given below. 
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Each undirected edge is treated as a pair of directed edges in opposite directions. 
Assume the source vertex is A. Let us trace the steps of growing the tree. Initially the tree 
is constructed with only one vertex A and d(A,A) = 0, where d denotes the weight of the 
path. 
 

 
 The vertex which has a minimum weight to the vertex in the tree is B. Therefore 
B is added to the tree. 
 

 

 
  So the path AG has been included in the tree. Now the tree becomes as 
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The problem is to fine a shortest path from A to B. The intermediate steps are 
shown below. 
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The same step has to be repeated to grow a tree that has a shortest path from node 
A to node H. 

 
The general Dijkstra’s algorithm is given below: 

 
 
 
 MINIMUM SPANNING TREE 
 
 Prim’s Minimum Spanning Tree Algorithm 
 

Prim’s algorithm is an algorithm used for optimization problem. The algorithms 

used in optimization problem needs to make a series of choices whose overall effect is to 
minimize the total cost or maximize the total benefit of some system. 
 

R. C. Prim suggested an algorithm to find the shortest path in directed and 
undirected graphs. The algorithm uses a priority queue to select the best current choice 
from a set of candidate choices. 
 

It is a problem of finding a minimum spanning tree for a connected, weighted, 
undirected graph. Minimum spanning trees are meaningful only for undirected graphs 
with edge weights, so all references to graph in this section mean undirected graph. 

 
G = (V, E, W) 

 
Where G  Graph 
 V  Vertices (Nodes) 
 E  Edges 
 W  Weights on the edges 
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Definition and Examples of Minimum Spanning Tree 
 
Definition 
 

A spanning tree for a connected, undirected graph G = (V, E) is a subgraph of G 
that is an undirected tree and contains all the vertices in G. In a weighted graph                
G = (V, E,W) the weight of a subgraph is the sum of the weights of the edges in the 
subgraph. A Minimum Spanning Tree (MST) for a weighted graph is a spanning tree 
with minimum weight. 

 
There are many situations where minimum spanning tree has to be determined. 

For example, when one wants to find the cheapest way to connect all the cities, or 
computers, etc, the solution is to determine the minimum spanning tree. 

An example is given below having a graph & some MST’s. 
 

 
 
Spanning Trees 
 

 
 
Overview of the Algorithm 
 
 Two approaches can be worked out to determine the minimum spanning tree. 
They are: 

1. Search Algorithm 
2. Greedy Method 

 
Search algorithm uses Depth First Search & Breadth First Search algorithm to 

grow a tree. The main concept behind the search algorithm is traversal. Since it is an 
optimization problem, the traversal concept used by the search algorithms may fail to find 
out a minimum spanning tree. 
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Hence the second approach, the greedy method is used by Prim to find a MST. 
The theme of the greedy method is to make progress by choosing an action that incurs the 
minimum short term cost, in hope that a 4ot of small short term costs add up to a small 
overall cost. 

 
The concept behind Prim’s algorithm is simply add an edge that is attached to the 

tree at exactly one end and has minimum weight among all such edges. One factor to be 
considered is whether the tree constructed with this concept is a minimum spanning tree. 
 

Prim’s algorithm begins by selecting an arbitrary starting vertex and then 
branches out from the part of the tree constructed so far by choosing a new vertex and 
edge at each iteration. The new edge connects the new vertex to the previous tree. During 
the course of algorithm the vertices may be divided into 3 categories as follows. 

 
 1. Tree vertices:  Vertices in the tree constructed so far. 
 
 2. Fringe vertices:  Vertices not in the tree, but adjacent to some vertex in 

                                                        the tree. 
 
  3. Unseen vertices:  All others. 
 

The key step in the algorithm is the selection of a vertex from the fringe and an 
incident edge. Prim’s algorithm always choose an edge of minimum weight from a tree 

vertex to a fringe vertex. 
 
The general structure of an algorithm may be described as follow. 
 
1. Initialize all vertices as unseen. 
 
2.  Select an arbitrary vertex S to start the three; reclassify the vertex S as tree 

vertex. 
 
3. Reclassify all the vertices adjacent to S as Fringe vertices. 

 
4. Repeat while there are fringe vertices. 
 
5. Select an edge of minimum weight between a tree vertex t and a fringe vertex 

v. 
 
6. Reclassify V as tree; add edge tv to the tree. 
 
7. Reclassify all unseen vertices adjacent to V as fringe vertices. 
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Example 
 
 One Iteration 

 
 

Select the starting vertex. Let us assume the vertex A as the starting vertex. 
Reclassify vertex A as tree vertex. Determine the fringe vertices. 
 

 
 Now select an edge from a tree vertex A to one of the fringe vertices that has 
minimum weight. 
  
 B is the vertex with smaller weight value on the edge AB. Include the vertex B 
and the edge AB to the tree. 

 
 The next set of fringe vertices are determined and the iteration is done to 
determine the final MST. In this set, the edge BG is not shown because AG is a better 
choice to reach the Vertex G. 
 
 
 

www.rejinpaul.comwww.rejinpaul.com



Properties of Minimum Spanning Tree 
 
 Since a weighted graph may have more than one minimum spanning tree, a 
general property is provided that gives us a way to transform any minimum spanning tree 
into any other in a step – by – step manner. 
 
Minimum Spanning Tree Property 
 
 Let a connected, weighted graph G = ( V, E, W ) be given and let T be any 
spanning tree of G. Suppose that for every edge UV of G that is not in T, if UV added to 
T, it creates a cycle such that UV is a maximum – weight edge on that cycle. Then the 
tree T has the MST property. 
 
Example 
 

 
  

Consider ST1, if we have an edge from G that is not ST1, it creates a cycle. This 
can be done by adding 2 edges. 
 

 
 
 In figure (a) the edge AD is added but it does not be have the maximum weight 
value. 
 
 In figure (b) the edge CD is added with a maximum weight value and it creates a 
cycle. Hence the spanning tree ST1 has MST property. 
 
 Similarly ST2 also has a ST property. But consider the ST3 which is given below. 
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 If we try to add an edge BD with weight value 1 it will create a cycle but some 
other edge in the spanning tree has a greater weight value. Now we can pluck out any 
edge from the cycle to form a new spanning tree as 

 
 

This shows that ST3 is not a minimum spanning tree. Hence it does not posses 
MST Property. 

1. In a connected, weighted graph G = (V,E,W), if T1 and T2 are two 
spanning trees that have the MST property, then they have the same total 
weight. 

2. In a graph G = ( V, E,W), a tree T is a minimum spanning tree if and only 
if T has the MST Property. 

3. Let G = (V, E,W) be a connected, weighted graph with   Let Tk be 
the tree with K vertices constructed by Prim’s algorithm for K = 1,2,.. . n. 

Let GK be the subgraph of G induced by the vertices TK (ie UV is an edge 
in GK if it is an edge in G and both U & V are in Tk). Then Tk has the MST 
Property in GK. 

4. Prim’s algorithm outputs a minimum spanning tree. 
 
An example for Prim’s Minimum Spanning Tree algorithm 
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5.4.2 Kruskal’s Minimum Spanning Tree Algorithm 
 

Let G = (V, E, W) be a weighted undirected graph. The algorithm uses a greedier 
strategy to form a tree. The general outline of kruskal’s algorithm is as follows. At each 

step it chooses the lowest weighted remaining edge from anywhere in the graph, but 
discards any edge that would form a cycle with those already chosen. At any time the 
edges chosen so far will form but not necessarily one tree. It terminates when all edges 
have been processed. 

 

 
 
 
 

www.rejinpaul.comwww.rejinpaul.com



Spanning Tree Collection 
 

Let G = (V, E, W) be a weighted undirected graph. A spanning tree collection for 
G is a set of trees, one for each connected component of G, such that each tree is a 
spanning tree for its connected component. A minimum spanning tree collection is a 
spanning tree collection whose edges have minimum total weight that is a collection of 
minimum spanning trees. 

 
Every vertex of the graph G is represented in some tree. Let V be an arbitrary 

vertex of G. If at least one edge is incident upon V, then the first edge withdrawn that is 
incident upon V is taken into F. But if V is a violated vertex it will not be represented in 
F. 
 
Properties 
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NP- COMPLETE PROBLEMS: 

 Definition: The complexity class of decision problems for which answers can be 

checked for correctness, given a certificate, by an algorithm whose run time is 

polynomial in the size of the input (that is, it is NP) and no other NP problem is more 

than a polynomial factor harder. Informally, a problem is NP-complete if answers can be 

verified quickly, and a quick algorithm to solve this problem can be used to solve all 

other NP problems quickly. 

In computational complexity theory, the complexity class NP-complete (abbreviated NP-

C or NPC, with NP standing for nondeterministic polynomial time) is a class of 

problems having two properties 

 Any given solution to the problem can be verified quickly (in polynomial time); 

the set of problems with this property is called NP.  

 If the problem can be solved quickly (in polynomial time), then so can every 

problem in NP.  

Although any given solution to such a problem can be verified quickly, there is no 

known efficient way to locate a solution in the first place; indeed, the most notable 

characteristic of NP-complete problems is that no fast solution to them is known. That is, 

the time required to solve the problem using any currently known algorithm increases 

very quickly as the size of the problem grows. As a result, the time required to solve even 

moderately large versions of many of these problems easily reaches into the billions or 

trillions of years, using any amount of computing power available today. As a 

consequence, determining whether or not it is possible to solve these problems quickly is 

one of the principal unsolved problems in computer science today. 

While a method for computing the solutions to NP-complete problems using a 

reasonable amount of time remains undiscovered, computer scientists and programmers 
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still frequently encounter NP-complete problems. An expert programmer should be able 

to recognize an NP-complete problem so that he or she does not unknowingly waste time 

trying to solve a problem which so far has eluded generations of computer scientists. 

Instead, NP-complete problems are often addressed by using approximation 

algorithms in practice 

Solving NP-complete problems 

At present, all known algorithms for NP-complete problems require time that is 

superpolynomial in the input size, and it is unknown whether there are any faster 

algorithms. 

The following techniques can be applied to solve computational problems in general, and 

they often give rise to substantially faster algorithms: 

 Approximation: Instead of searching for an optimal solution, search for an 

"almost" optimal one.  

 Randomization: Use randomness to get a faster average running time, and allow 

the algorithm to fail with some small probability. See Monte Carlo method.  

 Restriction: By restricting the structure of the input (e.g., to planar graphs), faster 

algorithms are usually possible.  

 Parameterization: Often there are fast algorithms if certain parameters of the input 

are fixed.  

 Heuristic: An algorithm that works "reasonably well" in many cases, but for 

which there is no proof that it is both always fast and always produces a good 

result. Metaheuristic approaches are often used.  

One example of a heuristic algorithm is a suboptimal O(n log n) greedy coloring 

algorithm used for graph coloring during the register allocation phase of some compilers, 

a technique called graph-coloring global register allocation. Each vertex is a variable, 

edges are drawn between variables which are being used at the same time, and colors 

indicate the register assigned to each variable. Because most RISC machines have a fairly 
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large number of general-purpose registers, even a heuristic approach is effective for this 

application. 

 

 

Completeness under different types of reduction 

In the definition of NP-complete given above, the term reduction was used in the 

technical meaning of a polynomial-time many-one reduction. 

Another type of reduction is polynomial-time Turing reduction. A problem X is 

polynomial-time Turing-reducible to a problem Y if, given a subroutine that solves Y in 

polynomial time, one could write a program that calls this subroutine and solves X in 

polynomial time. This contrasts with many-one reducibility, which has the restriction that 

the program can only call the subroutine once, and the return value of the subroutine must 

be the return value of the program. 

If one defines the analogue to NP-complete with Turing reductions instead of 

many-one reductions, the resulting set of problems won't be smaller than NP-complete; it 

is an open question whether it will be any larger. If the two concepts were the same, then 

it would follow that NP = co-NP. This holds because by their definition the classes of 

NP-complete and co-NP-complete problems under Turing reductions are the same and 

because these classes are both supersets of the same classes defined with many-one 

reductions. So if both definitions of NP-completeness are equal then there is a co-NP-

complete problem (under both definitions) such as for example the complement of the 

boolean satisfiability problem that is also NP-complete (under both definitions). This 

implies that NP = co-NP as is shown in the proof in the co-NP article. Although whether 

NP=co-NP is an open question it is considered unlikely and therefore it is also unlikely 

that the two definitions of NP-completeness are equivalent. 
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Another type of reduction that is also often used to define NP-completeness is the 

logarithmic-space many-one reduction which is a many-one reduction that can be 

computed with only a logarithmic amount of space. Since every computation that can be 

done in logarithmic space can also be done in polynomial time it follows that if there is a 

logarithmic-space many-one reduction then there is also a polynomial-time many-one 

reduction. This type of reduction is more refined than the more usual polynomial-time 

many-one reductions and it allows us to distinguish more classes such as P-complete. 

Whether under these types of reductions the definition of NP-complete changes is still an 

open problem. 

UNIT –V 
                                           SORTING 
 
8.4 Insertion Sort 
 
Insertion sort is a somewhat interesting algorithm with an expensive runtime of O(n2). It 
can be best thought of as a sorting scheme similar to that of sorting a hand of playing 
cards, i.e. you take one card and then look at the rest with the intent of building up an 
ordered set of cards in your hand. 
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Shell Sort 
 
Shell sort is fairly straight forward but may seem somewhat confusing at first as it differs 
from other sorting algorithms in the way it selects items to compare. Figure 8.5 shows 
shell sort being ran on an array of integers, the red coloured square is the current value 
we are holding. 
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HEAPSORT 

Introduction 

Heapsort is a sorting technique that sorts a contiguous list of length n with O(n log2 (n)) 
comparisons and movement of entries, even in the worst case. Hence it achieves the 
worst-case bounds better than those of quick sort, and for the contiguous list, it is better 
than merge sort, since it needs only a small and constant amount of space apart from the 
list being sorted. 

Heapsort proceeds in two phases. First, all the entries in the list are arranged to satisfy the 
heap property, and then the top of the heap is removed and another entry is promoted to 
take its place repeatedly. Therefore, we need a function that builds an initial heap to 
arrange all the entries in the list to satisfy the heap property. The function that builds an 
initial heap uses a function that adjusts the ith entry in the list, whose entries at 2i and 2i + 
1 positions already satisfy the heap property in such a manner that the entry at the ith 
position in the list will also satisfy the heap property. 
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Program 
#include <stdio.h> 
#define MAX 10 
void swap(int *x,int *y) 
{ 
   int temp; 
   temp = *x; 
   *x = *y; 
   *y = temp; 
} 
 
void adjust( int list[],int i, int n) 
{ 
   int j,k,flag; 
   k = list[i]; 
   flag = 1; 
   j = 2 * i; 
   while(j <= n && flag) 
   { 
      if(j < n && list[j] < list[j+1]) 
      j++; 
      if( k >= list[j]) 
               flag =0; 
      else 
      { 
         list[j/2] = list[j]; 
         j = j *2; 
      } 
   } 
   list [j/2] = k; 
} 
 
void build_initial_heap( int list[], int n) 
{ 
   int i; 
   for(i=(n/2);i>=0;i-) 
       adjust(list,i,n-1); 
} 
 
void heapsort(int list[],int n) 
{ 
   int i; 
   build_initial_heap(list,n); 
   for(i=(n-2); i>=0;i-) 
   { 
      swap(&list[0],&list[i+1]); 
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      adjust(list,0,i); 
   } 
} 
 
void readlist(int list[],int n) 
{ 
   int i; 
   printf("Enter the elements\n"); 
   for(i=0;i<n;i++) 
       scanf("%d",&list[i]); 
} 
 
void printlist(int list[],int n) 
{ 
   int i; 
   printf("The elements of the list are: \n"); 
   for(i=0;i<n;i++) 
       printf("%d\t",list[i]); 
} 
 
void main() 
{ 
   int list[MAX], n; 
   printf("Enter the number of elements in the list max = 10\n"); 
   scanf("%d",&n); 
   readlist(list,n); 
   printf("The list before sorting is:\n"); 
   printlist(list,n); 
   heapsort(list,n); 
   printf("The list after sorting is:\n"); 
   printlist(list,n); 
} 

Example 

Input 

Enter the number of elements in the list, max = 10 

10 

Enter the elements 

56 
1 
34 
42 
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90 
66 
87 
12 
21 
11 

Output 

The list before sorting is: 

The elements of the list are: 

56 1 34 42 90 66 87 12 21 11 

The list after sorting is: 

The elements of the list are: 

1 11 12 21 34 42 56 66 87 90 
 

MERGE SORT 

Introduction 

This is another sorting technique having the same average-case and worst-case time 
complexities, but requiring an additional list of size n. 

The technique that we use is the merging of the two sorted lists of size m and n to form a 
single sorted list of size (m + n). Given a list of size n to be sorted, instead of viewing it 
to be one single list of size n, we start by viewing it to be n lists each of size 1, and merge 
the first list with the second list to form a single sorted list of size 2. 

Similarly, we merge the third and the fourth lists to form a second single sorted list of 
size 2, and so on. This completes one pass. We then consider the first sorted list of size 2 
and the second sorted list of size 2, and merge them to form a single sorted list of size 4. 

Similarly, we merge the third and the fourth sorted lists, each of size 2, to form the 
second single sorted list of size 4, and so on. This completes the second pass. 

In the third pass, we merge these adjacent sorted lists, each of size 4, to form sorted lists 
of size 8. We continue this process until we finally obtain a single sorted list of size n.  

To carry out this task, we require a function to merge the two sorted lists of size m and n 
to form a single sorted list of size (m + n). We also require a function to carry out one 
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pass of the list to merge the adjacent sorted lists of the specified size. This is because we 
have to carry out repeated passes of the given list. 

In the first pass, we merge the adjacent lists of size 1. In the second pass, we merge the 
adjacent lists of size 2, and so on. Therefore, we will call this function by varying the size 
of the lists to be merged. 

Program 
 
#include <stdio.h> 
#define MAX 10 
void merge(int list[],int list1[],int k,int m,int n) 
{ 
    int i,j; 
   i=k; 
   j = m+1; 
   while( i <= m && j <= n) 
   { 
      if(list[i] <= list[j]) 
      { 
             list1[k] = list[i]; 
         i++; 
         k++; 
      } 
      else 
      { 
            list1[k] = list[j]; 
         j++; 
         k++; 
      } 
   } 
   while(i <= m) 
   { 
         list1[k] = list[i]; 
      i++; 
      k++; 
   } 
   while (i <= n ) 
   { 
         list1[k] = list[j]; 
      j++; 
      k++; 
   } 
} 
 
void mpass( int list[],int list1[],int l,int n) 
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{ 
   int i; 
   i = 0; 
   while( i <= (n-2*l+1)) 
   { 
      merge(list,list1,i,(i+l-1),(i+2*l-1)); 
      i = i + 2*l; 
   } 
   if((i+l-1) < n) 
       merge(list,list1,i,(i+l-1),n); 
   else 
       while (i <= n ) 
       { 
              list1[i] = list[i]; 
              i++; 
       } 
   } 
   void msort(int list[], int n ) 
   { 
      int l; 
      int list1[MAX]; 
      l =1; 
      while (l <= n ) 
      { 
         mpass(list,list1,l,n); 
         l = l*2; 
         mpass(list1,list,l,n); 
         l = l*2; 
      } 
   } 
 
   void readlist(int list[],int n) 
   { 
      int i; 
      printf("Enter the elements\n"); 
      for(i=0;i<n;i++) 
          scanf("%d",&list[i]); 
   } 
 
   void printlist(int list[],int n) 
   { 
      int i; 
      printf("The elements of the list are: \n"); 
      for(i=0;i<n;i++) 
          printf("%d\t",list[i]); 
   } 
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void main() 
{ 
   int list[MAX], n; 
   printf("Enter the number of elements in the list max = 10\n"); 
   scanf("%d",&n); 
   readlist(list,n); 
   printf("The list before sorting is:\n"); 
   printlist(list,n); 
   msort(list,n-1); 
   printf("The list after sorting is:\n"); 
   printlist(list,n); 
} 

Example 

Input 

Enter the number of elements in the list, max = 10 

10 

Enter the elements 

11 
2 
45 
67 
33 
22 
11 
0 
34 
23 

Output 

The list before sorting has the following elements: 

11 2 45 67 33 22 11 0 34 23 

The list after sorting has the following elements: 

0 2 11 11 22 23 33 34 45 67 

www.rejinpaul.comwww.rejinpaul.com



Explanation 

1. The merging of two sublists, the first running from the index 0 to m, and the 
second running from the index (m + 1) to (n − 1) requires no more than (n−l + 1) 
iterations. 

2. So if l =1, then no more than n iterations are required, where n is the size of the 
list to be sorted. 

3. Therefore, if n is the size of the list to be sorted, every pass that a merge routine 
performs requires a time proportional to O(n), since the number of passes required 
to be performed is log2n. 

4. The time complexity of the algorithm is O(n log2(n)), for both average-case and 
worst-case. The merge sort requires an additional list of size n. 

 
 

QUICK SORT 

Introduction 

In the quick sort method, an array a[1],…..,a[n] is sorted by selecting some value in the 
array as a key element. We then swap the first element of the list with the key element so 
that the key will be in the first position. We then determine the key's proper place in the 
list. The proper place for the key is one in which all elements to the left of the key are 
smaller than the key, and all elements to the right are larger. 

To obtain the key's proper position, we traverse the list in both directions using the 
indices i and j, respectively. We initialize i to that index that is one more than the index of 
the key element. That is, if the list to be sorted has the indices running from m to n, the 
key element is at index m, hence we initialize i to (m+1). The index i is incremented until 
we get an element at the ith position that is greater than the key value. Similarly, we 
initialize j to n and go on decrementing j until we get an element with a value less than 
the key's value. 

We then check to see whether the values of i and j have crossed each other. If not, we 
interchange the elements at the key (mth)position with the elements at the jth position. 
This brings the key element to the jth position, and we find that the elements to its left are 
less than it, and the elements to its right are greater than it. Therefore we can split the list 
into two sublists. The first sublist is composed of elements from the mth position to the (j–
1)th position, and the second sublist consists of elements from the (j+1)th position to the 
nth position. We then repeat the same procedure on each of the sublists separately. 

Choice of the key 

We can choose any entry in the list as the key. The choice of the first entry is often a poor 
choice for the key, since if the list has already been sorted, there will be no element less 
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than the first element selected as the key. So, one of the sublists will be empty. So we 
choose a key near the center of the list in the hope that our choice will partition the list in 
such a manner that about half of the elements will end up on one side of the key, and half 
will end up on the other. 

Therefore the function getkeyposition is 

int getkeyposition(int i,j) 
{ 
   return(( i+j )/ 2); 
} 

The choice of the key near the center is also arbitrary, so it is not necessary to always 
divide the list exactly in half. It may also happen that one sublist is much larger than the 
other. So some other method of selecting a key should be used. A good way to choose a 
key is to use a random number generator to choose the position of the next key in each 
activation of quick sort. Therefore, the function getkeyposition is: 

int getkeyposition(int i,j) 
{ 
   return(random number in the range of i to j); 
} 

Program 
 
#include <stdio.h> 
#define MAX 10 
void swap(int *x,int *y) 
{ 
   int temp; 
   temp = *x; 
   *x = *y; 
   *y = temp; 
} 
int getkeyposition(int i,int j ) 
{ 
   return((i+j) /2); 
} 
void qsort(int list[],int m,int n) 
{ 
   int key,i,j,k; 
   if( m < n) 
   { 
      k = getkeyposition(m,n); 
      swap(&list[m],&list[k]); 
      key = list[m]; 

www.rejinpaul.comwww.rejinpaul.com



      i = m+1; 
      j = n; 
      while(i <= j) 
      { 
         while((i <= n) && (list[i] <= key)) 
                i++; 
         while((j >= m) && (list[j] > key)) 
                j-; 
         if( i < j) 
                swap(&list[i],&list[j]); 
      } 
      swap(&list[m],&list[j]); 
      qsort(list[],m,j-l); 
      qsort(list[],j+1,n); 
   } 
} 
void readlist(int list[],int n) 
{ 
   int i; 
   printf("Enter the elements\n"); 
   for(i=0;i<n;i++) 
       scanf("%d",&list[i]); 
} 
void printlist(int list[],int n) 
{ 
   int i; 
   printf("The elements of the list are: \n"); 
   for(i=0;i<n;i++) 
       printf("%d\t",list[i]); 
} 
 
void main() 
{ 
   int list[MAX], n; 
   printf("Enter the number of elements in the list max = 10\n"); 
   scanf("%d",&n); 
   readlist(list,n); 
   printf("The list before sorting is:\n"); 
   printlist(list,n); 
   qsort(list,0,n-1); 
   printf("\nThe list after sorting is:\n"); 
   printlist(list,n); 
} 

Example 

Input 
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Enter the number of elements in the list, max = 10 

10 

Enter the elements 

7 
99 
23 
11 
65 
43 
23 
21 
21 
77 

Output 

The list before sorting is: 

The elements of the list are: 

7 99 23 11 65 43 23 21 21 77 

The list after sorting is: 

The elements of the list are: 

7 11 21 21 23 23 43 65 77 99 

 

 

 
Radix Sort 
 
Unlike the sorting algorithms described previously radix sort uses buckets to sort items, 
each bucket holds items with a particular property called a key. Normally a bucket is a 
queue, each time radix sort is performed these buckets are emptied starting the smallest 
key bucket to the largest. When looking at items within a list to sort we do so by isolating 
a specific key, e.g. in the example we are about to show we have a maximum of three 
keys for all items, that is the highest key we need to look at is hundreds. Because we are 
dealing with, in this example base 10 numbers we have at any one point 10 possible key 
values 0::9 each of which has their own bucket. Before we show you this first simple 
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version of radix sort let us clarify what we mean by isolating keys. Given the number 102 
if we look at the first key, the ones then we can see we have two of them, progressing to 
the next key - tens we can see that the number has zero of them, finally we can see that 
the number has a single hundred. The number used as an example has in total three keys:  
1. Ones 
2. Tens 
3. Hundreds 
For further clari¯cation what if we wanted to determine how many thousands 
the number 102 has? Clearly there are none, but often looking at a number as 
¯nal like we often do it is not so obvious so when asked the question how many 
thousands does 102 have you should simply pad the number with a zero in that 
location, e.g. 0102 here it is more obvious that the key value at the thousands 
location is zero. 
The last thing to identify before we actually show you a simple implemen- 
tation of radix sort that works on only positive integers, and requires you to 
specify the maximum key size in the list is that we need a way to isolate a 
speci¯c key at any one time. The solution is actually very simple, but its not 
often you want to isolate a key in a number so we will spell it out clearly 
here. A key can be accessed from any integer with the following expression: 
key Ã (number = keyToAccess) % 10. As a simple example lets say that we 
want to access the tens key of the number 1290, the tens column is key 10 and 
so after substitution yields key Ã (1290 = 10) % 10 = 9. The next key to 
look at for a number can be attained by multiplying the last key by ten working 
left to right in a sequential manner. The value of key is used in the following 
algorithm to work out the index of an array of queues to enqueue the item into. 
 

 

SEARCHING TECHNIQUES: LINEAR OR SEQUENTIAL SEARCH 

Introduction 

There are many applications requiring a search for a particular element. Searching refers 
to finding out whether a particular element is present in the list. The method that we use 
for this depends on how the elements of the list are organized. If the list is an unordered 
list, then we use linear or sequential search, whereas if the list is an ordered list, then we 
use binary search. 

The search proceeds by sequentially comparing the key with elements in the list, and 
continues until either we find a match or the end of the list is encountered. If we find a 
match, the search terminates successfully by returning the index of the element in the list 
which has matched. If the end of the list is encountered without a match, the search 
terminates unsuccessfully. 
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Program 
#include <stdio.h> 
#define MAX 10 
void lsearch(int list[],int n,int element) 
{ 
   int i, flag = 0; 
   for(i=0;i<n;i++) 
   if( list[i] == element) 
   { 
      printf(" The element whose value is %d is present at position %d 
in list\n", 
            element,i); 
      flag =1; 
      break; 
   } 
   if( flag == 0) 
       printf("The element whose value is %d is not present in the 
list\n", 
             element); 
} 
 
void readlist(int list[],int n) 
{ 
   int i; 
   printf("Enter the elements\n"); 
   for(i=0;i<n;i++) 
       scanf("%d",&list[i]); 
} 
 
void printlist(int list[],int n) 
{ 
   int i; 
   printf("The elements of the list are: \n"); 
   for(i=0;i<n;i++) 
       printf("%d\t",list[i]); 
} 
void main() 
{ 
    int list[MAX], n, element; 
   printf("Enter the number of elements in the list max = 10\n"); 
   scanf("%d",&n); 
   readlist(list,n); 
   printf("\nThe list before sorting is:\n"); 
   printlist(list,n); 
   printf("\nEnter the element to be searched\n"); 
   scanf("%d",&element); 
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   lsearch(list,n,element); 
} 

Example 

Input 

Enter the number of elements in the list, max = 10 

10 

Enter the elements 

23 
1 
45 
67 
90 
100 
432 
15 
77 
55 

Output 

The list before sorting is: 

The elements of the list are: 

23 1 45 67 90 100 432 15 77 55 

Enter the element to be searched 

100 

The element whose value is 100 is present at position 5 in list 

Input 

Enter the number of elements in the list max = 10 

10 

Enter the elements 

23 
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1 
45 
67 
90 
101 
23 
56 
44 
22 

Output 

The list before sorting is: 

The elements of the list are: 

23 1 45 67 90 101 23 56 44 22 

Enter the element to be searched 

100 

The element whose value is 100 is not present in the list 

 

BINARY SEARCH 

Introduction 

The prerequisite for using binary search is that the list must be a sorted one. We compare 
the element to be searched with the element placed approximately in the middle of the 
list. 

If a match is found, the search terminates successfully. Otherwise, we continue the search 
for the key in a similar manner either in the upper half or the lower half. If the elements 
of the list are arranged in ascending order, and the key is less than the element in the 
middle of the list, the search is continued in the lower half. If the elements of the list are 
arranged in descending order, and the key is greater than the element in the middle of the 
list, the search is continued in the upper half of the list. The procedure for the binary 
search is given in the following program. 

Program 
 
#include <stdio.h> 
#define MAX 10 
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void bsearch(int list[],int n,int element) 
{ 
   int l,u,m, flag = 0; 
   l = 0; 
   u = n-1; 
   while(l <= u) 
   { 
      m = (l+u)/2; 
      if( list[m] == element) 
      { 
               printf(" The element whose value is %d is present at 
position %d in list\n", 
                     element,m); 
                 flag =1; 
                 break; 
      } 
      else 
            if(list[m] < element) 
                   l = m+1; 
            else 
                   u = m-1; 
   } 
   if( flag == 0) 
   printf("The element whose value is %d is not present in the list\n", 
       element); 
} 
 
void readlist(int list[],int n) 
{ 
   int i; 
   printf("Enter the elements\n"); 
   for(i=0;i<n;i++) 
       scanf("%d",&list[i]); 
} 
 
void printlist(int list[],int n) 
{ 
    int i; 
   printf("The elements of the list are: \n"); 
   for(i=0;i<n;i++) 
       printf("%d\t",list[i]); 
} 
 
void main() 
{ 
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   int list[MAX], n, element; 
   printf("Enter the number of elements in the list max = 10\n"); 
   scanf("%d",&n); 
   readlist(list,n); 
   printf("\nThe list before sorting is:\n"); 
   printlist(list,n); 
   printf("\nEnter the element to be searched\n"); 
   scanf("%d",&element); 
   bsearch(list,n,element); 
} 

Example 

Input 

Enter the number of elements in the list, max = 10 

10 

Enter the elements 

34 
2 
1 
789 
99 
45 
66 
33 
22 
11 

Output 

The elements of the list before sorting are: 

34  2  1  789  99  45  66  33  22  11 
1   2  3   4    5   6   7   8   9  10 

Enter the element to be searched 

99 

The element whose value is 99 is present at position 5 in the list 

Input 
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Enter the number of elements in the list max = 10 

10 

Enter the elements 

54 
89 
09 
43 
66 
88 
77 
11 
22 
33 

Output 

The elements of the list before sorting are: 

54 89 9 43 66 88 77 11 22 33 

Enter the element to be searched 

100 

The element whose value is 100 is not present in the list. 

In the binary search, the number of comparisons required to search one element in the list 
is no more than log2n, where n is the size of the list. Therefore, the binary search 
algorithm has a time complexity of O(n *( log2n.).) 

 

5.1 INTRODUCTION  

Algorithm: 

 An algorithm is a clearly specified set of simple instruction to be followed to 

solve a problem. Once an algorithm is given for a problem and decided to be correct, an 

important step is to determine how much in the way of resources, such as time or space, 

the algorithm will require. An algorithm is a well-ordered collection of clear and simple 
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instructions of definite and effectively computable operations that, when executed, 

produces a result and stops executing at some point in a finite amount of time. 

 

The various steps in developing algorithm are, 

 Devising the algorithm (Solving the problem using Pseudocode in  

                                        which the algorithm will be described  

                                        using statements called formal language) 

 Validating the algorithm (Proof of correctness of the algorithm  

                                         also checking input  and the required  

                                          output in a finite amount of time) 

 Expressing the algorithm(Implementing algorithm in a  

                                         programming language) 

 

 Properties of Algorithms: 

 An algorithm takes zero or more inputs 

 It results in one or more outputs 

 All operations can be carried out in a finite time 

 It should be efficient and flexible 

 It should use less memory space as much as possible 

 It must terminate after a finite number of steps 

 Each step in the algorithm must be easily understood for someone 

reading it 

 

 

 It should be concise and compact to facilitate verification of their 

correctness. 

  

 Efficiency of an Algorithms: 

It denotes the rate at which an algorithm solves a problem of sizes. 

 Time Complexity (The amount of time/ no of steps needed by a  

                                program to complete its task) 
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Complexity of an algorithm is generally classified as 3 types: 

 Worst Case (longest time) 

 Average Case (average time) 

 Best Case (shortest time) 

 

2 types of time: 

 Compilation Time (The time taken to compile an algorithm in  

                                 which it check for the syntax and semantics  

                                 errors in the program and links it with the  

                                 standard libraries) 

 Run Time (The time to execute the compiled program. This is  

                    calculated only for executable statements and not  

                    for declaration statements) 

 Space Complexity (The amount of memory needed) 

 Instruction space (space occupied by the compiled version of a  

                              program) 

 Data space (memory to hold the variables, data structures and  

                    other data elements) 

 Environment space (memory used on the runtime stack to hold  

                                 the returning address of the previous  

                                 function) 

 

 

5.2 ALGORITHM DESIGN (OR) ALGORITHMIC PARADIGMS: 

  Algorithmic paradigms are defined as the general approach to design and 

construct efficient solutions to problems. Often there are large collections of problems 

that can be solved using the same general techniques. Some of the most common designs 

are: 

1. Divide and conquer algorithm 

2. Greedy method algorithm 
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3. Dynamic programming 

4. Backtracking 

5. Brute force algorithm 

 

Reasons for using these methods: 

 They provide templates suited for solving a broad range of 

miscellaneous problems 

 They can be translated into common control and data structures 

provided by most high-level languages 

 The temporal and spatial requirements of the algorithms, which 

result, can be precisely analyzed. 

 

5.2.1 DIVIDE AND CONQUER ALGORITHM: 

  The most famous algorithmic paradigm out of all the five design method is 

the divide and conquer algorithm. It is based on dividing (partitioning)  the problem to be 

solved into several, smaller sub-instances, solving them independently using recursion if 

the problem is big, or if they are simple enough, solving it directly, and then combining 

the sub-instance solutions so as to yield a solution for the original instance. It is a top-

down technique, which logically progresses form the initial instance down to the smallest 

sub-instance via intermediate sub-instances. 

 

Examples: Quick sort, merge sort, binary search algorithm strassen’s matrix 

multiplication etc., 

 

 

5.2.2 GREEDY ALGORITHM: 

  A greedy algorithm might also be called a “single minded” algorithm or an 

algorithm that gobbles up all of its favorites first. It is a method that always takes the best 

immediate, or local, solution while finding an answer. The idea behind a greedy 

algorithm is to repeatedly execute a procedure, until it can’t be done any more with the 

hope that the outcome will lead to a desired outcome for the global problem. In some 
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cases, such a strategy is guaranteed to offer optimal solutions, and in some other cases, it 

may provide a compromise that produces acceptable approximations. Typically, greedy 

algorithms employ simple strategies that are simple to implement and require minimal 

amount of resources. A greedy algorithm may not completely solve the problem, or if it 

produces a solution, it may not be the very best one, but it is one way of approaching the 

problem and sometimes yields very good or even the best possible results.  

 

Examples: minimum spanning trees, prim’s algorithm, kruska’s algorithm, dijisktra’s 

algorithm. 

 

5.2.3 DYNAMIC PROGRAMMING: 

  It is a general class of algorithms, which solve problems by solving 

smaller versions of the problem, saving the solutions to the small problems and then 

combining them to solve the larger problem. This paradigm is most often applied in the 

construction of algorithms to solve a certain class of optimization problem i.e., problems 

which require the minimization or maximization of some kind of measure. The word 

programming in dynamic programming refers to a tabular method, and not to writing 

computer code. Dynamic programming sometimes referred as memorization refers to the 

technique in which an optimal solution is searched for by examining a small number of 

possible choices, where the problem has to meet their conditions: 

 

 In each process, the input can be reduced to a smaller input 

 The number of smaller inputs that are possibly looked at is small 

 For each possible choice, the optimal cost associated can be calculated from 

the optimal cost of the smaller input generated and the choice that is made 

The idea behind dynamic programming is to avoid omitting the requirement of 

calculating the same quantity twice. This method usually accomplishes this by 

maintaining a table of sub instance results. Dynamic programming is a bottom-up 

technique, in which the smallest sub-instances are explicitly solved first, and the 

results of these are used to construct solutions to progressively larger sub 

instances. 
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 Examples: Chained matrix multiplications, longest common sequence problem. 

 
 

www.rejinpaul.comwww.rejinpaul.com


	C++ Friend Functions
	Need for Friend Function:
	What is a Friend Function?
	How to define and use Friend Function in C++:
	Some important points to note while using friend functions in C++:
	Value of si = 22
	Default constructors
	Parameterized Constructors
	Constructor: different parameter type
	Copy Constructors
	When copies of objects are made
	Don't write a copy constructor if shallow copies are ok
	If you need a copy constructor, you also need a destructor and operator=
	Copy constructor syntax
	Difference between copy constructor and assignment
	What is the use of Destructors
	General Syntax of Destructors

	User-defined conversions
	What is inherited from the base class?
	Protected

	Multiple inheritance
	Virtual Base Class
	C++ Pointers
	Concept of Pointers:
	The address of operator:
	Defining Pointer Variables or Pointer:


	Pointers to objects
	Virtual base classes in C++
	Abstract classes
	C++ Template functions - Details:
	C++ Template functions - Applicability:
	Declaring C++ Class Templates:
	Defining member functions - C++ Class Templates:
	Full Program - C++ Class Templates:
	Advantages of C++ Class Templates:
	Programming Random Access File I/O in C++

	#include <iostream>  #include <fstream>  #include <cstdlib>  using namespace std;    int main(int argc, char *argv[])  {    if(argc != 3) {      cout << "Usage: CHANGE <filename> <byte>\n";      return 1;    }      fstream out(argv[1], ios::in | ios::...
	Random file I/O
	Iterators

	Container Classes
	 vector<T, Alloc>
	Description
	Example

	 deque<T, Alloc>
	Description
	Example

	 list<T, Alloc>
	Description
	Example

	 slist<T, Alloc>
	Description
	Definition
	Example

	 bit_vector
	Description
	Example

	 set<Key, Compare, Alloc>
	Description
	Example

	 multimap<Key, Data, Compare, Alloc>
	Description
	Example
	Big-O Notation
	Big-Omega Notation
	Little-O Notation
	Little Omega Notation

	How asymptotic notation relates to analyzing complexity
	Insertion
	Deletion
	Lookup
	Method for Calculating Balances After Rotation:
	Solving NP-complete problems
	Completeness under different types of reduction
	In the definition of NP-complete given above, the term reduction was used in the technical meaning of a polynomial-time many-one reduction.
	HEAPSORT
	Introduction
	Program
	Example
	Input
	Output



	MERGE SORT
	Introduction
	Program
	Example
	Input
	Output

	Explanation


	QUICK SORT
	Introduction
	Choice of the key
	Program
	Example
	Input
	Output



	SEARCHING TECHNIQUES: LINEAR OR SEQUENTIAL SEARCH
	Introduction
	Program
	Example
	Input
	Output
	Input (1)
	Output (1)



	BINARY SEARCH
	Introduction
	Program
	Example
	Input
	Output
	Input (1)
	Output (1)





