
Analysis and Design of Algorithm

By

Mr. J.Marimuthu

ASSISTANT PROFESSOR

DEPARTMENT OF COMPUTER SCIENCE AND ENGINEERING

Srividya College of Engineering & Technology

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



CS 6402 DESIGN AND ANALYSIS OF ALGORITHM
www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



CS 6402 DESIGN AND ANALYSIS OF ALGORITHM

UNIT - I ALGORITHM ANALYSIS

Algorithm analysis – Time space tradeoff – Asymptotic notations – Conditional asymptotic
notation – Removing condition from the conditional asymptotic notation – Properties of
Big-oh notation – Recurrence equations – Solving recurrence equations – Analysis of linear
search.

1.1 Introduction

An algorithm is a sequence of unambiguous instruction for solving a problem, for obtaining
a required output for any legitimate input in a finite amount of time.

Definition

“Algorithmic is more than the branch of computer science. It is the core of computer
science, and, in all fairness, can be said to be relevant it most of science, business and
technology”

Understanding of Algorithm

An algorithm is a sequence of unambiguous instruction for solving a problem, for obtaining
a required output for any legitimate input in a finite amount of time.

Problem

Algorithm

Input “Computer” Output

ALGORITHM DESIGN AND ANALYSIS PROCESS
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UNDERSTAND THE
PROBLEM

DECIDE ON:
COMPUTATIONAL
MEANS,
EXACT VS APPROXIMATE
SOLVING
DATA STRUCTURE(S)
ALG DESIGN TECHNIQUES

DESIGN THE ALGORITHM

PROVE CORRECTNESS

ANALYSE THE ALGORITHM

CODE THE ALGORITHM

1.2 FUNDAMENTALS OF THE ANALYSIS OF ALGORITHM EFFICIENCY

1.2.1 ANALYSIS FRAME WORK

♦ there are two kinds of efficiency
♦ Time efficiency - indicates how fast an algorithm in question runs.
♦ Space efficiency - deals with the extra space the algorithm requires.

1.2.2 MEASURING AN INPUT SIZE

♦ An algorithm's efficiency as a function of some parameter n indicating the algorithm's
input size.
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♦ In most cases, selecting such a parameter is quite straightforward.
♦ For example, it will be the size of the list for problems of sorting, searching, finding the

list's smallest element, and most other problems dealing with lists.
♦ For the problem of evaluating a polynomial p(x) = a n x n+ . . . + a 0 of degree n, it will

be the polynomial's degree or the number of its coefficients, which is larger by one than
its degree.

♦ There are situations, of course, where the choice of a parameter indicating an input size
does matter.
♦ Example - computing the product of two n-by-n matrices.
♦ There are two natural measures of size for this problem.

♦ The matrix order n.
♦ The total number of elements N in the matrices being multiplied.

♦ Since there is a simple formula relating these two measures, we can easily switch from
one to the other, but the answer about an algorithm's efficiency will be qualitatively
different depending on which of the two measures we use.

♦ The choice of an appropriate size metric can be influenced by  operations of the
algorithm in question. For example, how should we measure an input's size for a spell-
checking algorithm? If the algorithm examines individual characters of its input, then
we should measure the size by the number of characters; if it works by processing
words, we should count their number in the input.

♦ We should make a special note about measuring size of inputs for algorithms involving
properties of numbers (e.g., checking whether a given integer n is prime).

♦ For such algorithms, computer scientists prefer measuring size by the number b of bits
in the n's binary representation:

b= log2n +1
♦ This metric usually gives a better idea about efficiency of algorithms in question.

1.2.3 UNITS FOR MEASURING RUN TIME:
♦ We can simply use some standard unit of time measurement-a second, a millisecond,

and so on-to measure the running time of a program implementing the algorithm.
♦ There are obvious drawbacks to such an approach. They are
♦ Dependence on the speed of a particular computer
♦ Dependence on the quality of a program implementing the algorithm
♦ The compiler used in generating the machine code
♦ The difficulty of clocking the actual running time of the program.
♦ Since we are in need to measure algorithm efficiency, we should have a metric that

does not depend on these extraneous factors.
♦ One possible approach is to count the number of times each of the algorithm's

operations is executed. This approach is both difficult and unnecessary.
♦ The main objective is to identify the most important operation of the algorithm, called

the basic operation, the operation contributing the most to the total running time, and
compute the number of times the basic operation is executed.
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WORST CASE, BEST CASE AND AVERAGE CASE EFFICIENCES
♦ It is reasonable to measure an algorithm's efficiency as a function of a parameter

indicating the size of the algorithm's input.
♦ But there are many algorithms for which running time depends not only on an input

size but also on the specifics of a particular input.
♦ Example, sequential search. This is a straightforward algorithm that searches for a

given item (some search key K) in a list of n elements by checking successive elements
of the list until either a match with the search key is found or the list is exhausted.

♦ Here is the algorithm's pseudo code, in which, for simplicity, a list is implemented as
an array. (It also assumes that the second condition A[i] i= K will not be checked if the
first one, which checks that the array's index does not exceed its upper bound, fails.)

ALGORITHM Sequential Search(A[0..n -1], K)
//Searches for a given value in a given array by sequential search
//Input: An array A[0..n -1] and a search key K

//Output: Returns the index of the first element of A that matches K
// or -1 ifthere are no matching elements
i←0

while i < n and A[i] ≠ K do
i←i+1

if i < n return i
else return -1

♦ Clearly, the running time of this algorithm can be quite different for the same list size
n.

Worst case efficiency

♦ The worst-case efficiency of an algorithm is its efficiency for the worst-case input of
size n, which is an input (or inputs) of size n for which the algorithm runs the longest
among all possible inputs of that size.

♦ In the worst case, when there are no matching elements or the first matching element
happens to be the last one on the list, the algorithm makes the largest number of key
comparisons among all possible inputs of size n:

Cworst (n) = n.
♦ The way to determine is quite straightforward
♦ To analyze the algorithm to see what kind of inputs yield the largest value of the basic

operation's count C(n) among all possible inputs of size n and then compute this worst-
case value C worst (n)

♦ The worst-case analysis provides very important information about an algorithm's
efficiency by bounding its running time from above. In other words, it guarantees that
for any instance of size n, the running time will not exceed C worst (n) its running time
on the worst-case inputs.
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Best case Efficiency

♦ The best-case efficiency of an algorithm is its efficiency for the best-case input of size
n, which is an input (or inputs) of size n for which the algorithm runs the fastest among
all possible inputs of that size.

♦ We can analyze the best case efficiency as follows.
♦ First, determine the kind of inputs for which the count C (n) will be the smallest among

all possible inputs of size n. (Note that the best case does not mean the smallest input; it
means the input of size n for which the algorithm runs the fastest.)

♦ Then ascertain the value of C (n) on these most convenient inputs.
♦ Example- for sequential search, best-case inputs will be lists of size n with their first

elements equal to a search key; accordingly, Cbest(n) = 1.
♦ The analysis of the best-case efficiency is not nearly as important as that of the worst-

case efficiency.
♦ But it is not completely useless. For example, there is a sorting algorithm (insertion

sort) for which the best-case inputs are already sorted arrays on which the algorithm
works very fast.

♦ Thus, such an algorithm might well be the method of choice for applications dealing
with almost sorted arrays. And, of course, if the best-case efficiency of an algorithm is
unsatisfactory, we can immediately discard it without further analysis.

Average case efficiency

♦ It yields the information about an algorithm about an algorithm‘s behaviour on a
―typical‖ and ―random‖ input.

♦ To analyze the algorithm's average-case efficiency, we must make some assumptions
about possible inputs of size n.

♦ The investigation of the average case efficiency is considerably more difficult than
investigation of the worst case and best case efficiency.

♦ It involves dividing all instances of size n .into several classes so that for each instance
of the class the number of times the algorithm's basic operation is executed is the same.

♦ Then a probability distribution of inputs needs to be obtained or assumed so that the
expected value of the basic operation's count can then be derived.

The average number of key comparisions Cavg(n) can be computed as follows,
♦ let us consider again sequential search. The standard assumptions are,
♦ In the case of a successful search, the probability of the first match occurring in the ith

position of the list is pin for every i, and the number of comparisons made by the
algorithm in such a situation is obviously i.
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Function Name
1 Constant
log n Logarithmic
n Linear
n log n n log n
n2 Quadratic
n3 Cubic
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♦ In the case of an unsuccessful search, the number of comparisons is n with the
probability of such a search being (1 - p). Therefore,

p p p p
Cavg(n)   =   [ 1 . — + 2. — + …. + i . — + ….. + n . —]  + n .(1 - p)

n n n n

= p
— [1 + 2 + 3 +…. + i +…. + n] + n (1 - p)

n

=   p n ( n +1)
— +   n ( 1 - p)
n 2

p ( n + 1)
= +   n ( 1 - p)

2
♦ Example, if p = 1 (i.e., the search must be successful), the average number of key

comparisons made by sequential search is (n + 1) /2.
♦ If p = 0 (i.e., the search must be unsuccessful), the average number of key comparisons

will be n because the algorithm will inspect all n elements on all such inputs.

1.2.5 Asymptotic Notations

Step count is to compare time complexity of two programs that compute same function and
also to predict the growth in run time as instance characteristics changes. Determining
exact step count is  difficult and  not necessary also. Because the values are not exact
quantities. We need only comparative statements like c1n

2 ≤ tp(n) ≤ c2n
2.

For example, consider two programs with complexities c1n
2 + c2n and c3n respectively. For

small values of n, complexity depend upon values of c1, c2 and c3. But there will also be an
n beyond which complexity of c3n is better than that of c1n

2 + c2n.This value of n is called
break-even point. If this point is zero, c3n is always faster (or at least as fast). Common
asymptotic functions are given below.
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2n Exponential
n! Factorial

Big‘Oh’Notation(O)

O(g(n)) = { f(n) : there exist positive constants c and n0 such that 0 ≤ f(n) ≤ cg(n) for all n ≥
n0 }
It is the upper bound of any function. Hence it denotes the worse case complexity of any
algorithm. We can represent it graphically as
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Fig 1.1

Find the Big ‗Oh‘ for the following functions:

Linear Functions

Example 1.6
f(n) = 3n + 2

General form is f(n) ≤ cg(n)

When n ≥ 2, 3n + 2 ≤ 3n + n = 4n
Hence f(n) = O(n), here c = 4 and n0 = 2

When n ≥ 1, 3n + 2 ≤ 3n + 2n = 5n
Hence f(n) = O(n), here c = 5 and n0 = 1

Hence we can have different c,n0 pairs satisfying for a given function.

Example
f(n) = 3n + 3
When n ≥ 3, 3n + 3 ≤ 3n + n = 4n
Hence f(n) = O(n), here c = 4 and n0 = 3

Example
f(n) = 100n + 6
When n ≥ 6, 100n + 6 ≤ 100n + n = 101n
Hence f(n) = O(n), here c = 101 and n0 = 6
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Quadratic Functions

Example 1.9
f(n) = 10n2 + 4n + 2
When n ≥ 2, 10n2 + 4n + 2 ≤ 10n2 + 5n
When n ≥ 5, 5n ≤ n2, 10n2 + 4n + 2 ≤ 10n2 + n2 = 11n2

Hence f(n) = O(n2), here c = 11 and n0 = 5

Example 1.10
f(n) = 1000n2 + 100n - 6
f(n) ≤ 1000n2 + 100n for all values of n.
When n ≥ 100, 5n ≤ n2, f(n) ≤ 1000n2 + n2 = 1001n2

Hence f(n) = O(n2), here c = 1001 and n0 = 100

Exponential Functions

Example 1.11
f(n) = 6*2n + n2

When n ≥ 4, n2 ≤ 2n

So f(n) ≤  6*2n + 2n = 7*2n

Hence f(n) = O(2n), here c = 7 and n0 = 4

Constant Functions

Example 1.12
f(n) = 10
f(n) = O(1), because f(n) ≤ 10*1

OmegaNotation(Ω)

Ω (g(n)) = { f(n) : there exist positive constants c and n0 such that 0 ≤ cg(n) ≤ f(n) for all n
≥ n0 }
It is the lower bound of any function. Hence it denotes the best case complexity of any
algorithm. We can represent it graphically as
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Example 1.13
f(n) = 3n + 2

Fig 1.2

3n + 2 > 3n for all n.
Hence f(n) = Ω(n)

Similarly we can solve all the examples specified under Big ‗Oh‘.
ThetaNotation(Θ)

Θ(g(n)) = {f(n) : there exist positive constants c1,c2 and n0 such that c1g(n) ≤f(n) ≤c2g(n) for
all n ≥ n0 }
If f(n) = Θ(g(n)), all values of n right to n0 f(n) lies on or above c1g(n) and on or below
c2g(n). Hence it is asymptotic tight bound for f(n).

Fig 1.3

.
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Little-O Notation

For non-negative functions, f(n) and g(n), f(n) is little o of g(n) if and only if f(n) = O(g(n)),
but f(n) ≠ Θ(g(n)). This is denoted as "f(n) = o(g(n))".

This represents a loose bounding version of Big O. g(n) bounds from the top, but it does
not bound the bottom.

Little Omega Notation

For non-negative functions, f(n) and g(n), f(n) is little omega of g(n) if and only if f(n) =
Ω(g(n)), but f(n) ≠ Θ(g(n)). This is denoted as "f(n) = ω(g(n))".

Much like Little Oh, this is the equivalent for Big Omega. g(n) is a loose lower boundary of
the function f(n); it bounds from the bottom, but not from the top.

Conditional asymptotic notation

Many algorithms are easier to analyse if initially we restrict our attention to
instances whose size satisfies a certain condition, such as being a power of 2. Consider, for
example, the divide and conquer algorithm for multiplying large integers that we
saw in the Introduction. Let n be the size of the integers to be multiplied.

The algorithm proceeds directly if n = 1, which requires a microseconds for an
appropriate constant a. If n>1, the algorithm proceeds by  multiplying four pairs of
integers of size three if we use the better algorithm). Moreover, it takes a linear
amount of time to carry out additional tasks. For simplicity, let us say that the additional
work takes at most bn microseconds for an appropriate constant b.

Properties of Big-Oh Notation
Generally, we use asymptotic notation as a convenient way to examine what can happen in
a function in the worst case or in the best case. For example, if you want to write a function
that searches through an array of numbers and returns the smallest one:
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function find-min(array a[1..n] )
let j :=
for i := 1 to n:

j := min(j, a[i] )
repeat

return j
end

Regardless of how big or small the array is, every time we run find-min, we have to
initialize the i and j integer variables and return j at the end. Therefore, we can just think of
those parts of the function as constant and ignore them.

So, how can we use asymptotic notation to discuss the find-min function? If we search
through an array with 87 elements, then the for loop iterates 87 times, even if the very first
element we hit turns out to be the minimum. Likewise, for n elements, the for loop iterates
n times. Therefore we say the function runs in time O(n).

function find-min-plus-max(array a[1..n] )
// First, find the smallest element in the array
let j := ;
for i := 1 to n:

j := min(j, a[i] )
repeat
let minim := j

// Now, find the biggest element, add it to the smallest and
j := ;
for i := 1 to n:

j := max(j, a[i] )
repeat

let maxim := j

// return the sum of the two
return minim + maxim;

end
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What's the running time for find-min-plus-max? There are two for loops, that each
iterate n times, so the running time is clearly O(2n). Because 2 is a constant, we throw it
away and write the running time as O(n). Why can you do this? If you recall the definition
of Big-O notation, the function whose bound you're testing can be multiplied by some
constant. If f(x)=2x, we can see that if g(x) = x, then the Big-O condition holds. Thus O(2n)
= O(n). This rule is general for the various asymptotic notations.

Recurrence

When an algorithm contains a recursive call to itself, its running time can often be
described by a recurrence

Recurrence Equation

A recurrence relation is an equation that recursively defines a sequence. Each term of the
sequence is defined as a function of the preceding terms. A difference equation is a specific
type of recurrence relation.

An example of a recurrence relation is the logistic map:

1.3 Another Example: Fibonacci numbers

The Fibonacci numbers are defined using the linear recurrence relation

with seed values:

Explicitly, recurrence yields the equations:

We obtain the sequence of Fibonacci numbers which begins:

0, 1, 1, 2, 3, 5, 8, 13, 21, 34, 55, 89, ...
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It can be solved by methods described below yielding the closed form expression which

involve powers of the two roots of the characteristic polynomial t2 = t + 1; the generating

function of the sequence is the rational function t / (1 − t − t2).

Solving Recurrence Equation

i. substitution method

The substitution method for solving recurrences entails two steps:

1. Guess the form of the solution.
2. Use mathematical induction to find the constants and show that the solution
works. The name comes from the substitution of the guessed answer for the
function when the inductive hypothesis is applied to smaller values. This method is
powerful, but it obviously
can be applied only in cases when it is easy to guess the form of the answer. The
substitution method can be used to establish either upper or lower bounds on a
recurrence. As an example, let us determine an upper bound on the recurrence

which is similar to recurrences (4.2) and (4.3). We guess that the solution is T (n) = O(n lg
n).Our method is to prove that T (n) ≤ cn lg n for an appropriate choice of the constant c >

0. We start by assuming that this bound holds for ⌊n/2⌋, that is, that T (⌊n/2⌋) ≤ c ⌊n/2⌋
lg(⌊n/2⌋).

Substituting into the recurrence yields
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where the last step holds as long as c ≥ 1.

Mathematical induction now requires us to show that our solution holds for the boundary
conditions. Typically, we do so by showing that the boundary conditions are suitable as
base cases for the inductive proof. For the recurrence (4.4), we must show that we can
choose the constant c large enough so that the bound T(n) = cn lg n works for the boundary
conditions as well. This requirement can sometimes lead to problems. Let us assume, for
the sake of argument, that T (1) = 1 is the sole boundary condition of the recurrence. Then
for n = 1, the bound T (n) = cn lg n yields T (1) = c1 lg 1 = 0, which is at odds with T (1) =
1. Consequently, the base case of our inductive proof fails to hold.

This difficulty in proving an inductive hypothesis for a specific boundary condition can be
easily overcome. For example, in the recurrence (4.4), we take advantage of asymptotic
notation only requiring us to prove T (n) = cn lg n for n ≥ n0, where n0 is a constant of our
choosing. The idea is to remove the difficult boundary condition T (1) = 1 from
consideration

1. In the inductive proof.

Observe that for n > 3, the recurrence does not depend directly on T
(1). Thus, we can replace T (1) by T (2) and T (3) as the base cases in the inductive proof,
letting n0 = 2. Note that we make a distinction between the base case of the recurrence (n =
1) and the base cases of the inductive proof (n = 2 and n = 3). We derive from the
recurrence that T (2) = 4 and T (3) = 5. The inductive proof that T (n) ≤ cn lg n for some
constant c ≥ 1 can now be completed by choosing c large enough so that T (2) ≤ c2 lg 2 and
T (3) ≤ c3 lg 3. As it turns out, any choice of c ≥ 2 suffices for the base cases of n = 2 and n
= 3 to hold. For most of the recurrences we shall examine, it is straightforward to extend
boundary conditions to make the inductive assumption work for small n.

2. The iteration method
The method of iterating a recurrence doesn't require us to guess the answer, but it may
require more algebra than the substitution method. The idea is to expand (iterate) the
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recurrence and express it as a summation of terms dependent only on n and the initial
conditions. Techniques for evaluating summations can then be used to provide bounds on
the solution.

As an example, consider the recurrence

T(n) = 3T(n/4) + n.
We iterate it as follows:

T(n) = n + 3T(n/4)

= n + 3 (n/4 + 3T(n/16))

= n + 3(n/4 + 3(n/16 + 3T(n/64)))

= n + 3 n/4 + 9 n/16 + 27T(n/64),
where n/4/4 = n/16 and n/16/4 = n/64 follow from the identity (2.4).
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in the series is 3i n/4i . The iteration hits n = 1 when n/4i = 1 or, equivalently, when i
exceeds log4 n. By continuing the iteration until this point and using the bound n/4i n/4i,
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3. The master method

The master method provides a "cookbook" method for solving recurrences of the form
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The master method requires memorization of three cases, but then the solution of
many recurrences can be determined quite easily, often without pencil and paper.

The recurrence (4.5) describes the running time of an algorithm that divides a
problem of size

n into a subproblems, each of size n/b, where a and b are positive constants. The a

subproblems are solved recursively, each in time T (n/b). The cost of dividing the
problem and combining the results of the subproblems is described by the function

f (n). (That is, using the notation from Section 2.3.2, f(n) = D(n)+C(n).) For example,
the recurrence arising from the MERGE-SORT procedure has a = 2, b = 2, and f (n)

=
Θ (n).

As a matter of technical correctness, the recurrence isn't actually well defined
because n/b might not be an integer. Replacing each of the a terms T (n/b) with
either T (⌊n/b⌋) or T (⌈n/b⌉) doesn't affect the asymptotic behavior of the
recurrence, however. We normally find it convenient, therefore, to omit the floor
and ceiling functions when writing divide-and- conquer recurrences of this form.

1.4 Analysis of Linear Search

Linear Search, as the name implies is a searching algorithm which obtains its result by
traversing a list of data items in a linear fashion. It will start at the beginning of a list, and
mosey on through until the desired element is found, or in some cases is not found. The
aspect of Linear Search which makes it inefficient in this respect is that if the element is not
in the list it will have to go through the entire list. As you can imagine this can be quite
cumbersome for lists of very large magnitude, keep this in mind as you contemplate how
and where to implement this algorithm. Of course conversely the best case for this would
be that the element one is searching for is the first element of the list, this will be elaborated
more so in the ―Analysis & Conclusion‖ section of this tutorial.

Linear Search Steps:

Step 1 - Does the item match the value I’m looking for?
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Step 2 - If it does match return, you’ve found your item!
Step 3 - If it does not match advance and repeat the process.
Step 4 - Reached the end of the list and still no value found? Well obviously the item
is not in the list! Return -1 to signify you have not found your value.

As always, visual representations are a bit more clear and concise so let me present one for
you now. Imagine you have a random assortment of integers for this list:

Legend:
-The key is blue
-The current item is green.
-Checked items are red

Ok so here is our number set, my lucky number happens to be 7 so let‘s put this value as
the key, or the value in which we hope Linear Search can find. Notice the indexes of the

array above each of the elements, meaning this has a size or length of 5. I digress let us
look at the first term at position 0. The value held here 3, which is not equal to 7. We move
on.
--0 1 2 3 4 5
[ 3 2 5 1 7 0 ]

So we hit position 0, on to position 1. The value 2 is held here. Hmm still not equal to 7.
We march on.
--0 1 2 3 4 5
[ 3 2 5 1 7 0 ]

Position 2 is next on the list, and sadly holds a 5, still not the number we‘re looking for.
Again we move up one.
--0 1 2 3 4 5
[ 3 2 5 1 7 0 ]

Now at index 3 we have value 1. Nice try but no cigar let‘s move forward yet again.
--0 1 2 3 4 5
[ 3 2 5 1 7 0 ]

Ah Ha! Position 4 is the one that has been harboring 7, we return the position in the array
which holds 7 and exit.
--0 1 2 3 4 5
[ 3 2 5 1 7 0 ]

As you can tell, the algorithm may work find for sets of small data but for incredibly large
data sets I don‘t think I have to convince you any further that this would just be down right
inefficient to use for exceeding large sets. Again keep in mind that Linear Search has its
place and it is not meant to be perfect but to mold to your situation that requires a search.

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



SCE 23 DEPARTMENT OF CSE

CS 6402 DESIGN AND ANALYSIS OF ALGORITHM

Also note that if we were looking for lets say 4 in our list above (4 is not in the set) we
would traverse through the entire list and exit empty handed. I intend to do a tutorial on
Binary Search which will give a much better solution to what we have here however it
requires a special case.

//linearSearch Function
int linearSearch(int data[] , int length, int val) {

for (int i = 0; i <= length; i++) {
if (val == data[i] ) {

return i;
}//end if

}//end for
return -1; //Value was not in the list

}//end linearSearch Function

Analysis & Conclusion

As we have seen throughout this tutorial that Linear Search is certainly not the absolute
best method for searching but do not let this taint your view on the algorithm itself. People
are always attempting to better versions of current algorithms in an effort to make existing
ones more efficient. Not to mention that Linear Search as shown has its place and at the
very least is a great beginner‘s introduction into the world of searching algorithms. With
this is mind we progress to the asymptotic analysis of the Linear Search:

Worst Case:
The worse case for Linear Search is achieved if the element to be found is not in the list at
all. This would entail the algorithm to traverse the entire list and return nothing. Thus the
worst case running time is:

O(N).

Average Case:
The average case is in short revealed by insinuating that the average element would be
somewhere in the middle of the list or N/2. This does not change since we are dividing by a
constant factor here, so again the average case would be:

O(N).

Best Case:
The best case can be a reached if the element to be found is the first one in the list. This
would not have to do any traversing spare the first one giving this a constant time
complexity or:

O(1).
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PART-A

IMPORTANT QUESTIONS

1. Define Algorithm & Notion of algorithm.
2. What is analysis framework?
3. What are the algorithm design techniques?
4. How is an algorithm‘s time efficiency measured?
5. Mention any four classes of algorithm efficiency.
6. Define Order of Growth.
7. State the following Terms.
(i) Time Complexity
(ii) Space Complexity
8. What are the various asymptotic Notations?
9. What are the important problem types?
10. Define algorithmic Strategy (or) Algorithmic Technique.
11. What are the various algorithm strategies (or) algorithm Techniques?
12. What are the ways to specify an algorithm?
13. Define Best case Time Complexity .
14. Define Worst case Time Complexity.
15. Define Average case time complexity.
16. What are the Basic Efficiency Classes.
17. Define Asymptotic Notation.
18. How to calculate the GCD value?

PART-B

1. (a) Describe the steps in analyzing & coding an algorithm. (10)
(b) Explain some of the problem types used in the design of algorithm. (6)
2. (a) Discuss the fundamentals of analysis framework . (10)
(b) Explain the various asymptotic notations used in algorithm design. (6)
3. (a) Explain the general framework for analyzing the efficiency of algorithm. (8)
(b) Explain the various asymptotic efficiencies of an algorithm. (8)
4. (a) Explain the basic efficiency classes. (10)
(b) Explain briefly the concept of algorithmic strategies. (6)
5. Describe briefly the notions of complexity of an algorithm. (16)
6. (a) What is Pseudo-code? Explain with an example. (8)
(b) Find the complexity C(n) of the algorithm for the worst case, best case and average
case.(Evaluate average case complexity for n=3,Where n is the number of inputs) (8)

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



SCE 25 DEPARTMENT OF CSE

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



Divide-and-conquer refers to a class of algorithmic techniques in which one breaks the input

into several parts, solves the problem in each part recursively, and then combines the solutions

to these sub-problems into an overall solution. In many cases, it can be a simple and powerful

method.

Analyzing the running time of a divide-and-conquer algorithm generally involves solving

a recurrence relation that bounds the running time recursively in terms of the running time

on smaller instances. We begin the chapter with a general discussion of recurrence relations,

illustrating how they arise in the analysis and describing methods for working out upper

bounds from them.

We then illustrate the use of divide-and-conquer with applications to a number of different

domains: computing a distance function on different rankings of a set of objects; finding the

closest pair of points in the plane; multiplying two integers; and smoothing a noisy signal.

Divide-and-conquer will also come up in subsequent chapters, since it is a method that often

works well when combined with other algorithm design techniques; for example, we will see

it combined with dynamic programming to produce a space-efficient solution to sequence

alignment, and combined with randomization to yield a simple and efficient algorithm for

computing the median of a set of numbers.

One thing to note about many settings in which divide-and-conquer is applied, including

these, is that the natural brute-force algorithm may already be polynomial-time, and the

divide-and-conquer strategy is serving to reduce the running time to a lower polynomial.

This is in contrast to most of the problems in the previous chapter, for example, where

brute-force was exponential and the goal in designing a more sophisticated algorithm was

to achieve any kind of polynomial running time. For example, we discussed in Chapter 2

that the natural brute-force algorithm for finding the closest pair among n points in the

plane would simply measure all Θ(n2) distances, for a (polynomial) running time of Θ(n2).

Using divide-and-conquer, we will improve the running time to O(n logn). At a high level,

then, the overall theme of this chapter is the same as what we’ve been seeing earlier: that

                 Divide andConquer
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improving on brute-force search is a fundamental conceptual hurdle in solving a problem

efficiently, and the design of sophisticated algorithms can achieve this. The difference is

simply that the distinction between brute-force search and an improved solution here will

not always be the distinction between exponential and polynomial.

To motivate the general approach to analyzing divide-and-conquer algorithms, we begin with

the Mergesort algorithm. We discussed the Mergesort algorithm briefly in Chapter 2, when

we surveyed common running times for algorithms. Mergesort sorts a given list of numbers

by first dividing them into two equal halves, sorting each half separately by recursion, and

then combining the results of these recursive calls — in the form of the two sorted halves —

using the linear-time algorithm for merging sorted lists that we saw in Chapter 2.

To analyze the running time of Mergesort, we will abstract its behavior into the following

template, which describes many common divide-and-conquer algorithms:

(†) Divide the input into two pieces of equal size; solve the two sub-problems

on these pieces separately by recursion; and then combine the two results into

an overall solution, spending only linear time for the initial division and final

re-combining.

In Mergesort, as in any algorithm that fits this style, we also need a base case for the

recursion, typically having it “bottom out” on inputs of some constant size. In the case

of Mergesort, we will assume that once the input has been reduced to size 2, we stop the

recursion and sort the two elements by simply comparing them to each other.

Consider any algorithm that fits the pattern in (†), and let T (n) denote its worst-case

running time on input instances of size n. Supposing that n is even, the algorithm spends

O(n) time to divide the input into two pieces of size n/2 each; it then spends time T (n/2)

to solve each one (since T (n/2) is the worst-case running time for an input of size n/2); and

finally it spends O(n) time, via the linear-time merging technique, to combine the solutions

from the two recursive calls. Thus, the running time T (n) satisfies the following recurrence

relation:

T (n) ≤ 2T (n/2) + cn

when n > 2, and

T (2) ≤ c.

A First Recurrence: The Mergesort Algorithm

For some constant c,
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cn time, plus

Level 2: 4(cn/4) = cn total

Level 1: cn/2 + cn/2 = cn total

cn/4cn/4cn/4cn/4

cn/2cn/2

Level 0: cn total
recursive calls

Figure 5.1: Unrolling the recurrence T (n) ≤ 2T (n/2) + O(n).

The structure of (5.1) is typical of what recurrences will look like: there’s an inequality or

equation that bounds T (n) in terms of an expression involving T (k) for smaller values k;

and there is a base case that generally says that T (n) is equal to a constant when n is a

constant. Note that one can also write (5.1) more informally as T (n) ≤ 2T (n/2) + O(n),

suppressing the constant c; however, it is generally useful to make c explicit when analyzing

the recurrence.

To keep the exposition simpler, we will generally assume that parameters like n are even

when needed. This is somewhat imprecise usage; without this assumption, the two recursive

calls would be on problems of size �n/2� and �n/2�, and the recurrence relation would say

that

T (n) ≤ T (�n/2�) + T (�n/2�) + cn

for n ≥ 2. Nevertheless, for all the recurrences we consider here (and for most that arise in

practice), the asymptotic bounds are not affected by the decision to ignore all the floors and

ceilings, and it makes the symbolic manipulation much cleaner.

Now, (5.1) does not explicitly provide an asymptotic bound on the growth rate of the

function T ; rather, it specifies T (n) implicitly in terms of its values on smaller inputs. To

obtain an explicit bound, we need to solve the recurrence relation so that T appears only on

the left-hand-side of the inequality, not the right-hand-side as well.

Recurrence-solving is a task that has been incorporated into a number of standard com-

puter algebra systems, and the solution to many standard recurrences can now be found

by automated means. It is still useful, however, to understand the process of solving recur-

rences and to recognize which recurrences lead to good running times, since the design of an

efficient divide-and-conquer algorithm is heavily intertwined with an understanding of how

a recurrence relation determines a running time.
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Approaches to solving recurrences

There are two basic ways one can go about solving a recurrence, each of which we describe

in more detail below.

(1) The most intuitively natural way to search for a solution to a recurrence is to “unroll”

the recursion, accounting for the running time across the first few levels, and identify

a pattern that can be continued as the recursion expands. One then sums the running

times over all levels of the recursion (i.e. until it “bottoms out” on sub-problems of

constant size), and thereby arrives at a total running time.

(2) A second way is to start with a guess for the solution, substitute it into the recurrence

relation, and check that it works. Formally, one justifies this plugging-in using an

argument by induction on n. There is a useful variant of this method in which one has

a general form for the solution, but does not have exact values for all the parameters;

by leaving these parameters unspecified in the substitution, one can often work them

out as needed.

We now discuss each of these approaches, using the recurrence in (5.1) as an example. It

is often useful to start with the first approach, which is easier to do informally, and thereby

get a sense for what the form of the solution of the recurrence will be. Once one has this, it

can be used as the starting point for the second approach.

Unrolling the Mergesort recurrence

Let’s start with the first approach to solving the recurrence in (5.1) . The basic argument is

depicted in Figure 5.1.

• Analyzing the first few levels: At the first level of recursion, we have a single problem

of size n, which takes time at most cn plus the time spent in all subsequent recursive

calls. At the next level, we have two problems size n/2 each. Each of these takes time

at most cn/2, for a total of at most cn, again plus the time in subsequent recursive

calls. At the third level, we have four problems each of size n/4, each taking time at

most cn/4, for a total of at most cn.

• Identifying a pattern: What’s going on in general? At level j of the recursion, the

number of sub-problems has doubled j times, so there are now a total of 2j. Each has

correspondingly shrunk in size by a factor of two j times, and so each has size n/2j

and hence each takes time at most cn/2j. Thus level j contributes a total of at most

2j(cn/2j) = cn to the total running time.

• Summing over all levels of recursion: We’ve found that the recurrence in (5.1) has

the property that the same upper bound of cn applies to total amount of performed at
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each level. The number of times the input must be halved in order to reduce its size

from n to 2 is log2 n. So summing the cn work over log n levels of recursion, we get a

total running time of O(n log n).

Substituting a solution into the Mergesort recurrence

The argument above can be used to determine that the function T (n) is bounded by

O(n log n). If, on the other hand, we have a guess for the running time that we want

to verify, we can do so by plugging it into the recurrence as follows.

Suppose we believe that T (n) ≤ cn log2 n for all n ≥ 2, and we want to check whether

this is indeed true. This clearly holds for n = 2, since in this case cn log2 n = c, and (5.1)

explicitly tells us that T (2) ≤ c. Now suppose, by induction, that T (m) ≤ cm log2 m

for all values of m less than n, and we want to establish this for T (n). We do this by

writing the recurrence for T (n) and plugging in the inequality T (n/2) ≤ c(n/2) log2(n/2).

We then simplify the resulting expression by noticing that log2(n/2) = (log2 n)− 1. The full

calculation looks as follows:

T (n) ≤ 2T (n/2) + cn

≤ 2c(n/2) log2(n/2) + cn

= cn[(log2 n) − 1] + cn

= (cn log2 n) − cn + cn

= cn log2 n.

This establishes the bound we want for T (n) assuming it holds for smaller values m < n,

and thus it completes the induction argument.

An approach using partial substitution

There is a somewhat weaker kind of substitution one can do, in which one guesses the overall

form of the solution without pinning down the exact values of all the constants and other

parameters at the outset.

Specifically, suppose we believe that T (n) = O(n log n), but we’re not sure of the constant

inside the O(·) notation. We can use the substitution method even without being sure of

this constant as follows. We first write T (n) ≤ kn logb n for some constant k and base b that

we’ll determine later. (Actually, the base and the constant we’ll end up needing are related

to each other, since we saw in Chapter 2 that one can change the base of the logarithm by

simply changing the multiplicative constant in front.)

We summarize this in the following claim.

Any function T (·) satisfying (5.1) is bounded by O(n log n), w h e n n

> 1.
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Now, we’d like to know whether’s any choice of k and b that will work in an inductive

argument. So we try out one level of the induction as follows:

T (n) ≤ 2T (n/2) + cn ≤ 2k(n/2) logb(n/2) + cn.

It’s now very tempting to choose the base b = 2 for the logarithm, since we see that this will

let us apply the simplification log2(n/2) = (log2 n)−1. Proceeding with this choice, we have

T (n) ≤ 2k(n/2) log2(n/2) + cn

= 2k(n/2)[(log2 n) − 1] + cn

= kn[(log2 n) − 1] + cn

= (kn log2 n) − kn + cn.

Finally, we ask: is there a choice of k that will cause this last expression to be bounded by

kn log2 n? The answer is clearly yes; we just need to choose any k that is at least as large as

c, and we get

T (n) ≤ (kn log2 n) − kn + cn ≤ kn log2 n,

which completes the induction.

Thus, the substitution method can actually be useful in working out the exact constants

when one has some guess of the general form of the solution.

We’ve just worked out the solution to a recurrence relation, (5.1) , that will come up in the

design of several divide-and-conquer algorithms later in this chapter. As a way to explore

this issue further, we now consider a class of recurrence relations that generalizes (5.1) , and

show how to solve the recurrences in this class. Other members of this class will arise in the

design of algorithms both in this chapter and in later chapters.

This more general class of algorithms is obtained by considering divide-and-conquer al-

gorithms that create recursive calls on q sub-problems of size n/2 each, and then combine

the results in O(n) time. This corresponds to the Mergesort recurrence (5.1) when q = 2

recursive calls are used, but other algorithms find it useful to spawn q > 2 recursive calls, or

just a single (q = 1) recursive call. In fact, we will see the case q > 2 later in this chapter

when we design algorithms for integer multiplication; and we will see a variant on the case

q = 1 much later in the book, when we design a randomized algorithm for median-finding.

If T (n) denotes the running time of an algorithm designed in this style, then T (n) obeys

the following recurrence relation, which directly generalizes (5.1) by replacing 2 with q:

(5.3) For some constant c,

T (n) ≤ qT (n/2) + cn

Further Recurrence Relations
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Level 0: cn total
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cn time, plus

cn/2cn/2 cn/2

cn/4 cn/4 cn/4

Level 1: cn/2 + cn/2 + cn/2 = (3/2)cn total

Figure 5.2: Unrolling the recurrence T (n) ≤ 3T (n/2) + O(n).

when n > 2, and

T (2) ≤ c.

We now describe how to solve (5.3) by the methods we’ve seen above: unrolling,

substitution, and partial substitution. We treat the cases q > 2 and q = 1 separately, since

they are qualitatively different from each other — and different from the case q = 2 as well.

The case of q > 2 sub-problems

We begin by unrolling (5.3) in the case q > 2, following the style we used earlier for (5.1) .

We will see that the punch-line ends up being quite different.

• Analyzing the first few levels: We show an example of this for the case q = 3 in

Figure 5.2. At the first level of recursion, we have a single problem of size n, which

takes time at most cn plus the time spent in all subsequent recursive calls. At the next

level, we have q problems each of size n/2 each. Each of these takes time at most cn/2,

for a total of at most (q/2)cn, again plus the time in subsequent recursive calls. The

next level yields q2 problems of size n/4 each, for a total time of (q2/4)n. Since q > 2,

we see that the total work per level is increasing as we proceed through the recursion.

• Identifying a pattern: At an arbitrary level j, we have qj distinct instances, each of

size n/2j. Thus, the total work performed at level j is qj(cn/2j) = (q/2)jcn.

• Summing over all levels of recursion: As before, there are log2 n levels of recursion,

and the total amount of work performed is the sum over all these:

T (n) ≤
log2 n∑
j=0

(
q

2

)j

cn = cn
log2 n∑
j=0

(
q

2

)j

.
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This is a geometric sum, consisting of the first log2 n powers of r = q/2. We can use

the formula for a geometric sum when r > 1, which gives us the formula

T (n) ≤ cn

(
r1+log2 n − 1

r − 1

)
≤ cn

(
r1+log2 n

r − 1

)
.

Since we’re aiming for an asymptotic upper bound, it is useful to figure out what’s

simply a constant; we can pull out one factor of r from the numerator, and the factor

of r−1 from the denominator, both of which are constants, and write the last expression

as

T (n) ≤
(

r

r − 1

)
cnrlog2 n.

Finally, we need to figure out what rlog2 n is. Here we use a very handy identity, which

says that for any a > 1 and b > 1 we have alog b = blog a. Thus,

rlog2 n = nlog2 r = nlog2(q/2) = n(log2 q)−1.

Thus, we have

T (n) ≤
(

r

r − 1

)
cn · n(log2 q)−1 ≤

(
r

r − 1

)
cnlog2 q = O(nlog2 q).

So we find that the running time is more than linear, since log2 q > 1, but still polynomial

in n. Plugging in specific values of q, the running time is O(nlog2 3) = O(n1.59) when q = 3;

and the running time is O(nlog2 4) = O(n2) when q = 4. This increase in running time as

q increases makes sense, of course, since the recursive calls generate more work for larger

values of q.

Applying partial substitution. The appearance of log2 q in the exponent followed nat-

urally from our solution to (5.3) , but it’s not necessarily an expression one would have

guessed at the outset. We now consider how an approach based on partial substitution into

the recurrence yields a different way of discovering this exponent.

Suppose we guess that the solution to (5.3) , when q > 2, has the form T (n) ≤ knd for

some constants k > 0 and d > 1. This is quite a general guess, since we haven’t even tried

specifying the exponent d of the polynomial. Now, let’s try starting the inductive argument

and seeing what constraints we need on k and d. We have

T (n) ≤ qT (n/2) + cn,

and applying the inductive hypothesis to T (n/2), this expands to

T (n) ≤ qk
(

n

2

)d

+ cn

=
q

2d
knd + cn.
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This is remarkably close to something that works: if we choose d so that q/2d = 1, then we

have T (n) ≤ knd + cn, which is almost right except for the extra term cn. So let’s deal with

these two issues: first, how to choose d so we get q/2d = 1; and second, how to get rid of the

cn term.

Choosing d is easy: we want 2d = q, and so d = log2 q. Thus, we see that the expo-

nent log2 q appears very naturally once we decide to discover which value of d works when

substituted into the recurrence.

But we still have to get rid of the cn term. To do this, we change the form of our guess

for T (n) so as to explicitly subtract it off: suppose we try the form T (n) ≤ knd − �n, where

we’ve now decided that d = log2 q but we haven’t fixed the constants k or �. Applying the

new formula to T (n/2), this expands to

T (n) ≤ qk
(

n

2

)d

− q�
(

n

2

)
+ cn

=
q

2d
knd − q�

2
n + cn

= knd − q�

2
n + cn

= knd − (
q�

2
− c)n.

This now works completely, if we simply choose � so that ( q�
2
− c) = �: in other words,

� = 2c/(q − 2). This completes the inductive step for n. We also need to handle the base

case n = 2, and this we do using the fact that the value of k has not yet been fixed: we

choose k large enough so that the formula is a valid upper bound for the case n = 2.

The case of one sub-problem

We now consider the case of q = 1 in (5.3) , since this illustrates an outcome of yet another

flavor. While we won’t see a direct application of the recurrence for q = 1 in this chapter, a

variation on it comes up in Chapter 13 as we mentioned earlier.

We begin by unrolling the recurrence to try constructing a solution.

• Analyzing the first few levels: We show the first few levels of the recursion in Figure 5.3.

At the first level of recursion, we have a single problem of size n, which takes time at

most cn plus the time spent in all subsequent recursive calls. The next level has one

problem of size n/2, which contributes cn/2, and the level after that has one problem

of size n/4, which contributes cn/4. So we see that unlike the previous case, the total

work per level when q = 1 is actually decreasing as we proceed through the recursion.

• Identifying a pattern: At an arbitrary level j, we still have just one instance; it has

size n/2j and contributes cn/2j to the running time.
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Level 2: cn/4 total

Level 0: cn total
recursive calls
cn time, plus

cn/2 Level 1: cn/2 total

cn/4

Figure 5.3: Unrolling the recurrence T (n) ≤ T (n/2) + O(n).

• Summing over all levels of recursion: There are log2 n levels of recursion, and the total

amount of work performed is the sum over all these:

T (n) ≤
log2 n∑
j=0

cn

2j
= cn

log2 n∑
j=0

(
1

2j

)
.

This geometric sum is very easy to work out; even if we continued it to infinity, it

would converge to 2. Thus we have

T (n) ≤ 2cn = O(n).

This is counter-intuitive when you first see it: the algorithm is performing log n levels

of recursion, but the overall running time is still linear in n. The point is that a geometric

series with a decaying exponent is a powerful thing: fully half the work performed by the

algorithm is being done at the top level of the recursion.

It is also useful to see how partial substitution into the recurrence works very well in this

case. Suppose we guess, as before, that the form of the solution is T (n) ≤ knd. We now try

to establish this by induction using (5.3) , assuming that the solution holds for the smaller

value n/2:

T (n) ≤ T (n/2) + cn

≤ k
(

n

2

)d

+ cn

=
k

2d
nd + cn.
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If we now simply choose d = 1 and k = 2c, we have

T (n) ≤ k

2
n + cn = (

k

2
+ c)n = kn,

which completes the induction.

The effect of the parameter q. It is worth reflecting briefly on the role of the parameter q

in the class of recurrences T (n) ≤ qT (n/2)+O(n) defined by (5.3). When q = 1 the resulting

running time is linear; when q = 2, it’s O(n log n); and when q > 2 it’s a polynomial bound

with an exponent larger than 1 that grows with q. The reason for this range of different

running times lies in where most of the work is spent in the recursion: when q = 1 the total

running time is dominated by the top level, whereas when q > 2 it’s dominated by the work

done on constant-size sub-problems at the bottom of the recursion. Viewed this way, we

can appreciate that the recurrence for q = 2 really represents a “knife-edge” — the amount

of work done at each level is exactly the same, which is what yields the O(n log n) running

time.

A Related Recurrence: T (n) ≤ 2T (n/2) + O(n2)

We conclude our discussion with one final recurrence relation; it is illustrative both as another

application of a decaying geometric sum, and as an interesting contrast with the recurrence

(5.1) that characterized Mergesort. Moreover, we will see a close variant of it in Chapter 6,

when we analyze a divide-and-conquer algorithm for solving the sequence alignment problem

using a small amount of working memory.

The recurrence is based on the following divide-and-conquer structure:

Divide the input into two pieces of equal size; solve the two sub-problems on these

pieces separately by recursion; and then combine the two results into an overall

solution, spending quadratic time for the initial division and final re-combining.

For our purposes here, we note that this style of algorithm has a running time T (n) that

satisfies the following recurrence.

(5.4) For some constant c,

T (n) ≤ 2T (n/2) + cn2

when n > 2, and

T (2) ≤ c.
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One’s first reaction is to guess that the solution will be T (n) = O(n2 log n), since it looks

almost identical to (5.1) except that the amount of work per level is larger by a factor equal

to the input size. In fact, this upper bound is correct (it would need a more careful argument

than what’s in the previous sentence), but it will turn out that we can also show a stronger

upper bound.

We’ll do this by unrolling the recurrence, following the standard template for doing this.

• Analyzing the first few levels: At the first level of recursion, we have a single problem

of size n, which takes time at most cn2 plus the time spent in all subsequent recursive

calls. At the next level, we have two problems each of size n/2 each. Each of these

takes time at most c(n/2)2 = cn2/4, for a total of at most cn2/2, again plus the time

in subsequent recursive calls. At the third level, we have four problems each of size

n/4, each taking time at most c(n/4)2 = cn2/16, for a total of at most cn2/4. Already

we see that something is different from our solution to the analogous recurrence (5.1)

; whereas the total amount of work per level remained the same in that case, here it’s

decreasing.

• Identifying a pattern: At an arbitrary level j of the recursion, there are 2j sub-problems,

each of size n/2j , and hence the total work at this level is bounded by 2jc( n
2j )

2 = cn2/2j.

• Summing over all levels of recursion: Having gotten this far in the calculation, we’ve

arrived at almost exactly the same sum that we had for the case q = 1 in the previous

recurrence. We have

T (n) ≤
log2 n∑
j=0

cn2

2j
= cn2

log2 n∑
j=0

(
1

2j

)
≤ 2cn2 = O(n2).

where the second inequality follows from the fact that we have a convergent geometric

sum.

In retrospect, our initial guess of T (n) = O(n2 log n), based on the analogy to (5.1), was

an overestimate because of how quickly n2 decreases as we replace it with (n
2
)2, (n

4
)2, (n

8
)2,

and so forth in the unrolling of the recurrence. This means that we get a geometric sum,

rather than one that grows by a fixed amount over all n levels (as in the solution to (5.1) ).

We’ve spent some time discussing approaches to solving a number of common recurrences.

The remainder of the chapter will illustrate the application of divide-and-conquer to problems

from a number of different domains; we will use what we’ve seen in the previous sections

to bound the running times of these algorithms. We begin by showing how a variant of the

Mergesort technique can be used to solve a problem that is not directly related to sorting

numbers.

Counting Inversions
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1 32 4 5

52 4 1 3

Figure 5.4: Counting the number of inversions in the sequence 2, 4, 1, 3, 5. Each crossing pair
of line segments corresponds to one pair that is in the opposite order in the input list and
the ascending list — in other words, an inversion.

The Problem

We will consider a problem that arises in the analysis of rankings, which are becoming

important to a number of current applications. For example, a number of sites on the

Web make use of a technique known as collaborative filtering, in which they try to match

your preferences (for books, movies, restaurants) with those of other people out on the

Internet. Once the Web site has identified people with “similar” tastes to yours — based on

a comparison of how you and they rate various things — it can recommend new things that

these other people have liked. Another application arises in meta-search tools on the Web,

which execute the same query on many different search engines, and then try to synthesize

the results by looking for similarities and differences among the various rankings that the

search engines return.

A core issue in applications like this is the problem of comparing two rankings. You rank

a set of n movies, and then a collaborative filtering system consults its database to look for

other people who had “similar” rankings. But what’s a good way to measure, numerically,

how similar two people’s rankings are? Clearly an identical ranking is very similar, and a

completely reversed ranking is very different; we want something that interpolates through

the middle region.

Let’s consider comparing your ranking and a stranger’s ranking of the same set of n

movies. A natural method would be to label the movies from 1 to n according to your

ranking, then order these labels according to the stranger’s ranking, and see how many pairs

are “out of order.” More concretely, we will consider the following problem. We are given

a sequence of n numbers a1, . . . , an; we will assume that all the numbers are distinct. We

want to define a measure that tells us how far this list is from being in ascending order; the

value of the measure should be 0 if a1 < a2 < . . . < an, and should increase as the numbers

become more scrambled.

A natural way to quantify this notion is by counting the number of inversions. We say

that two indices i < j form an inversion if ai > aj, i.e., if the two elements ai and aj are “out

of order.” We will seek to determine the number of inversions in the sequence a1, . . . , an.
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Just to pin down this definition, consider an example in which the sequence is 2, 4, 1, 3, 5.

There are three inversions in this sequence: (2, 1), (4, 1), and (4, 3). There is also an appealing

geometric way to visualize the inversions, pictured in Figure 5.4: we draw the sequence of

input numbers in the order they’re provided, and below that in ascending order. We then

draw a line segment between each number in the top list and its copy in the lower list. Each

crossing pair of line segments corresponds to one pair that is in the opposite order in the

two lists — in other words, an inversion.

Note how the number of inversions is a measure that smoothly interpolates between

complete agreement (when the sequence is in ascending order, then there are no inversions)

and complete disagreement: if the sequence is in descending order then every pair forms an

inversion, and so there are n(n − 1)/2 of them.

Designing and Analyzing the Algorithm

What is the simplest algorithm to count inversions? Clearly, we could look at every pair of

numbers (ai, aj) and determine whether they constitute an inversion; this would take O(n2)

time.

We now show how to count the number of inversions much more quickly, in O(n log n)

time. Note that since there can be a quadratic number of inversions, such an algorithm must

be able to compute the total number without ever looking at each inversion individually. The

basic idea is to follow the strategy (†) defined above. We set m = �n/2� and divide the list

into the two pieces a1, . . . , am and am+1, . . . , an. We first count the number of inversions in

each of these two halves separately. Then, we count the number of inversions (ai, aj), where

the two numbers belong to different halves; the trick is that we must do this part in O(n)

time, if we want to apply (5.2) . Note that these first-half/second-half inversions have a

particularly nice form: they are precisely the pairs (ai, aj) where ai is in the first half, aj is

in the second half, and ai > aj .

To help with counting the number of inversions between the two halves, we will make

the algorithm recursively sort the numbers in the two halves as well. Having the recursive

step do a bit more work (sorting as well as counting inversions) will make the “combining”

portion of the algorithm easier.

So the crucial routine in this process is Merge-and-Count. Suppose we have recursively

sorted the first and second halves of the list, and counted the inversions in each. We now

have two sorted lists A and B, containing the first and second halves respectively. We want

to produce a single sorted list C from their union, while also counting the number of pairs

(a, b) with a ∈ A, b ∈ B, and a > b. By our discussion above, this is precisely what we will

need for the “combining” step that computes the number of first-half/second-half inversions.

This is closely related to the simpler problem we discussed in Chapter 2, which formed

the corresponding “combining” step for Mergesort: there, we had two sorted lists A and B,
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and we wanted to merge them into a single sorted list in O(n) time. The different here is

that we want to do something extra: not only should we produce a single sorted list from A

and B, but we should also count the number of “inverted pairs” (a, b) where a ∈ A, b ∈ B,

and a > b.

It turns out that we will be able to do this in very much the same style that we used

for merging. Our Merge-and-Count routine will walk through the sorted lists A and B,

removing elements from the front and appending them to the sorted list C. In a given step,

we have a Current pointer into each list, showing our current position. Suppose that these

pointers are currently at elements ai and bj . In one step, we compare the elements ai and bj

being pointed to in each list, remove the smaller one from its list, and append it to the end

of list C.

This takes care of merging; how do we also count the number of inversions? Because

A and B are sorted, it is actually very easy to keep track of the number of inversions we

encounter. Every time the element ai is appended to C, no new inversions are encountered

— since ai is smaller than everything left in list B, and it comes before all of them. On the

other hand, if bj is appended to list C, then it is smaller than all the remaining items in A,

and it comes after all of them — so we increase our count of the number of inversions by

the number of elements remaining in A. This is the crucial idea: in constant time, we have

accounted for a potentially large number of inversions. See Figure 5.5 for an illustration of

this process.

merged result

ijelements inverted with b  < a

jb

ai

B

A

Figure 5.5: Merging the first half of the list A with the second half B

To summarize, we have the following algorithm.

Merge-and-Count(A,B)

Maintain a Current pointer into each list, initialized to

point to the front elements.

Maintain a variable Count for the number of inversions, initialized

to 0.
While both lists are non-empty:

Let ai and bj be the elements pointed to by the Current pointer

Append the smaller of these two to the output list
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If bj is the smaller element then

Increment Count by the number of elements remaining in A
Advance the Current pointer in the list from which the

smaller element was selected.

EndWhile

Now that one list is empty, append the remainder of the other list

to the output

The running time of Merge-and-Count can be bounded by the analogue of the argument

we used for the original merging algorithm at the heart of Mergesort: each iteration of the

While loop takes constant time, and in each iteration we add some element to the output

that will never be seen again. Thus, the number of iterations can be at most the sum of the

initial lengths of A and B, and so the total running time is O(n).

We use this Merge-and-Count routine in a recursive procedure that simultaneously sorts

and counts the number of inversions in a list L.

Sort-and-Count(L)
If the list has one element then

there are no inversions

Else

Divide the list into two halves:

A contains the first �n/2� elements.

B contains the remaining �n/2� elements.

(rA, A)=Sort-and-Count(A)

(rB, B)=Sort-and-Count(B)

(r, L)=Merge-and-Count(A, B)

Endif

Return r = rA + rB + r, and the sorted list L

Since our Merge-and-Count procedure takes O(n) time, the running time T (n) of the

full Sort-and-Count procedure satisfies the recurrence (5.1) . By (5.2) , we have

(5.5) The Sort-and-Count algorithm correctly sorts the input list and counts the number

of inversions; it runs in O(n logn) time for a list with n elements.

The Problem

We now describe another problem that can be solved by an algorithm in the style we’ve been

discussing; but finding the right way to “merge” the solutions to the two sub-problems it

generates requires quite a bit of ingenuity. The problem itself is very simple to state: given

n points in the plane, find the pair that is closest together.

Finding the Closest Pair of Points
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The problem was considered by M.I. Shamos and D. Hoey in the early 1970’s, as part of

their project to work out efficient algorithms for basic computational primitives in geometry.

These algorithms formed the foundations of the then-fledgling field of computational geome-

try, and they have found their way into areas such as graphics, computer vision, geographic

information systems, and molecular modeling. And although the closest-pair problem is

one of the most natural algorithmic problems in geometry, it is surprisingly hard to find an

efficient algorithm for it. It is immediately clear that there is an O(n2) solution — compute

the distance between each pair of points and take the minimum — and so Shamos and Hoey

asked whether an algorithm asymptotically faster than quadratic could be found. It took

quite a long time before they resolved this question, and the O(n logn) algorithm we give

below is essentially the one they discovered.

Designing the Algorithm

We begin with a bit of notation. Let us denote the set of points by P = {p1, . . . , pn},
where pi has coordinates (xi, yi); and for two points pi, pj ∈ P , we use d(pi, pj) to denote

the standard Euclidean distance between them. Our goal is to find the pair of points pi, pj

which minimizes d(pi, pj).

We will assume that no two points in P have the same x-coordinate or the same y-

coordinate. This makes the discussion cleaner; and it’s easy to eliminate this assumption

either by initially applying a rotation to the points that makes it true, or by slightly extending

the algorithm we develop here.

It’s instructive to consider the one-dimensional version of this problem for a minute, since

it is much simpler and the contrasts are revealing. How would we find the closest pair of

points on a line? We’d first sort them, in O(n logn) time, and then we’d walk through the

sorted list, computing the distance from each point to the one that comes after it. It is easy

to see that one of these distances must be the minimum one.

In two dimensions, we could try sorting the points by their y-coordinate (or x-coordinate),

and hoping that the two closest points were near one another in the order of this sorted list.

But it is easy to construct examples in which they are very far apart, preventing us from

adapting our one-dimensional approach.

Instead, our plan will be to apply the style of divide-and-conquer used in Mergesort: we

find the closest pair among the points in the “left half” of P and the closest pair among the

points in the “right half” of P ; and then we need to use this information to get the overall

solution in linear time. If we develop an algorithm with this structure, then the solution of

our basic recurrence from (5.1) will give us an O(n logn) running time.

It is the last, “combining” phase of the algorithm that’s tricky: the distances that have

not been considered by either of our recursive calls are precisely those that occur between

a point in the left half and a point in the right half; there are Ω(n2) such distances, yet we
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need to find the smallest one in O(n) time after the recursive calls return. If we can do this,

our solution will be complete: it will be the smallest of the values computed in the recursive

calls and this minimum “left-to-right” distance.

Setting up the Recursion. Let’s get a few easy things out of the way first. It will be

very useful if every recursive call, on a set P ′ ⊆ P , begins with two lists: a list P ′
x in which

all the points in P ′ have been sorted by increasing x-coordinate, and a list P ′
y in which all the

points in P ′ have been sorted by increasing y-coordinate. We can ensure that this remains

true throughout the algorithm as follows.

First, before any of the recursion begins, we sort all the points in P by x-coordinate and

again by y-coordinate, producing lists Px and Py. Attached to each entry in each list is a

record of the position of that point in both lists.

The first level of recursion will work as follows, with all further levels working in a

completely analogous way. We define Q to be the set of points in the first �n/2� positions

of the list Px (the “left half”) and R to be the set of points in the final �n/2� positions of

the list Px (the “right half”). See Figure 5.6. By a single pass through each of Px and Py, in

O(n) time, we can create the following four lists: Qx, consisting of the points in Q sorted by

increasing x-coordinate; Qy, consisting of the points in Q sorted by increasing y-coordinate;

and analogous lists Rx and Ry. For each entry of each of these lists, as before, we record the

position of the point in both lists it belongs to.

line L

δ

RQ

Figure 5.6: The first level of recursion

We now recursively determine the closest pair of points in Q (with access to the lists Qx

and Qy). Suppose that q∗0 and q∗1 are (correctly) returned as a closest pair of points in Q.
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Similarly, we determine the closest pair of points in R, obtaining r∗0 and r∗1.

Combining the Solutions. The general machinery of divide-and-conquer has gotten us

this far, without our really having delved into the structure of the closest-pair problem.

But it still leaves us with the problem that we saw looming originally: how do we use the

solutions to the two sub-problems as part of a linear-time “combining” operation?

Let δ be the minimum of d(q∗0,q
∗
1) and d(r∗0,r

∗
1). The real question is: are there points

q ∈ Q and r ∈ R for which d(q, r) < δ? If not, then we have already found the closest pair

in one of our recursive calls. But if there are, then the closest such q and r form the closest

pair in P .

Let x∗ denote the x-coordinate of the rightmost point in Q, and let L denote the vertical

line described by the equation x = x∗. This line L “separates” Q from R. Here is a simple

fact:

(5.6) If there exists q ∈ Q and r ∈ R for which d(q, r) < δ, then each of q and r lies

within a distance δ of L.

Proof. Suppose such q and r exist; we write q = (qx, qy) and r = (rx, ry). By the definition

of x∗, we know that qx ≤ x∗ ≤ rx. Then we have

x∗ − qx ≤ rx − qx ≤ d(q, r) < δ

and

rx − x∗ ≤ rx − qx ≤ d(q, r) < δ,

so each of q and r has an x-coordinate within δ of x∗, and hence lies within distance δ of the

line L.

So if we want to find a close q and r, we can restrict our search to the narrow band

consisting only of points in P within δ of L. Let S ⊆ P denote this set, and let Sy denote

the list consisting of the points in S sorted by increasing y-coordinate. By a single pass

through the list Py, we can construct Sy in O(n) time.

We can restate (5.6) as follows, in terms of the set S.

(5.7) There exist q ∈ Q and r ∈ R for which d(q, r) < δ if and only if there exist s, s′ ∈ S

for which d(s, s′) < δ.

It’s worth noticing at this point that S might in fact be the whole set P , in which case

(5.6) and (5.7) really seem to buy us nothing. But this is actually far from true, as the

following amazing fact shows.

(5.8) If s, s′ ∈ S have the property that d(s, s′) < δ, then s and s′ are within 15 positions

of each other in the sorted list Sy.

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



line L

δ/2

δ/2

δ δ

boxes

Figure 5.7: There can be at most one point in each box of side length δ/2.

Proof. Consider the subset Z of the plane consisting of all points within distance δ of L.

We partition Z into boxes: squares with horizontal and vertical sides of length δ/2. One row

of Z will consist of four boxes whose horizontal sides have the same y-coordinates.

Suppose two points of S lay in the same box. Since all points in this box lie on the same

side of L, these two points either both belong to Q or both belong to R. But any two points

in the same box are within distance δ · √2/2 < δ, which contradicts our definition of δ as

the minimum distance between any pair of points in Q or in R. Thus, each box contains at

most one point of S.

Now suppose that s, s′ ∈ S have the property that d(s, s′) < δ, and that they are at

least 16 positions apart in Sy. Assume without loss of generality that s has the smaller

y-coordinate. Then since there can be at most one point per box, there are at least three

rows of Z lying between s and s′. But any two points in Z separated by at least three rows

must be a distance of at least 3δ/2 apart — a contradiction.

We note that the value of 15 can be reduced; but for our purposes at the moment, the

important thing is that it is an absolute constant.

In view of (5.8) , we can conclude the algorithm as follows. We make one pass through

Sy, and for each s ∈ Sy, we compute its distance to each of the next 15 points in Sy. (5.8)

implies that in doing so, we will have computed the distance of each pair of points in S (if

any) that are at distance less than δ from one another. So having done this, we can compare
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the smallest such distance to δ, and we can report one of two things: (i) the closest pair of

points in S, if their distance is less than δ; or (ii) the (correct) conclusion that no pairs of

points in S are within δ of one another. In case (i), this pair is the closest pair in P ; in case

(ii), the closest pair found by our recursive calls is the closest pair in P .

Note the resemblance between this procedure and the algorithm we rejected at the very

beginning, which tried to make one pass through P in order of y-coordinate. The reason

such an approach works now is due to the extra knowledge (the value of δ) we’ve gained

from the recursive calls, and the special structure of the set S.

This concludes the description of the “combining” part of the algorithm, since by (5.7)

we have now determined whether the minimum distance between a point in Q and a point

in R is less than δ, and if so, we have found the closest such pair.

A complete description of the algorithm and its proof of correctness are implicitly con-

tained in the discussion so far, but for the sake of concreteness, we now summarize both.

Summary of the Algorithm. A high-level description of the algorithm is the following,

using the notation we have developed above.

Closest-Pair(P)

Construct Px and Py (O(n log n) time)

(p∗0,p
∗
1) = Closest-Pair-Rec(Px,Py)

Closest-Pair-Rec(Px, Py)

If |P | ≤ 3 then

find closest pair by measuring all pairwise distances

Construct Qx,Qy,Rx,Ry (O(n) time)

(q∗0,q
∗
1) = Closest-Pair-Rec(Qx, Qy)

(r∗0,r
∗
1) = Closest-Pair-Rec(Rx, Ry)

δ = min(d(q∗0,q
∗
1), d(r∗0,r

∗
1))

x∗ = maximum x-coordinate of a point in set Q
L = {(x,y) : x = x∗}
S = points in P within distance δ of L.

Construct Sy (O(n) time)

For each point s ∈ Sy, compute distance from s
to each of next 15 points in Sy.

Let s,s′ be pair achieving minimum of these distances

(O(n) time)

If d(s,s′) < δ then

Return (s,s′)
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Else if d(q∗0,q
∗
1) < d(r∗0,r

∗
1) then

Return (q∗0,q
∗
1)

Else

Return (r∗0,r
∗
1)

Analyzing the Algorithm

We first prove that the algorithm produces a correct answer, using the facts we’ve established

in the process of designing it.

(5.9) The algorithm correctly outputs a closest pair of points in P .

Proof. As we’ve noted, all the components of the proof have already been worked out above;

so here we just summarize how they fit together.

We prove the correctness by induction on the size of P , the case of |P | ≤ 3 being clear.

For a given P , the closest pair in the recursive calls is computed correctly by induction. By

(5.8) and (5.7) , the remainder of the algorithm correctly determines whether any pair of

points in S is at distance less than δ, and if so returns the closest such pair. Now the closest

pair in P either has both elements in one of Q or R, or it has one element in each. In the

former case, the closest pair is correctly found by the recursive call; in the latter case, this

pair is at distance less than δ, and it is correctly found by the remainder of the algorithm.

We now bound the running time as well, using (5.2) .

(5.10) The running time of the algorithm is O(n log n).

Proof. The initial sorting of P by x- and y-coordinate takes time O(n log n). The running

time of the remainder of the algorithm satisfies the recurrence (5.1), and hence is O(n log n)

by (5.2) .

The Problem

We now discuss a different application of divide-and-conquer, in which the “default” quadratic

algorithm is improved by means of a different recurrence. The problem we consider is an

extremely basic one: the multiplication of two integers.

Integer Multiplication
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a) 12

13

156

36
12

b)       1100

          1101

0000
          1100

          1100
          1100

10011100

Figure 5.8: The elementary-school algorithm for multiplying two integers, in (a) decimal and
(b) binary representation.

Designing the Algorithm

In a sense, this problem is so basic that one may not initially think of it even as an algorith-

mic question. But in fact, elementary schoolers are taught a concrete (and quite efficient)

algorithm to multiply two n-digit numbers x and y. You first compute a “partial product”

by multiplying each digit of y separately by x, and then you add up all the partial products.

(Figure 5.8 should help you recall this algorithm. In elementary school we always see this

done in base-10, but it works exactly the same way in base-2 as well.) Counting a single

operation on a pair of bits as one primitive step in this computation, it takes O(n) time to

compute each partial product, and O(n) time to combine it in with the running sum of all

partial products so far; since there are n partial products, this is a total running time of

O(n2).

If you haven’t thought about this much since elementary school, there’s something ini-

tially striking about the prospect of improving on this algorithm; aren’t all those partial

products “necessary” in some way?

But in fact, there are more clever ways to break up the product into partial sums. Let’s

assume we’re in base-2 (it doesn’t really matter), and start by writing x as x1 · 2n/2 + x0.

In other words, x1 corresponds to the “high-order” n/2 bits, and x0 corresponds to the

“low-order” n/2 bits. Similarly, we write y = y1 · 2n/2 + y0. Thus, we have

xy = (x1 · 2n/2 + x0)(y1 · 2n/2 + y0) = x1y1 · 2n + (x1y0 + x0y1) · 2n/2 + x0y0. (5.1)

Equation (5.1) reduces the problem of solving a single n-bit instance (multiplying the

two n-bit numbers x and y) to the problem of solving four n/2-bit instances (computing the

products x1y1, x1y0, x0y1, and x0y0). So we have a first candidate for a divide-and-conquer

solution: recursively compute the results for these four n/2-bit instances, and then combine

them using Equation (5.1). The combining of the solution requires a constant number of
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additions of O(n)-bit numbers, so it takes time O(n); thus, the running time T (n) is bounded

by the recurrence

T (n) ≤ 4T (n/2) + cn

for a constant c. Is this good enough to give us a sub-quadratic running time?

We can work out the answer by observing that this is just the case q = 4 of the class

of recurrences in (5.3) . As we saw earlier in the chapter, the solution to this is T (n) ≤
O(nlog2 q) = O(n2).

So in fact, our divide-and-conquer algorithm with four-way branching was just a com-

plicated way to get back to quadratic time! If we want to do better using a strategy that

reduces the problem to instances on n/2 bits, we should try to get away with only three

recursive calls; this will lead to the case q = 3 of (5.3) , which we saw had the solution

T (n) ≤ O(nlog2 q) = O(n1.59).

Recall that our goal is to compute the expression x1y1 · 2n + (x1y0 + x0y1) · 2n/2 + x0y0

in Equation (5.1). It turns out there is a simple trick that lets us determine all three of the

terms in this expression using just three recursive calls. The trick is to consider the result

of the single multiplication (x1 + x0)(y1 + y0) = x1y1 + x1y0 + x0y1 + x0y0. This has the four

products above added together, at the cost of a single recursive multiplication. If we now

also determine x1y1 and x0y0 by recursion, then we get the outermost terms explicitly, and

we get the middle term by subtracting x1y1 and x0y0 away from (x1 + x0)(y1 + y0).

Thus, in full, our algorithm is

Recursive-Multiply(x,y)

Write x = x1 · 2n/2 + x0.

y = y1 · 2n/2 + y0.

Compute x1 + x0 and y1 + y0.

p = Recursive-Multiply(x1 + x0, y1 + y0)

x1y1 = Recursive-Multiply(x1 , y1)

x0y0 = Recursive-Multiply(x0 , y0)

Return x1y1 · 2n + (p − x1y1 − x0y0) · 2n/2 + x0y0.

Analyzing the Algorithm

Now, we can determine the running time of this algorithm as follows. Given two n-bit

numbers, it performs a constant number of additions on O(n)-bit numbers, in addition to

the three recursive calls. Ignoring for now the issue that x1 + x0 and y1 + y0 may have

n/2 + 1 bits (rather than just n/2), which turns out not to affect the asymptotic results,

each of these recursive calls is on an instance of size n/2. Thus, in place of our four-way

branching recursion, we now have a three-way branching one, with a running time that

satisfies

T (n) ≤ 3T (n/2) + cn
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for a constant c.

This is the case q = 3 of (5.3) that we were aiming for, and using the solution to that

recurrence from earlier in the chapter, we have

(5.11) The running time of Recursive-Multiply on two n-bit factors is O(nlog2 3) =

O(n1.59).

As a final topic in this chapter, we show how our basic recurrence from (5.1) is used in the

design of the Fast Fourier Transform, an algorithm with a wide range of applications.

The Problem

Given two vectors a = (a0, a1, . . . , an−1) and b = (b0, b1, . . . , bn−1), there are a number of

common ways of combining them. For example, one can compute the sum, producing the

vector a + b = (a0 + b0, a1 + b1, . . . , an−1 + bn−1); or one can compute the inner product

producing the real number a · b = a0b0 + a1b1 + · · ·+ an−1bn−1. (For reasons that will emerge

shortly, it is useful to write vectors in this section with coordinates that are indexed starting

from 0 rather than 1.)

A means of combining vectors that is very important in applications, even if it doesn’t

always show up in introductory linear algebra courses, is the convolution a∗b. The convolu-

tion of two vectors of length n (as a and b are) is a vector with 2n − 1 coordinates, where

coordinate k is equal to ∑
(i,j):i+j=k

i,j<n

aibj .

In other words,

a∗b = (a0b0, a0b1 + a1b0, a0b2a1b1a2b0, . . . , an−2bn−1 + an−1bn−2, an−1bn−1).

This definition is a bit hard to absorb when you first see it; another way to think about the

convolution is to picture an n × n table whose (i, j) entry is aibj , like this:

a0b0 a0b1 . . . a0bn−2 a0bn−1

a1b0 a1b1 . . . a1bn−2 a1bn−1

a2b0 a2b1 . . . a2bn−2 a2bn−1

. . . . . . . . . . . . . . .
an−1b0 an−1b1 . . . an−1bn−2 an−1bn−1

and then to compute the coordinates in the convolution vector by summing along the diag-

onals.

Convolutions and The Fast Fourier Transform
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It’s worth mentioning that, unlike the vector sum and inner product, the convolution

can be easily generalized to vectors of different lengths, a = (a0, a1, . . . , am−1) and b =

(b0, b1, . . . , bn−1). In this more general case, we define a∗b to be a vector with m + n − 1

coordinates, where coordinate k is equal to

∑
(i,j):i+j=k

i<m,j<n

aibj .

We can picture this using the table of products aibj as before; the table is now rectangular,

but we still compute coordinates by summing along the diagonals. (From here on, we’ll drop

explicit mention of the condition “i < m, j < n” in the summations for convolutions, since

it will be clear from context that we only compute the sum over terms that are defined.)

It’s not just the definition of a convolution that is a bit hard to absorb at first; the

motivation for the definition can also initially be a bit elusive. What are the circumstances

where you’d want to compute the convolution of two vectors? In fact, the convolution comes

up in a surprisingly wide variety of different contexts; to illustrate this, we mention the

following examples here.

(1) A first example (which also proves that the convolution is something that we all

saw implicitly in high school) is polynomial multiplication. Any polynomial A(x) =

a0 + a1x + a2x
2 + · · ·am−1x

m−1, can be represented just as naturally using its vector

of coefficients, a = (a0, a1, . . . , am−1). Now, given two polynomials A(x) = a0 + a1x +

a2x
2 + · · ·am−1x

m−1 and B(x) = b0 + b1x + b2x
2 + · · · bn−1x

n−1, consider the polyno-

mial C(x) = A(x)B(x) that is equal to their product. In this polynomial C(x), the

coefficient on the xk term is equal to

ck =
∑

(i,j):i+j=k

aibj .

In other words, the coefficient vector c of C(x) is the convolution of the coefficient

vectors of A(x) and B(x).

(2) Arguably the most important application of convolutions in practice is for signal pro-

cessing. This is a topic that could fill an entire course, so we’ll just give a simple

example here to suggest one way in which the convolution arises.

Suppose we have a vector a = (a0, a1, . . . , am−1) which represents a sequence of mea-

surements, such as a temperature or a stock price, sampled at m consecutive points

in time. Sequences like this are often very noisy due to measurement error or random

fluctuations, and so a common operation is to “smooth” the measurements by averag-

ing each value ai with a weighted sum of its neighbors within k steps to the left and
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right in the sequence, the weights decaying quickly as one moves away from ai. For

example, in Gaussian smoothing, one replaces ai with

a′
i =

1

Z

i+k∑
j=i−k

aje
(j−i)2 ,

for some “width” parameter k, and with Z chosen simply to normalize the weights in

the average to add up to 1. (There are some issues with boundary conditions — what

do we do when i − k < 0 or i + k > m? — but we could deal with these for example

by discarding the first and last k entries from the smoothed signal, or by scaling them

differently to make up for the missing terms.)

To see the connection with the convolution operation, we picture this smoothing op-

eration as follows. We first define a “mask”

w = (w−k, w−(k−1), . . . , w−1, w0, w1, . . . , wk−1, wk)

consisting of the weights we want to use for averaging each point with its neighbors.

(For example, w = 1
Z
(e−k2

, e−(k−1)2 , . . . , e−1, 1, e−1, . . . , e
−(k−1)2 , e−k2

) in the Gaussian

case above.) We then iteratively position this mask so it is centered at each possible

point in the sequence a; and for each positioning, we compute the weighted average.

In other words, we replace ai with a′
i =

∑k
j=−k wjai+j .

This last expression is essentially a convolution; we just have to warp the notation a

bit so that this becomes clear. Let’s define b = (b0, b1, . . . , b2k) by setting b� = wk−�.

Then it’s not hard to check that with this definition, we have the smoothed value

a′
i =

∑
(j,�):j+�=i+k

ajb�.

In other words, the smoothed sequence is just the convolution of the original signal

and the reverse of the mask (with some meaningless coordinates at the beginning and

end).

(3) We mention one final application, to the problem of combining histograms. Suppose

we’re studying a population of people, and we have the following two histograms: one

shows the annual income of all the men in the population, and one shows the annual

income of all the women. We’d now like to produce a new histogram, showing for

each k the number of pairs (M, W ) for which man M and woman W have a combined

income of k.

This is precisely a convolution. We can write the first histogram as a vector a =

(a0, . . . , am−1), to indicate that there are ai men with annual income equal to i. We

can similarly write the second histogram as a vector b = (b0, . . . , bn−1). Now, let ck
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denote the number of pairs (m, w) with combined income k; this is the number of ways

of choosing a man with income ai and a women with income bj , for any pair (i, j)

where i + j = k. In other words,

ck =
∑

(i,j):i+j=k

aibj .

so the combined histogram c = (c0, . . . , cm+n−2) is simply the convolution of a and b.

(Using terminology from probability that we will develop in Chapter 13, one can view

this example as showing how convolution is the underlying means for computing the

distribution of the sum of two independent random variables.)

Computing the Convolution. Having now motivated the notion of convolution, let’s

discuss the problem of computing it efficiently. For simplicity, we will consider the case of

equal length vectors (i.e. m = n), though everything we say carries over directly to the case

of vectors of unequal lengths.

Computing the convolution is a more subtle question than it may first appear. The

definition of convolution, after all, gives us a perfectly valid way to compute it: for each k,

we just calculate the sum ∑
(i,j):i+j=k

aibj

and use this as the value of the kth coordinate. The trouble is that this direct way of

computing the convolution involves calculating the product aibj for every pair (i, j) (in the

process of distributing over the sums in the different terms) and this is Θ(n2) arithmetic

operations. Spending O(n2) time on computing the convolution seems natural, as the def-

inition involves O(n2) multiplications aibj . However, it’s not inherently clear that we have

to spend quadratic time to compute a convolution, since the input and output both only

have size O(n). Could one design an algorithm that bypasses the quadratic-size definition

of convolution and computes it in some smarter way?

In fact, quite surprisingly, this is possible; we now describe a method that computes the

convolution of two vectors using only O(n logn) arithmetic operations. The crux of this

method is a powerful technique known as the Fast Fourier Transform (FFT). The FFT has

a wide range of further applications in analyzing sequences of numerical values; computing

convolutions quickly, which we focus on here, is just one of these applications.

Designing and Analyzing the Algorithm

To break through the quadratic time barrier for convolutions, we are going to exploit the

connection between the convolution and the multiplication of two polynomials, as illustrated
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in the first application discussed above. But rather than use convolution as a primitive in

polynomial multiplication, we are going to exploit this connection in the opposite direction.

Suppose we are given the vectors a = (a0, a1, . . . , an−1) and b = (b0, b1, . . . , bn−1). We

will view them as the polynomials A(x) = a0 + a1x + a2x
2 + · · ·an−1x

n−1 and B(x) =

b0 + b1x + b2x
2 + · · · bn−1x

n−1, and we’ll seek to compute their product C(x) = A(x)B(x)

in O(n log n) time. If c = (c0, c1, . . . , c2n−2) is the vector of coefficients of C, then we recall

from our earlier discussion that c is exactly the convolution a∗b, and so we can then read off

the desired answer directly from the coefficients of C(x).

Now, rather than multiplying A and B symbolically, we can treat them as functions of

the variable x and multiply them as follows.

(i) First, we choose 2n values x1, x2, . . . , x2n and evaluate A(xj) and B(xj) for each of

j = 1, 2, . . . , 2n.

(ii) We can now compute C(xj) for each j very easily: C(xj) is simply the product of the

two numbers A(xj) and B(xj).

(iii) Finally, we have to recover C from its values on x1, x2, . . . , x2n. Here we take advan-

tage of a fundamental fact about polynomials: any polynomial of degree d can be

reconstructed from its values on any set of d + 1 or more points. This is known as

polynomial interpolation, and we’ll discuss the mechanics of performing interpolation

in more detail later. For the moment, we simply observe that since A and B each have

degree at most n − 1, their product C has degree at most 2n − 2, and so it can be

reconstructed from the values C(x1), C(x2), . . . , C(x2n) that we computed in step (ii).

This approach to multiplying has some promising aspects and some problematic ones.

First, the good news: step (ii) requires only O(n) arithmetic operations, since it simply

involves the multiplication of O(n) numbers. But the situation doesn’t look as hopeful with

steps (i) and (iii): in particular, evaluating the polynomials A and B on a single value takes

Ω(n) operations, and our plan calls for performing 2n such evaluations. This seems to bring

us back to quadratic time right away.

The key idea that will make this all work is to find a set of 2n values x1, x2, . . . , x2n that

are intimately related in some way, such that the work in evaluating A and B on all of them

can be shared across different evaluations. A set for which this will turn out to work very

well is the complex roots of unity.

The Complex Roots of Unity. At this point, we’re going to need to recall a few facts

about the complex numbers, and their role as solutions to polynomial equations.

Recall that complex numbers can be viewed as lying in the “complex plane,” with axes

representing their real and imaginary parts; we can write a complex number using polar
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Figure 5.9: The 8th roots of unity on the complex plane.

coordinates with respect to this plane as reθi, where eπi = −1 (and e2πi = 1). Now, for

a positive integer k, the polynomial equation xk = 1 has k distinct complex roots, and it

is easy to identify them. Each of the complex numbers ωj,k = e2πji/k (for j = 1, 2, . . . , k)

satisfies the equation, since

(e2πji/k)k = e2πji = (e2πi)j = 1j = 1,

and each of these numbers is distinct, so these are all the roots. We refer to these numbers

as the kth roots of unity. We can picture these roots as a set of k equally-spaced points lying

on the unit circle in the complex plane, as shown in Figure 5.9 for the case k = 8.

For our numbers x1, . . . , x2n on which to evaluate A and B, we will choose the (2n)th

roots of unity. It’s worth mentioning (although it’s not necessary for understanding the

algorithm) that the use of the complex roots of unity is the basis for the name Fast Fourier

Transform: the representation of a degree-d polynomial P by its values on the (d+1)th roots

of unity is sometimes referred to as the discrete Fourier transform of P ; and the heart of our

procedure is a method for making this computation fast.

A Recursive Procedure for Polynomial Evaluation. We want to design an algorithm

for evaluating A on each of ω1,2n, . . . , ω2n,2n recursively, so as to take advantage of the familiar

recurrence from (5.1) , namely T (n) ≤ 2T (n/2) + O(n) where T (n) in this case denotes the

number of operations required to evaluate a polynomial of degree n − 1 on all the (2n)th

roots of unity. For simplicity in describing this algorithm, we will assume that n is a power

of 2.

How does one break the evaluation of a polynomial into two equal-sized sub-problems?

A useful trick is to define two polynomials, Aeven(x) and Aodd(x), that consist of the even

and odd coefficients of A respectively. That is (assuming n is even),

Aeven(x) = a0 + a2x + a4x
2 + · · ·+ an/2−1x

(n−1)/2,

and

Aodd(x) = a1 + a3x + a5x
2 + · · ·+ a(n−1)/2x

(n−1)/2.
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Simple algebra shows us that

A(x) = Aeven(x2) + xAodd(x
2),

and so this gives us a way to compute A(x) in a constant number of operations, given the

evaluation of the two constituent polynomials that each have half the degree of A.

Now, suppose that we evaluate each of Aeven and Aodd on the nth roots of unity. This is

exactly a version of the problem we face with A and the (2n)th roots of unity, except that

the input is half as large: the degree is (n − 1)/2 rather than n − 1, and we have n roots

of unity rather than 2n. Thus, we can perform these evaluations in time T (n/2) for each of

Aeven and Aodd, for a total time of 2T (n/2).

We’re now very close to having a recursive algorithm that obeys (5.1) and giving us the

running time we want; we just have to produce the evaluations of A on the (2n)th roots of

unity using O(n) additional operations. But this is easy, given the results from the recursive

calls on Aeven and Aodd. Consider one of these roots of unity ωj,2n = e2πji/2n. The quantity

ω2
j,2n is equal to (e2πji/2n)2 = e2πji/n, and hence ω2

j,2n is an nth root of unity. So when we go

to compute

A(ωj,2n) = Aeven(ω2
j,2n) + ωj,2nAodd(ω

2
j,2n),

we discover that both of the evaluations on the left-hand side have been performed in the

recursive step, and so we can determine A(ωj,2n) using a constant number of operations.

Doing this for all 2n roots of unity is therefore O(n) additional operations after the two

recursive calls, and so the bound T (n) on the number of operations indeed satisfies T (n) ≤
2T (n/2) + O(n). We run the same procedure to evaluate the polynomial B on the (2n)th

roots of unity as well, and this gives us the desired O(n log n) bound for step (i) of our

algorithm outline.

Polynomial Interpolation. We’ve now seen how to evaluate A and B on the set of 2n val-

ues ω1,2n, . . . , ω2n,2n using O(n logn) operations, and as noted above we can clearly compute

the products C(ωj,n) = A(ωj,2n)B(ωj,2n) in O(n) more operations. Thus, to conclude the

algorithm for multiplying A and B, we need to execute step (iii) in our outline above using

O(n log n) operations, reconstructing C from its values on C(ω1,2n), C(ω2,2n), . . . , C(ω2n,2n).

In describing this part of the algorithm, it’s worth keeping track of the following top-

level point: it turns out that the reconstruction of C can be achieved simply by defining an

appropriate polynomial (the polynomial D below) and evaluating it at the (2n)th roots of

unity. This is exactly what we’ve just seen how to do using O(n log n) operations, so we do

it again here, spending an additional O(n log n) operations and concluding the algorithms.

Consider a polynomial C(x) =
∑2n−1

s=0 csx
s that we want to reconstruct from its values

C(ωs,2n) at the (2n)th roots of unity. Define a new polynomial D(x) =
∑2n−1

s=0 dsx
s, where

ds = C(ωs,2n). We now consider the values of D(x) at the (2n)th roots of unity.
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228 CHAPTER 5. DIVIDE AND CONQUER

D(ωj,2n) =
2n−1∑
s=0

C(ωs,2n)ωs
j,2n

=
2n−1∑
s=0

(
2n−1∑
t=0

ctω
t
s,2n)ω

s
j,2n

=
2n−1∑
t=0

ct(
2n−1∑
s=0

ωt
s,2nω

s
j,2n),

by definition. Now recall that ωs,2n = (e2πi/2n)s. Using this fact and extending the notation

to ωs,2n = (e2πi/2n)s even when s ≥ 2n we get that

D(ωj,2n) =
2n−1∑
t=0

ct(
2n−1∑
s=0

e(2πi)(st+js)/2n)

=
2n−1∑
t=0

ct(
2n−1∑
s=0

ωs
t+j,2n).

To analyze the last line, we use the fact that for any (2n)th root of unity ω �= 1, we have∑2n−1
s=0 ωs = 0. This is simply because ω is by definition a root of x2n − 1 = 0; since

x2n − 1 = (x − 1)(
∑2n−1

t=0 xt) and ω �= 1, it follows that ω is also a root of (
∑2n−1

t=0 xt).

Thus, the only term of the last line’s outer sum that is not equal to 0 is for ct such

that ωt+j,2n = 1; and this happens if t + j is a multiple of 2n, i.e., if t = 2n − j. For this

value,
∑2n−1

s=0 ωs
t+j,2n =

∑2n−1
s=0 1 = 2n. So we get that D(ωj,2n) = 2nc2n−j. So evaluating the

polynomial D(x) at the (2n)th roots of unity gives us the coeffients of the polynomial C(x)

in reverse order (multiplied by 2n each). We sum this up as follows.

(5.12) For any polynomial C(x) =
∑2n−1

s=0 csx
s, and corresponding polynomial D(x) =∑2n−1

s=0 C(ωs,2n)xs, we have that ct = 1
2n

D(ω2n−s,2n).

We can do all the evaluations of the values D(ω2n−s,2n) in O(n log n) operations using the

divide-and-conquer approach developed for step (i).

And this wraps everything up: we reconstruct the polynomial C from its values on the

(2n)th roots of unity, and then the coefficients of C are the coordinates in the convolution

vector c = a∗b that we were originally seeking.

5.7 Solved Exercises

Solved Exercise 1

Suppose you are given an array A with n entries, with each entry holding a distinct number.

You are told that the sequence of values A[1], A[2], . . . , A[n] is unimodal: For some index p

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



between 1 and n, the values in the array entries increase up to position p in A, and then

decrease the remainder of the way until position n. (So if you were to draw a plot with

the array position j on the x-axis and the value of the entry A[j] on the y-axis, the plotted

points would rise until x-value p, where they’d achieve their maximum, and then fall from

there on.)

You’d like to find the “peak entry” p without having to read the entire array — in fact,

by reading as few entries of A as possible. Show how to find the entry p by reading at most

O(log n) entries of A.

Solution. Let’s start with a general discussion on how to achieve a running time of

O(log n), and then come back to the specific problem here. If one needs to compute some-

thing using only O(log n) operations, a useful strategy that we discussed in Chapter 2 is to

perform a constant amount of work, throw away half the input, and continue recursively on

what’s left. This was the idea, for example, behind the O(logn) running time for binary

search.

We can view this as a divide-and-conquer approach: for some constant c > 0, we perform

at most c operations and then continue recursively on an input of size at most n/2. As in

the chapter, we will assume that the recursion “bottoms out” when n = 2, performing at

most c operations to finish the computation. If T (n) denotes the running time on an input

of size n, then we have the recurrence

(5.13)

T (n) ≤ T (n/2) + c

when n > 2, and

T (2) ≤ c.

It is not hard to solve this recurrence by unrolling it, as follows.

• Analyzing the first few levels: At the first level of recursion, we have a single problem

of size n, which takes time at most c plus the time spent in all subsequent recursive

calls. The next level has one problem of size at most n/2, which contributes another

c, and the level after that has one problem of size at most n/4, which contributes yet

another c.

• Identifying a pattern: No matter how many levels we continue, each level will have just

one problem: level j has a single problem of size at most n/2j, which contributes c to

the running time, independent of j.
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• Summing over all levels of recursion: Each level of the recursion is contributing at

most c operations, and it takes log2 n levels of recursion to reduce n to 2. Thus the

total running time is at most c times the number of levels of recursion, which is at

most c log2 n = O(log n).

We can also do this by partial substitution. Suppose we guess that T (n) ≤ k logb n,

where we don’t know k or b. Assuming that this holds for smaller values of n in an inductive

argument, we would have

T (n) ≤ T (n/2) + c

≤ k logb(n/2) + c

= k logb n − k logb 2 + c.

Now, the first term on the right is exactly what we want, so we just need to choose k and

b to negate the added c at the end. This we can do by setting b = 2 and k = c, so that

k logb 2 = c log2 2 = c. Hence we end up with the solution T (n) ≤ c log2 n, which is exactly

what we got by unrolling the recurrence.

Finally, we should mention that one can get an O(log n), by essentially the same rea-

soning, in the more general case when each level of the recursion throws away any constant

fraction of the input, transforming an instance of size n to one of size at most an, for some

constant a < 1. It now takes at most log1/a n level of recursion to reduce n down to a

constant size, and each level of recursion involves at most c operations.

Now let’s get back to the problem at hand. If we wanted to set ourselves up to use (5.13)

, we could probe the midpoint of the array and try to determine whether the “peak entry”

p lies before or after this midpoint.

So suppose we look at the value A[n/2]. From this value alone we can’t tell whether p

lies before or after n/2, since we need to know whether entry n/2 is sitting on an “up-slope”

or on a “down-slope.” So we also look at the values A[n/2 − 1] and A[n/2 + 1]. There are

now three possibilities:

• If A[n/2 − 1] < A[n/2] < A[n/2 + 1], then entry n/2 must come strictly before p, and

so we can continue recursively on entries n/2 + 1 through n.

• If A[n/2 − 1] > A[n/2] > A[n/2 + 1], then entry n/2 must come after before p, and so

we can continue recursively on entries 1 through n/2 − 1.

• Finally, if A[n/2] is larger than both A[n/2− 1] and A[n/2 + 1], we are done: the peak

entry is in fact equal to n/2 in this case.

In all these cases, we perform at most three probes of the array A and reduce the problem

to one of at most half the size. Thus we can apply (5.13) to conclude that the running time

is O(log n).
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You’re consulting for a small computation-intensive investment company, and they have the

following type of problem that they want to solve over and over. A typical instance of the

problem is: they’re doing a simulation in which they look at n consecutive days of a given

stock, at some point in the past. Let’s number the days i = 1, 2, . . . , n; for each day i, they

have a price p(i) per share for the stock on that day. (We’ll assume for simplicity that the

price was fixed during each day.) Suppose during this time period, they wanted to buy 1000

shares on some day, and sell all these shares on some (later) day. They want to know: when

should they have bought and when should they have sold in order to have made as much

money as possible? (If there was no way to make money during the n days, you should

report this instead.)

Example: Suppose n = 3, p(1) = 9, p(2) = 1, p(3) = 5. Then you should return “buy

on 2, sell on 3”; i.e. buying on day 2 and selling on day 3 means they would have made $4

per share, the maximum possible for that period.

Clearly, there’s a simple algorithm that takes time O(n2): try all possible pairs of buy/sell

days and see which makes them the most money. Your investment friends were hoping for

something a little better.

Show how to find the correct numbers i and j in time O(n log n).

Solution. We’ve seen a number of instances in this chapter where a brute-force search over

pairs of elements can be reduced to O(n log n) by divide-and-conquer. Since we’re faced with

a similar issue here, let’s think about how we might apply a divide-and-conquer strategy.

A natural approach would be to consider the first n/2 days and the final n/2 days

separately, solving the problem recursively on each of these two sets, and then figure out

how to get an overall solution from this in O(n) time. This would give us the usual recurrence

T (n) ≤ 2T
(

n
2

)
+ O(n), and hence T (n log n) by (5.1) .

Also, to make things easier, we’ll make the usual assumption that n is a power of 2. This

is no loss of generality: if n′ is the next power of 2 greater than n, we can set p(i) = p(n)

for all i between n and n′. In this way, we do not change the answer, and we at most double

the size of the input (which will not affect the O() notation).

Now, let S be the set of days 1, . . . , n/2, and S ′ be the set of days n/2 + 1, . . . , n. Our

divide-and-conquer algorithm will be based on the following observation: either there is an

optimal solution in which the investors are holding the stock at the end of day n/2, or there

isn’t. Now, if there isn’t, then the optimal solution is the better of the optimal solutions on

the sets S and S ′. If there is an optimal solution in which they hold the stock at the end of

day n/2, then the value of this solution is p(j)− p(i) where i ∈ S and j ∈ S ′. But this value

is maximized by simply choosing i ∈ S which minimizes p(i), and choosing j ∈ S ′ which

maximizes p(j).
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Thus, our algorithm is to take the best of the following three possible solutions:

• The optimal solution on S.

• The optimal solution on S ′.

• The maximum of p(j) − p(i), over i ∈ S and j ∈ S.

The first two alternatives are computed in time T (n/2) each by recursion, and the third

alternative is computed by finding the minimum in S and the maximum in S ′, which takes

time O(n). Thus the running time T (n) satisfies

T (n) ≤ 2T
(

n

2

)
+ O(n),

as desired.

We note that this is not the best running time achievable for this problem. In fact one

can find the optimal pair of days in O(n) time using dynamic programming, the topic of the

next chapter; at the end of that chapter, we will pose this question as Exercise 7.

1. You are interested in analyzing some hard-to-obtain data from two separate databases.

Each database contains n numerical values — so there are 2n values total — and you

may assume that no two values are the same. You’d like to determine the median of

this set of 2n values, which we will define here to be the nth smallest value.

However, the only way you can access these values is through queries to the databases.

In a single query, you can specify a value k to one of the two databases, and the chosen

database will return the kth smallest value that it contains. Since queries are expensive,

you would like to compute the median using as few queries as possible.

Give an algorithm that finds the median value using at most O(log n) queries.

2. Recall the problem of finding the number of inversions. As in the text, we are given a

sequence of n numbers a1, . . . , an, which we assume are all distinct, and we define an

inversion to be a pair i < j such that ai > aj .

We motivated the problem of counting inversions as a good measure of how different

two orderings are. However, one might feel that this measure is too sensitive. Let’s

call a pair a significant inversion if i < j and ai > 2aj . Give an O(n logn) algorithm

to count the number of significant inversions between two orderings.
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3. Suppose you’re consulting for a bank that’s concerned about fraud detection, and

they come to you with the following problem. They have a collection of n bank-cards

that they’ve confiscated, suspecting them of being used in fraud. Each bank-card is

a small plastic object, containing a magnetic stripe with some encrypted data, and it

corresponds to a unique account in the bank. Each account can have many bank-cards

corresponding to it, and we’ll say that two bank-cards are equivalent if they correspond

to the same account.

It’s very difficult to read the account number off a bank-card directly, but the bank

has a high-tech “equivalence tester” that takes two bank-cards and, after performing

some computations, determines whether they are equivalent.

Their question is the following: among the collection of n cards, is there a set of more

than n/2 of them that are all equivalent to one another? Assume that the only feasible

operations you can do with the cards are to pick two of them and plug them in to

the equivalence tester. Show how to decide the answer to their question with only

O(n log n) invocations of the equivalence tester.

4. You’ve been working with some physicists who need to study, as part of their experi-

mental design, the interactions among large numbers of very small charged particles.

Basically, their set-up works as follows. They have an inert lattice structure, and they

use this for placing charged particles at regular spacing along a straight line. Thus, we

can model their structure as consisting of the points {1, 2, 3, . . . , n} on the real line;

and at each of these points j, they have a particle with charge qj . (Each charge can

be either positive or negative.)

Now, they want to study the total force on each particle, by measuring it and then

comparing it to a computational prediction. This computational part is where they

need your help. The total force on particle j, by Coulomb’s Law, is equal to

Fj =
∑
i�=j

Cqiqj

(j − i)2
.

They’ve written the following simple program to computes Fj for all j:

For j = 1, 2, . . . , n
Initialize Fj to 0.
For i = 1, 2, . . . , n

If i �= j then

Add
Cqiqj

(j−i)2
to Fj

Endif

Endfor

Output Fj

Endfor

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



234 CHAPTER 5. DIVIDE AND CONQUER

It’s not hard to analyze the running time of this program: each invocation of the inner

loop, over i, takes O(n) time, and this inner loop is invoked O(n) times total, so the

overall running time is O(n2).

The trouble is, for the large values of n they’re working with, the program takes several

minutes to run. On the other hand, their experimental set-up is optimized so that they

can throw down n particles, perform the measurements, and be ready to handle n more

particles within a few seconds. So they’d really like it if there were a way to compute

all the forces Fj much more quickly, so as to keep up with the rate of the experiment.

Help them out by designing an algorithm that computes all the forces Fj in O(n log n)

time.

5. Hidden surface removal is a problem in computer graphics that scarcely needs an

introduction — when Woody is standing in front of Buzz you should be able to see

Woody but not Buzz; when Buzz is standing in front of Woody, . . . well, you get the

idea.

The magic of hidden surface removal is that you can often compute things faster than

your intuition suggests. Here’s a clean geometric example to illustrate a basic speed-up

that can be achieved. You are given n non-vertical lines in the plane, labeled L1, . . . , Ln,

with the ith line specified by the equation y = aix + bi. We will make the assumption

that no three of the lines all meet at a single point. We say line Li is uppermost at a

given x-coordinate x0 if its y-coordinate at x0 is greater than the y-coordinates of all

the other lines at x0: aix0 + bi > ajx0 + bj for all j �= i. We say line Li is visible if

there is some x-coordinate at which it is uppermost — intuitively, some portion of it

can be seen if you look down from “y = ∞.”

Give an algorithm that takes n lines as input, and in O(n log n) time returns all of the

ones that are visible. Figure 5.10 gives an example.

6. Consider an n-node complete binary tree T , where n = 2d −1 for some d. Each node v

of T is labeled with a real number xv. You may assume that the real numbers labeling

the nodes are all distinct. A node v of T is a local minimum if the label xv is less than

the label xw for all nodes w that are joined to v by an edge.

You are given such a complete binary tree T , but the labeling is only specified in the

following implicit way: for each node v, you can determine the value xv by probing

the node v. Show how to find a local minimum of T using only O(log n) probes to the

nodes of T .

7. Suppose now that you’re given an n × n grid graph G. (An n × n grid graph is

just the adjacency graph of an n × n chessboard. To be completely precise, it is a
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5

Figure 5.10: An instance with five lines (labeled “1”–“5” in the figure). All the lines except
for “2” are visible.

graph whose node set is the set of all ordered pairs of natural numbers (i, j), where

1 ≤ i ≤ n and 1 ≤ j ≤ n; the nodes (i, j) and (k, �) are joined by an edge if and only

if |i − k| + |j − �| = 1.)

We use some of the terminology of the previous question. Again, each node v is labeled

by a real number xv; you may assume that all these labels are distinct. Show how to

find a local minimum of G using only O(n) probes to the nodes of G. (Note that G

has n2 nodes.)

The militaristic coinage “divide-and-conquer” was introduced somewhat after the technique

itself. Knuth (1998) credits von Neumann with one early explicit application of the approach,

the development of the Mergesort algorithm in 1945. Knuth (1997) also provides further

discussion of techniques for solving recurrences.

The algorithm for computing the closest pair of points in the plane is due to Shamos,

and is one of the earliest non-trivial algorithms in the field of computational geometry; the

survey paper by Smid (1997) discusses a wide range of results on closest-point problems. A

faster randomized algorithm for this problem will be discussed in Chapter 13. (Regarding the
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non-obviousness of the divide-and-conquer algorithm presented here, Smid also makes the

interesting historical observation that researchers originally suspected quadratic time might

be the best one could do for finding the closest pair of points in the plane.) More generally,

the divide-and-conquer approach has proved very useful in computational geometry, and

the books by Preparata and Shamos (1985) and de Berg et al. (1997) give many further

examples of this technique in the design of geometric algorithms.

The algorithm for multiplying two n-bit integers in sub-quadratic time is due to Karat-

suba and Ofman (1962). Further background on asymptotically fast multiplication algo-

rithms is given by Knuth (1997). Of course, the number of bits in the input must be

sufficiently large for any of these sub-quadratic methods to improve over the standard algo-

rithm.

Press et al. (1988) provide further coverage of the Fast Fourier Transform, including

background on its applications in signal processing and related areas.

Exercises. Exercise 7 is based on a result of Llewellyn, Tovey, and Trick.
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Greedy vs Dynamic Programming Approach

•Comparing the methods
•Knapsack problem
•Greedy algorithms for 0/1 knapsack
•An approximation algorithm for 0/1 knapsack
•Optimal greedy algorithm for knapsack with fractions 
•A dynamic programming algorithm for 0/1 knapsack
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Greedy vs Dynamic 2

Greedy Approach VS Dynamic Programming (DP)

• Greedy and Dynamic Programming are methods for 
solving optimization problems.

• Greedy algorithms are usually more efficient than DP 
solutions. 

• However, often you need to use dynamic programming 
since the optimal solution cannot be guaranteed by a 
greedy algorithm.

• DP provides efficient solutions for some problems for 
which a brute force approach would be very slow.

• To use Dynamic Programming we need only show that 
the principle of optimality applies to the problem.
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Greedy vs Dynamic 3

The 0/1 Knapsack problem

• Given a knapsack with weight W > 0. 

• A set S of n items with weights wi >0 and 
benefits bi> 0 for i = 1,…,n. 

• S = { (item1, w1, b1 ),  (item2, w2, b2 ) ,
 . . . , ( itemn, wn, bn ) }

• Find a subset of the items which does not exceed 
the weight  W of the knapsack and maximizes the 
benefit.
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Greedy vs Dynamic 4

Determine a subset A of { 1, 2, …, n } that satisfies 
the following:

In 0/1 knapsack a specific item is either selected or 
not





Ai

i
Ai

i Wwb   wheremax

0/1 Knapsack problem
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Greedy vs Dynamic 5

Variations of the Knapsack problem

• Fractions are allowed. This applies to items such 
as:
– bread, for which taking half a loaf makes sense
– gold dust

• No fractions.

– 0/1 (1 brown pants, 1 green shirt…)

– Allows putting many items of same type in 
knapsack 

• 5 pairs of socks
• 10 gold bricks

– More than one knapsack, etc.

• First 0/1 knapsack problem will be covered then the 
Fractional knapsack problem.
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Greedy vs Dynamic 6

Brute force!

• Generate all 2n subsets

• Discard all subsets whose sum of the weights exceed 
W (not feasible)

• Select the maximum total benefit of the remaining 
(feasible) subsets

• What is the run time?
O(n 2n), Omega(2n)

• Lets try the obvious greedy strategy .
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Greedy vs Dynamic 7

Example with “brute force”

S = { ( item1 , 5, $70 ), (item2 ,10, $90 ), ( item3, 25, $140 ) } , W=25

• Subsets:

1. {}

2. { ( item1 , 5, $70 ) }                             Profit=$70

3. {  (item2 ,10, $90 ) }                            Profit=$90

4. {  ( item3, 25, $140 ) }                         Profit=$140

5. { ( item1 , 5, $70 ), (item2 ,10, $90 )}. Profit=$160 ****

6. { (item2 ,10, $90 ), ( item3, 25, $140 ) } exceeds W

7. { ( item1 , 5, $70 ), ( item3, 25, $140 ) } exceeds W

8. { ( item1 , 5, $70 ), (item2 ,10, $90 ), ( item3, 25, $140 ) } exceeds W

•  
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Greedy vs Dynamic 8

Greedy 1: Selection criteria:   Maximum beneficial item. 
Counter Example: 

S = { ( item1 , 5, $70 ), (item2 ,10, $90 ), ( item3, 25, $140 ) } 

 

5 lb

$70

10 lb

$90

$140

W = 
25lb

25 lb

item1 item2 item3 Knapsack Greedy
Solution

25 lb
$140

Optimal
Solution

10 lb

5 lb $70

10 lb
$90

=$140 =$160
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Greedy vs Dynamic 9

Greedy 2: Selection criteria: Minimum weight item
Counter Example:

S = { ( item1 , 5, $150 ), (item2 ,10, $60 ), ( item3, 20, $140 ) } 

 

5 lb
$150 10 lb

$60

$140 W =
30lb

20 lb

item1 item2 item3 Knapsack Greedy
Solution

5 lb

5 lb

20 lb

$150

$140

5 lb

10 lb $60

$150
Optimal
Solution=$210 =$290
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Greedy vs Dynamic 10

Greedy 3: Selection criteria: Maximum weight item 
Counter Example:

S = { ( item1 , 5, $150 ), (item2 ,10, $60 ), ( item3, 20, $140 ) } 

 

5 lb
$150 10 lb

$60

$140 W =
30lb

20 lb

item1 item2 item3 Knapsack Greedy
Solution

5 lb

5 lb

20 lb

$150

$140

20 lb

10 lb $60

$140

Optimal
Solution=$200 =$290
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Greedy vs Dynamic 11

Greedy 4: Selection criteria: Maximum benefit per unit 
item                   Counter Example  

S = { ( item1 , 5, $50 ), ( item2, 20, $140 ) (item3 ,10, $60 ), } 

5 lb
$50

W =
30lb

5 lb

5 lb

20 lb

item1

$140

20 lb

item2 Knapsack Greedy
Solution

10 lb

20 lb

$50

$140 $140

$60

Optimal
Solution

B/W 1: $10

B/W 2: $6

B/W:  $7

10 lb

$60

item3 =$190 =$200

What is the asymptotic runtime of this algorithm?
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Approximation algorithms

• Approximation algorithms attempt to evaluate how far away from 
the optimum OPT, are the solutions solAlg provided by an 
algorithm in the worst case

• Many criteria are used. We use OPT/solAlg for maximization, and 
attempt to establish OPT/solAlg<=K where K is a constant 
(solAlg/OPT for minimization)

• The following slides show that the “best” greedy algorithm for 0/1 
knapsack, greedy 4 does not satisfy OPT/solAlg<=K 

• Often greedy4 gives an optimal solutions, but for some problem 
instances the ratio can become very large

• A small modification of greedy4, however, guarantees, that 
OPT/alg<=2

• This is a big improvement.
• There are better approximation algorithms for knapsack
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Approximation algorithms

• Use greedy 4: select the items with maximum benefit 
per unit.
– Implement by Sorting S by benefit per unit.

• Example where greedy4 provides a very poor solution:
– Assume a 0/1 knapsack problem with n=2

– very large W. 

– S={ ( item1, 1, $2 ),  ( item 2, W, $1.5W ) }. 

• The solution to greedy4 has  a benefit of $2
• An optimal solution has a benefit of $1.5W.
• If we want the best investment and we have W=10,000 

dollars. We should choose the 2nd one with a profit of 
$15,000, and not the first with a profit of $2. 
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Approximation Continued

• Let BOpt denote the optimal benefit for the 0/1 knapsack 
problem

• Let BGreedy4  be the benefit calculated by greedy4. 
– For last example BOpt / BGreedy4 = $1.5W / 2 

– Note: W can be arbitrarily large

• We would like to find a better algorithm Alg such that 

• BOpt / Alg  K where K is a small constant and is 
independent of the problem instance.
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A Better Approximation Algorithm

• Let maxB = max{ bi| i =1, …, n }

• The approximation algorithm selects, either the solution 
to Greedy4, or only the item with  benefit MaxB 
depending on max{ BGreedy4, maxB }.

• Let APP = max{ BGreedy4, maxB }

• What is the asymptotic runtime of this algorithm?

• It can be shown that with this modification the ratio 
BOpt/ APP  2 (Optimal benefit at most twice that of 
APP)
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An Optimal Greedy Algorithm for Knapsack with 
Fractions (KWF)

In this problem a fraction of any item may be chosen

The following algorithm provides the optimal benefit:

• The greedy algorithm uses the maximum benefit 
per unit selection criteria
1.Sort items in decreasing bi / wi. 

2.Add items to knapsack (starting at the first) until 
there are no more items, or the next item to be 
added exceeds W. 

3. If knapsack is not yet full, fill knapsack with a 
fraction of next unselected item.
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KWF 

• Let k be the index of the last item included in the 
knapsack. We may be able to include the whole or only 
a fraction of item k

• Without item k totweight =

• profitKWF =    

+  min{(W - totweight),wk } X (pk / wk )

• min{(W - totweight),wk }, means that we either take the 

whole of item k when the knapsack can include the 
item without violating the constraint, or we fill the 
knapsack by a fraction of item
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Greedy vs Dynamic 18

Example of applying the optimal greedy algorithm for 
Fractional Knapsack Problem

S = { ( item1 , 5, $50 ), ( item2, 20, $140 ) (item3 ,10, $60 ), } 

 

5 lb
$50

30lb
Max

item1

$140

20 lb

item2 Knapsack Optimal
Solution

B/W 1: $10

B/W 2: $6

B/W:  $7

10 lb

$60

item3

5 lb

5 lb

20 lb

Greedy
Solution

$50

$140

5/10 * $60 = $30

Optimal
benefit $220
Solution:
 items 1and 2 
 and 1/2 of 
 item 3

=
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Example of applying the optimal greedy algorithm for 
Fractional Knapsack Problem

W=30

S = { ( item1 , 5, $50 ), (item2 ,20, $140 ), ( item3, 10, $60 ) } 

Note: items are already sorted by benefit/weight

Applying the algorithm:

Current weight in knapsack=0, Current benefit=0.

Can item 1 fit?  0+5<30 so select it. Current benefit=0+50

Can item 2 fit? 5+20<30, so select. Current benefit =50+140=190

Can item 3 fit? 25+10>30. No. 

We can add 5 to knapsack (30-25). 

So select 5/10=0.5 of item 3. 

Current benefit=190+30=220
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Greedy Algorithm for Knapsack with fractions

• To show that the greedy algorithm finds the 
optimal profit for the fractional Knapsack 
problem you need to prove there is no solution 
with a higher profit (see text)

• Notice there may be more than one optimal 
solution
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Principle of Optimality for 0/1 Knapsack problem

• Theorem: 0/1 knapsack satisfies the principle of 
optimality

• Proof: Assume that itemi is in the most beneficial 
subset that weighs at most W. If we remove itemi 
from the subset the remaining subset must be the 
most beneficial subset weighing at most W - wi of 
the n -1 remaining  items after excluding itemi.

• If the remaining subset after excluding itemi was not 
the most beneficial one weighing at most W - wi of 
the n -1 remaining items, we could find a better 
solution for this problem and improve the optimal 
solution.  This is impossible.
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Dynamic Programming Approach

• Given a knapsack problem with n items and knapsack 
weight of W.

• We will first compute the maximum benefit, and then 
determine the subset.

• To use dynamic programming we solve smaller 
problems and use the optimal solutions of these 
problems to find the solution to larger ones.
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Dynamic Programming Approach

• What are the smaller problem?
– Assume a subproblem in which the set of items is 

restricted to {1,…, i } where i  n, and the weight of 
the knapsack is w, where 0 w  W. 

– Let B [i, w] denote the maximum benefit achieved 
for this problem. 

– Our goal is to compute the maximum benefit of the 
original problem B[n, W]

– We solve the original problem by computing B[i, w] 
for i = 0, 1,…, n and for w = 0,1,…,W.

– We need to specify the solution to a larger problem 
in terms of a smaller one
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Recursive formula for the “smaller” 0/1Knapsack Problem
Using only item1 to itemi and knapsack weight at most w

3 cases:

1. There are no items in the knapsack, or the weight of the knapsack 
is 0 - the benefit is 0

2. The weight of itemi exceeds the weight w of the knapsack - itemi 
cannot be included in the knapsack and the maximum benefit is 
B[i-1, w] 

3. Otherwise, the benefit is the maximum achieved by either not 
including itemi ( i.e., B[i-1, w]), 
or by including itemi  (i.e., B[i-1, w-wi]+bi)

  

otherwise } ],1[],,1[max{

w wif                                     ],1[

0or  0for                                                  0

],[ i















ii bwwiBwiB

wiB

wi

wiB
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Pseudo-code:0/1 Knapsack 
(n+1)*(W+1) Matrix

Input:  {w1
 ,w2,  . . . wn 

 }, W , {b1
 ,b2,  . . . bn 

 } 

    Output: B[n, W],  

for w  0 to W do // row 0
    B[0,w]  0 
for k  1 to n do // rows 1 to n
    B[k, 0]  0 // element in column 0
    for w  1 to W do  // elements in columns 1 to W

              if (wk  w) and (B[k-1, w- wk
 ] + bk

  > B[k-1, w]) 
then  B[k, w]  B[k-1, w- wk

 ] + bk
 

else B[k, w]  B[k-1, w]
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Example: 
W = 30, S = { ( i1 , 5, $50 ), (i2 ,10, $60 ), ( i3, 20, $140 ) } 

Weight: 0 1 2 3   … 30

MaxProfit { } 0 0 0 0 … 0

Weight: 0 1 2 3 4 5 … 30

MaxProfit { } 0 0 0 0 0 0 … 0

MaxProfit{i1} 0 0 0 0 0 50 … 50
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Example continued

W = 30, S = { ( i1 , 5, $50 ), (i2 ,10, $60 ), ( i3, 20, $140 ) } 

Weight: 0 ... 4 5 … 9 10 … 14 15 ... 30

MaxProfit { } 0 ... 0 0 … 0 0 … 0 0 … 0

MaxProfit{i1} 0 ... 0 50 … 50 50 ... 50 50 … 50

MaxProfit{i1, i2} 0 … 0 50 … 50 60 … 60 110… 110

• B[2,10] = max { B[1,10], B[1,10-10] + b2 } 
= 60

• B[2,15] = max { B[1,15], B[1,15-10] + b2 } 
= max {50, 50+60}
= 110
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Example continued 
W = 30, S = { ( i1 , 5, $50 ), (i2 ,10, $60 ), ( i3, 20, $140 ) }

• B[3,20] = max { B[2,20], B[2,20-20] + b3 } 
= 140

• B[3,25] = max { B[2,25], B[2,25-20] + 140 } 
= max {110, 50+140}
= 190

• B[3,30] = max { B[2,30], B[2,30-20] + 140 } 
= 200

Wt: 0...4  5 …  9 10…14 15…  19  20… 24 25…29     30

MaxP{ } 0...0  0 …  0   0 …0   0 …  0     0…0 0…    0       0

MaxP{i1} 0...0  50…50  50…50  50…  50  50…50 50…50     
50

MaxP{i1, i2} 0…0  50…50 60…60110...110 110… 110 ...    110

MaxP{i1,i2,i3} 0…0  50…50 60…60110...110 140…140  190…190  200
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• It is straightforward to fill in the array using the expression on the 
previous slide.  SO What is the size of the array??

• The array is the (number of items+1)  (W+1).

• So the algorithm will run in ( n W ).  It appears to be linear BUT 
the weight is not a function of only the number of items.    What if 
W= n ! ?  Then this algorithm is worst than the brute force method. 
 One can show algorithms for 0/1 knapsack with worst case time 
complexity of O(min ( 2n, n W )) (N169)

• No one has ever found a 0/1 knapsack algorithm whose worst 
case time is better than exponential AND no one has proven that 
such an algorithm is not possible.

Analysis
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Pseudo-code  
Using (W +1) *2 matrix

Knapsack01(W, w1, ... wn , b1 ...bn )

B  0  //  Initialize W by 2 matrix      
for k  1 to n do
    for w  1  to W do // w is not wi

          if (wk  w) and (B[mod(k,2), w- wk
 ] + bk

  

                                                           > B[mod(k,2), w ]) then
                 B[w,mod(k+1, 2) ]  
                                   B[mod(k+1,2), w- wk

 ] + bk
 

Note:  Calculating B[k,w] depends only on 
          B[k-1,w] or B[k-1, w- wk

 ]. B[n,W] = B[0,W] or B[1, 
W] depending on whether n is even or odd.
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Iterative ImprovementIterative Improvement

Algorithm design technique for solving optimization problemsAlgorithm design technique for solving optimization problems

 Start with a feasible solutionStart with a feasible solution
 Repeat the following step until no improvement can be found:Repeat the following step until no improvement can be found:

•• change the current feasible solution to a feasible solution with a betterchange the current feasible solution to a feasible solution with a better
value of the objective functionvalue of the objective function

 Return the last feasible solution as optimalReturn the last feasible solution as optimal

Note: Typically, a change in a current solution is “small” (Note: Typically, a change in a current solution is “small” (locallocal
searchsearch))

Major difficulty: Local optimum vs. global optimumMajor difficulty: Local optimum vs. global optimum
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Important ExamplesImportant Examples

 simplex methodsimplex method

 FordFord--Fulkerson algorithm for maximum flow problemFulkerson algorithm for maximum flow problem

 maximum matching of graph verticesmaximum matching of graph vertices

 GaleGale--Shapley algorithm for the stable marriage problemShapley algorithm for the stable marriage problem

 local search heuristicslocal search heuristics
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Linear ProgrammingLinear Programming

Linear programmingLinear programming (LP) problem is to optimize a linear function(LP) problem is to optimize a linear function
of several variables subject to linear constraints:of several variables subject to linear constraints:

maximize (or minimize)maximize (or minimize) cc11 xx11 + ...+ c+ ...+ cnn xxnn

subject tosubject to aaii 11xx11+ ...+ a+ ...+ ainin xxnn ≤≤ (or(or ≥≥ or =)or =) bbii , i =, i = 1,...,1,...,mm
xx11 ≥≥ 00, ... , x, ... , xnn ≥≥ 00

The functionThe function z = cz = c11 xx11 + ...+ c+ ...+ cnn xxnn is called theis called the objective functionobjective function;;
constraintsconstraints xx11 ≥≥ 00, ... , x, ... , xnn ≥≥ 0 are called0 are called nonnegativity constraintsnonnegativity constraints
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ExampleExample

maximize    3x + 5ymaximize    3x + 5y
subject to      x +   ysubject to      x +   y ≤≤ 44

x + 3yx + 3y ≤≤ 66
xx ≥≥ 0,  y0,  y ≥≥ 00

x

y

( 0, 2 )

( 0, 0 ) ( 4, 0 )

( 3, 1 )

x + y = 4

x + 3y = 6

10-4Copyright © 2007 Pearson Addison-Wesley. All rights reserved. A. Levitin “Introduction to the Design & Analysis of Algorithms,” 2nd ed., Ch. 10

x

y

( 0, 2 )

( 0, 0 ) ( 4, 0 )

( 3, 1 )

x + y = 4

x + 3y = 6

Feasible regionFeasible region is theis the
set of points definedset of points defined
by the constraintsby the constraints
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Geometric solutionGeometric solution

maximizemaximize 3x + 5y3x + 5y
subject tosubject to x +   yx +   y ≤≤ 44

x + 3yx + 3y ≤≤ 66
xx ≥≥ 0,  y0,  y ≥≥ 00

Optimal solution: x = 3, y = 1Optimal solution: x = 3, y = 1

x

y

( 0, 2 )

( 0, 0 ) ( 4, 0 )

( 3, 1 )

3x + 5y = 10

3x + 5y = 14

3x + 5y = 20
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Extreme Point TheoremExtreme Point Theorem Any LP problem with a nonempty boundedAny LP problem with a nonempty bounded
feasible region has an optimal solution; moreover, an optimal solution canfeasible region has an optimal solution; moreover, an optimal solution can
always be found at analways be found at an extreme pointextreme point of the problem's feasible region.of the problem's feasible region.
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3 possible outcomes in solving an LP problem3 possible outcomes in solving an LP problem

 has a finite optimal solution, which may no be uniquehas a finite optimal solution, which may no be unique

 unboundedunbounded: the objective function of maximization: the objective function of maximization
(minimization) LP problem is unbounded from above(minimization) LP problem is unbounded from above
(below) on its feasible region(below) on its feasible region

 infeasibleinfeasible: there are no points satisfying all the constraints,: there are no points satisfying all the constraints,
i.e. the constraints are contradictoryi.e. the constraints are contradictory
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The Simplex MethodThe Simplex Method

 The classic method for solving LP problems;The classic method for solving LP problems;
one of the most important algorithms ever inventedone of the most important algorithms ever invented

 Invented by George Dantzig in 1947Invented by George Dantzig in 1947

 Based on the iterative improvement idea:Based on the iterative improvement idea:
Generates a sequence of adjacent points of theGenerates a sequence of adjacent points of the
problem’s feasible region with improving values of theproblem’s feasible region with improving values of the
objective function until no further improvement isobjective function until no further improvement is
possiblepossible
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Standard form of LP problemStandard form of LP problem

 must be a maximization problemmust be a maximization problem
 all constraints (except the nonnegativity constraints) must beall constraints (except the nonnegativity constraints) must be

in the form of linear equationsin the form of linear equations
 all the variables must be required to be nonnegativeall the variables must be required to be nonnegative

Thus, the general linear programming problem in standardThus, the general linear programming problem in standard
form withform with mm constraints andconstraints and nn unknowns (unknowns (nn ≥≥ mm) is) is

maximizemaximize cc11 xx11 + ...+ c+ ...+ cnn xxnn

subject tosubject to aaii 11xx11+ ...+ a+ ...+ ainin xxnn == bbii ,  i =,  i = 1,...,1,...,mm,,
xx11 ≥≥ 00, ... , x, ... , xnn ≥≥ 00

Every LP problem can be represented in such formEvery LP problem can be represented in such form
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ExampleExample

maximize   3maximize   3xx + 5+ 5yy maximize 3maximize 3xx + 5+ 5yy + 0+ 0uu + 0+ 0vv

subject tosubject to xx ++ yy ≤≤ 4                subject to4                subject to xx ++ yy ++ uu = 4= 4
xx + 3+ 3yy ≤≤ 66 xx + 3+ 3yy ++ vv = 6= 6
xx≥≥0,0, yy≥≥00 xx≥≥0,0, yy≥≥0,0, uu≥≥0,0, vv≥≥00

VariablesVariables uu andand vv, transforming inequality constraints into, transforming inequality constraints into
equality constrains, are calledequality constrains, are called slack variablesslack variables
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Basic feasible solutionsBasic feasible solutions

AA basic solutionbasic solution to a system ofto a system of mm linear equations inlinear equations in nn unknowns (unknowns (nn ≥≥ mm) is) is
obtained by settingobtained by setting nn –– mm variables to 0 and solving the resulting system to getvariables to 0 and solving the resulting system to get
the values of the otherthe values of the other mm variables.  The variables set to 0 are calledvariables.  The variables set to 0 are called nonbasicnonbasic;;
the variables obtained by solving the system are calledthe variables obtained by solving the system are called basicbasic..
A basic solution is calledA basic solution is called feasiblefeasible if all its (basic) variables are nonnegative.if all its (basic) variables are nonnegative.

ExampleExample x +   y + ux +   y + u = 4= 4
x +x + 33y        + vy        + v = 6= 6

(0,  0,  4,  6) is basic feasible solution(0,  0,  4,  6) is basic feasible solution
((xx,, yy are nonbasic;are nonbasic; uu,, vv are basic)are basic)

There is a 1There is a 1--1 correspondence between extreme points of LP’s feasible region1 correspondence between extreme points of LP’s feasible region
and its basic feasible solutions.and its basic feasible solutions.
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((xx,, yy are nonbasic;are nonbasic; uu,, vv are basic)are basic)

There is a 1There is a 1--1 correspondence between extreme points of LP’s feasible region1 correspondence between extreme points of LP’s feasible region
and its basic feasible solutions.and its basic feasible solutions.
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Simplex TableauSimplex Tableau

maximizemaximize zz = 3= 3xx + 5+ 5yy + 0+ 0uu + 0+ 0vv

subject tosubject to xx ++ yy ++ uu = 4= 4
xx + 3+ 3yy ++ vv = 6= 6
xx≥≥0,0, yy≥≥0,0, uu≥≥0,0, vv≥≥00

1 1 1 0 4

1 3 0 1 6

3 5 0 0 0

x y u v

u

v
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variablesvariables
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(0, 0, 4, 6)(0, 0, 4, 6)
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Outline of the Simplex MethodOutline of the Simplex Method

Step 0 [Initialization]  Present a given LP problem in standard form andStep 0 [Initialization]  Present a given LP problem in standard form and
set up initial tableau.set up initial tableau.

Step 1 [Optimality test] If all entries in the objective row are nonnegativeStep 1 [Optimality test] If all entries in the objective row are nonnegative ——
stop: the tableau represents an optimal solution.stop: the tableau represents an optimal solution.

Step 2 [Find entering variable] Select (the most) negative entry in theStep 2 [Find entering variable] Select (the most) negative entry in the
objective row.  Mark its column to indicate theobjective row.  Mark its column to indicate the
entering  variable and the pivot column.entering  variable and the pivot column.

Step 3 [Find departing variable]  For each positive entry in the pivot column,Step 3 [Find departing variable]  For each positive entry in the pivot column,
calculate thecalculate the θθ--ratio by dividing that row's entry in the rightmost column by itsratio by dividing that row's entry in the rightmost column by its
entry in the pivot column.  (If there are no positive entries in the pivot columnentry in the pivot column.  (If there are no positive entries in the pivot column ——
stop:stop: the problem is unbounded.)  Find the row with the smallestthe problem is unbounded.)  Find the row with the smallest θθ--ratio, mark thisratio, mark this
row to indicate the departing variable and the pivot row.row to indicate the departing variable and the pivot row.

Step 4 [Form the next tableau] Divide all the entries in the pivot row by its entry inStep 4 [Form the next tableau] Divide all the entries in the pivot row by its entry in
the pivot column. Subtract from each of the other rows, including the objective row,the pivot column. Subtract from each of the other rows, including the objective row,
the new pivot row multiplied by the entry in the pivot column of the row inthe new pivot row multiplied by the entry in the pivot column of the row in
question. Replace the label of the pivot row by the variable's name of the pivotquestion. Replace the label of the pivot row by the variable's name of the pivot
column and go back to Step 1.column and go back to Step 1.
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Example of Simplex Method ApplicationExample of Simplex Method Application
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subject tosubject to xx ++ yy ++ uu = 4= 4
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x

y

maximizemaximize zz = 3= 3xx + 5+ 5yy + 0+ 0uu + 0+ 0vv

subject tosubject to xx ++ yy ++ uu = 4= 4
xx + 3+ 3yy ++ vv = 6= 6
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maximizemaximize zz = 3= 3xx + 5+ 5yy + 0+ 0uu + 0+ 0vv

subject tosubject to xx ++ yy ++ uu = 4= 4
xx + 3+ 3yy ++ vv = 6= 6
xx≥≥0,0, yy≥≥0,0, uu≥≥0,0, vv≥≥00

basic feasiblebasic feasible sol.sol.
(0, 0, 4, 6)(0, 0, 4, 6)

z =z = 00

basic feasiblebasic feasible sol.sol.
(0, 2, 2, 0)(0, 2, 2, 0)

z =z = 1010

basic feasiblebasic feasible sol.sol.
(3, 1, 0, 0)(3, 1, 0, 0)

z =z = 1414
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Notes on the Simplex MethodNotes on the Simplex Method

 Finding an initial basic feasible solution may pose a problemFinding an initial basic feasible solution may pose a problem

 Theoretical possibility of cyclingTheoretical possibility of cycling

 Typical number of iterations is betweenTypical number of iterations is between mm and 3and 3mm, where, where mm isis
the number of equality constraints in the standard formthe number of equality constraints in the standard form

 WorseWorse--case efficiency is exponentialcase efficiency is exponential

 More recentMore recent interiorinterior--point algorithmspoint algorithms such assuch as Karmarkar’sKarmarkar’s
algorithmalgorithm (1984) have polynomial worst(1984) have polynomial worst--case efficiency andcase efficiency and
have performed competitively with the simplex method inhave performed competitively with the simplex method in
empirical testsempirical tests
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Maximum Flow ProblemMaximum Flow Problem

Problem of maximizing the flow of a material through aProblem of maximizing the flow of a material through a
transportation network (e.g., pipeline system, communicationstransportation network (e.g., pipeline system, communications
or transportation networks)or transportation networks)

Formally represented by a connected weighted digraph withFormally represented by a connected weighted digraph with nn
vertices numbered from 1 tovertices numbered from 1 to nn with the following properties:with the following properties:

•• contains exactly one vertex with no entering edges, calledcontains exactly one vertex with no entering edges, called
thethe sourcesource (numbered 1)(numbered 1)

•• contains exactly one vertex with no leaving edges, calledcontains exactly one vertex with no leaving edges, called
thethe sinksink (numbered(numbered nn))

•• has positive integer weighthas positive integer weight uuijij on eachon each directed edgedirected edge ((i.ji.j)),,
called thecalled the edge capacityedge capacity,  indicating the upper bound on,  indicating the upper bound on
the amount of the material that can be sent fromthe amount of the material that can be sent from ii toto jj
through this edgethrough this edge

10-15Copyright © 2007 Pearson Addison-Wesley. All rights reserved. A. Levitin “Introduction to the Design & Analysis of Algorithms,” 2nd ed., Ch. 10

Problem of maximizing the flow of a material through aProblem of maximizing the flow of a material through a
transportation network (e.g., pipeline system, communicationstransportation network (e.g., pipeline system, communications
or transportation networks)or transportation networks)

Formally represented by a connected weighted digraph withFormally represented by a connected weighted digraph with nn
vertices numbered from 1 tovertices numbered from 1 to nn with the following properties:with the following properties:

•• contains exactly one vertex with no entering edges, calledcontains exactly one vertex with no entering edges, called
thethe sourcesource (numbered 1)(numbered 1)

•• contains exactly one vertex with no leaving edges, calledcontains exactly one vertex with no leaving edges, called
thethe sinksink (numbered(numbered nn))

•• has positive integer weighthas positive integer weight uuijij on eachon each directed edgedirected edge ((i.ji.j)),,
called thecalled the edge capacityedge capacity,  indicating the upper bound on,  indicating the upper bound on
the amount of the material that can be sent fromthe amount of the material that can be sent from ii toto jj
through this edgethrough this edge

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



Example of Flow NetworkExample of Flow Network

1 2 3
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2 25

3 4
Source
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Definition of a FlowDefinition of a Flow

AA flowflow is an assignment of real numbers xis an assignment of real numbers xijij to edges (to edges (ii,,jj) of a) of a
given network that satisfy the following:given network that satisfy the following:
 flowflow--conservation requirementsconservation requirements

The total amount of material entering an intermediateThe total amount of material entering an intermediate
vertex must be equal to the total amount of the materialvertex must be equal to the total amount of the material
leaving the vertexleaving the vertex

 capacity constraintscapacity constraints

00 ≤≤ xxijij ≤≤ uuijij for every edge (for every edge (i,ji,j))  EE
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∑∑ xxjiji == ∑∑ xxijij forfor i =i = 2,3,…,2,3,…, nn--11
j:j: ((j,ij,i)) єє E       j:E       j: ((i,ji,j)) єє EE
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Flow value and Maximum Flow ProblemFlow value and Maximum Flow Problem

Since no material can be lost or added to by going throughSince no material can be lost or added to by going through
intermediate vertices of the network, the total amount of theintermediate vertices of the network, the total amount of the
material leaving the source must end up at the sink:material leaving the source must end up at the sink:

∑∑ xx11jj == ∑∑ xxjnjn

TheThe valuevalue of the flow is defined as the total outflow from theof the flow is defined as the total outflow from the
source (= the total inflow into the sink).source (= the total inflow into the sink).

TheThe maximum flow problemmaximum flow problem is to find a flow of the largestis to find a flow of the largest
value (maximum flow) for a given network.value (maximum flow) for a given network.

j:j: (1(1,j,j)) єє E          j:E          j: ((j,nj,n)) єє EE
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MaximumMaximum--Flow Problem as LP problemFlow Problem as LP problem

MaximizeMaximize vv == ∑∑ xx11jj
j:j: (1(1,j,j))  EE

subject tosubject to

∑∑ xxjiji -- ∑∑ xxijij == 00 forfor i =i = 2, 3,…,2, 3,…,nn--11
j:j: ((j,ij,i))  E     j:E     j: ((i,ji,j))  EE
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j:j: ((j,ij,i))  E     j:E     j: ((i,ji,j))  EE

00 ≤≤ xxijij ≤≤ uuijij for every edge (for every edge (ii,,jj))  EE
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Augmenting Path (FordAugmenting Path (Ford--Fulkerson) MethodFulkerson) Method

 Start with the zero flow (Start with the zero flow (xxijij = 0 for every edge)= 0 for every edge)

 On each iteration, try to find aOn each iteration, try to find a flowflow--augmenting pathaugmenting path fromfrom
source to sink, which a path along which some additionalsource to sink, which a path along which some additional
flow can be sentflow can be sent

 If a flowIf a flow--augmenting path is found, adjust the flow alongaugmenting path is found, adjust the flow along
the edges of this path to get a flow of increased value andthe edges of this path to get a flow of increased value and
try againtry again

 If no flowIf no flow--augmenting path is found, the current flow isaugmenting path is found, the current flow is
maximummaximum
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Example 1Example 1
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Augmenting path:
1→2 →3 →6

xij/uij
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1 2 3
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Example 1 (cont.)Example 1 (cont.)
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Augmenting path:
1 →4 →3←2 →5 →6
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Example 1 (maximum flow)Example 1 (maximum flow)
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Finding a flowFinding a flow--augmenting pathaugmenting path

To find a flowTo find a flow--augmenting path for a flow x, consider paths fromaugmenting path for a flow x, consider paths from
source to sink in the underlyingsource to sink in the underlying undirectedundirected graph in which anygraph in which any
two consecutive verticestwo consecutive vertices ii,,jj are either:are either:

•• connected by a directed edge (connected by a directed edge (ii toto jj) with some positive) with some positive
unused capacityunused capacity rrijij == uuijij –– xxijij

–– known asknown as forward edgeforward edge (( →→ ))
OROR

•• connected by a directed edge (connected by a directed edge (jj toto ii) with positive flow) with positive flow xxjiji

–– known asknown as backward edgebackward edge (( ←← ))
If a flowIf a flow--augmenting path is found, the current flow can beaugmenting path is found, the current flow can be
increased byincreased by rr units by increasingunits by increasing xxijij byby rr on each forward edgeon each forward edge
and decreasingand decreasing xxjiji byby rr on each backward edge, whereon each backward edge, where

r  =r  = min {min {rrijij on all forward edges,on all forward edges, xxjiji on all backward edges}on all backward edges}
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Finding a flowFinding a flow--augmenting path (cont.)augmenting path (cont.)

 Assuming the edge capacities are integers,Assuming the edge capacities are integers, rr is a positiveis a positive
integerinteger

 On each iteration, the flow value increases by at least 1On each iteration, the flow value increases by at least 1

 Maximum value is bounded by the sum of the capacities ofMaximum value is bounded by the sum of the capacities of
the edges leaving the source; hence the augmentingthe edges leaving the source; hence the augmenting--pathpath
method has to stop after a finite number of iterationsmethod has to stop after a finite number of iterations

 The final flow is always maximum, its value doesn’t dependThe final flow is always maximum, its value doesn’t depend
on a sequence of augmenting paths usedon a sequence of augmenting paths used
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Performance degeneration of the methodPerformance degeneration of the method

 The augmentingThe augmenting--path method doesn’t prescribe a specificpath method doesn’t prescribe a specific
way for generating flowway for generating flow--augmenting pathsaugmenting paths

 Selecting a bad sequence of augmenting paths could impactSelecting a bad sequence of augmenting paths could impact
the method’s efficiencythe method’s efficiency

Example 2Example 2
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Example 2 (cont.)Example 2 (cont.)
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11→→22→→44→→33

11→→44←←22→→33

V=1V=1
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V=2UV=2U

● ● ●

Requires 2U iterations to reachRequires 2U iterations to reach
maximum flow of value 2Umaximum flow of value 2U
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ShortestShortest--AugmentingAugmenting--Path AlgorithmPath Algorithm

Generate augmenting path with the least number of edges byGenerate augmenting path with the least number of edges by
BFS as follows.BFS as follows.
Starting at the source, perform BFS traversal  by marking newStarting at the source, perform BFS traversal  by marking new
(unlabeled) vertices with two labels:(unlabeled) vertices with two labels:

•• first labelfirst label –– indicates the amount of additional flow thatindicates the amount of additional flow that
can be brought from the source to the vertex being labeledcan be brought from the source to the vertex being labeled

•• second labelsecond label –– indicates the vertex from which the vertexindicates the vertex from which the vertex
being labeled was reached, with “+” or  “being labeled was reached, with “+” or  “––”  added to the”  added to the
second label to indicate whether the vertex was reached viasecond label to indicate whether the vertex was reached via
a forward or backward edgea forward or backward edge
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Vertex labelingVertex labeling

 The source is always labeled withThe source is always labeled with ∞,∞,--

 All other vertices are labeled as follows:All other vertices are labeled as follows:
•• If unlabeled vertexIf unlabeled vertex jj is connected to the front vertexis connected to the front vertex ii ofof

the traversal queue by a directed edge fromthe traversal queue by a directed edge from ii toto jj withwith
positive unused capacitypositive unused capacity rrijij = u= uijij ––xxijij (forward edge),(forward edge),
vertexvertex jj is labeled withis labeled with lljj,i,i++, where, where lljj = min{= min{llii, r, rijij}}

•• If unlabeled vertexIf unlabeled vertex jj is connected to the front vertexis connected to the front vertex ii ofof
the traversal queue by a directed edge fromthe traversal queue by a directed edge from jj toto ii withwith
positive flowpositive flow xxjiji (backward edge), vertex(backward edge), vertex jj is labeledis labeled lljj,i,i--,,
wherewhere lljj = min{= min{llii, x, xjiji}}
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Vertex labeling (cont.)Vertex labeling (cont.)

 If the sink ends up being labeled, the current flow can beIf the sink ends up being labeled, the current flow can be
augmented by the amount indicated by the sink’s first labelaugmented by the amount indicated by the sink’s first label

 The augmentation of the current flow is performed along theThe augmentation of the current flow is performed along the
augmenting path traced by following the vertex second labelsaugmenting path traced by following the vertex second labels
from sink to source; the current flow quantities are increasedfrom sink to source; the current flow quantities are increased
on the forward edges and decreased on the backward edgeson the forward edges and decreased on the backward edges
of this pathof this path

 If the sink remains unlabeled after the traversal queueIf the sink remains unlabeled after the traversal queue
becomes empty, the algorithm returns the current flow asbecomes empty, the algorithm returns the current flow as
maximum and stopsmaximum and stops
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Example: ShortestExample: Shortest--AugmentingAugmenting--Path AlgorithmPath Algorithm

1 2 3

5

6
0/2 0/2

0/3 0/1

0/5

0/3 0/4

5
0/3 0/4

2,2+
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Queue: 1 2 4 3 5 6
↑ ↑ ↑ ↑

Augment the flow by 2 (the sink’s first
label) along the path 1→2→3→6

4

0/1

1 2 3

4

5

6
0/2 0/2

0/3 0/1

0/5

0/3 0/4

∞,- 2,1+
2,3+

2,2+

3,1+
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1 2 3
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6
2/2 2/2

0/3 0/1

2/5

0/3 0/4

5
0/3 0/4

1,2+

Example (cont.)Example (cont.)
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4

0/1

1 2 3

4

5

6
2/2 2/2

0/3 0/1

2/5

0/3 0/4

∞,- 1,3-
1,5+

1,4+

3,1+

Augment the flow by 1 (the sink’s first
label) along the path 1→4→3←2→5→6

Queue: 1 4 3 2 5 6
↑ ↑ ↑ ↑ ↑
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1 2 3
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2/2 2/2

1/3 1/1

1/5

1/3 1/4

5
1/3 1/4

Example (cont.)Example (cont.)
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4
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2/2 2/2

1/3 1/1

1/5

1/3 1/4

∞,-

2,1+

No augmenting path (the sink is unlabeled)
the current flow is maximum

Queue: 1 4
↑ ↑
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Definition of a CutDefinition of a Cut

Let X be a set of vertices in a network that includes its source butLet X be a set of vertices in a network that includes its source but
does not include its sink, and let X, the complement of X, be thedoes not include its sink, and let X, the complement of X, be the
rest of the vertices including the sink.  Therest of the vertices including the sink.  The cutcut induced by thisinduced by this
partition of the vertices is the set of all the edges with a tail in Xpartition of the vertices is the set of all the edges with a tail in X
and a head in X.and a head in X.
Capacity of a cutCapacity of a cut is defined as the sum of capacities of the edgesis defined as the sum of capacities of the edges
that compose the cut.that compose the cut.

 We’ll  denote a cut and its capacity by C(X,X) and c(X,X)We’ll  denote a cut and its capacity by C(X,X) and c(X,X)
 Note that if all the edges of a cut were deleted from theNote that if all the edges of a cut were deleted from the

network, there would be no directed path from source to sinknetwork, there would be no directed path from source to sink
 Minimum cutMinimum cut is a cut of the smallest capacity in a givenis a cut of the smallest capacity in a given

networknetwork
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Examples of network cutsExamples of network cuts

1 2 3

5

6
2 2

3
1

5

3 4
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If X = {1} and X = {2,3,4,5,6}, C(X,X) = {(1,2), (1,4)}, c = 5If X = {1} and X = {2,3,4,5,6}, C(X,X) = {(1,2), (1,4)}, c = 5
If X ={1,2,3,4,5} and X = {6}, C(X,X) = {(3,6), (5,6)},  c = 6If X ={1,2,3,4,5} and X = {6}, C(X,X) = {(3,6), (5,6)},  c = 6
If X = {1,2,4} and X ={3,5,6}, C(X,X) = {(2,3), (2,5), (4,3)}, c = 9If X = {1,2,4} and X ={3,5,6}, C(X,X) = {(2,3), (2,5), (4,3)}, c = 9

4

1
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MaxMax--Flow MinFlow Min--Cut TheoremCut Theorem

 The value of maximum flow in a network is equal to theThe value of maximum flow in a network is equal to the
capacity of its minimum cutcapacity of its minimum cut

 The shortest augmenting path algorithm yields both aThe shortest augmenting path algorithm yields both a
maximum flow and a minimum cut:maximum flow and a minimum cut:
•• maximum flow is the final flow produced by the algorithmmaximum flow is the final flow produced by the algorithm
•• minimum cut is formed by all the edges from the labeledminimum cut is formed by all the edges from the labeled

vertices to unlabeled vertices on the last iteration of thevertices to unlabeled vertices on the last iteration of the
algorithmalgorithm

•• all the edges from the labeled to unlabeled vertices are full,all the edges from the labeled to unlabeled vertices are full,
i.e., their flow amounts are equal to the edge capacities,i.e., their flow amounts are equal to the edge capacities,
while all the edges from the unlabeled to labeled vertices, ifwhile all the edges from the unlabeled to labeled vertices, if
any, have zero flow amounts on themany, have zero flow amounts on them
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Time EfficiencyTime Efficiency

 The number of augmenting paths needed by the shortestThe number of augmenting paths needed by the shortest--
augmentingaugmenting--path algorithm never exceedspath algorithm never exceeds nmnm/2, where/2, where nn
andand mm are the number of vertices and edges, respectivelyare the number of vertices and edges, respectively

 Since the time required to find shortest augmenting path bySince the time required to find shortest augmenting path by
breadthbreadth--first search is in O(first search is in O(n+mn+m)=O()=O(mm) for networks) for networks
represented by their adjacency lists, the time efficiency ofrepresented by their adjacency lists, the time efficiency of
the shortestthe shortest--augmentingaugmenting--path algorithm is in O(path algorithm is in O(nmnm22) for) for
this representationthis representation

 More efficient algorithms have been found that can run inMore efficient algorithms have been found that can run in
close to O(close to O(nmnm) time, but these algorithms don’t fall into the) time, but these algorithms don’t fall into the
iterativeiterative--improvement paradigmimprovement paradigm
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Bipartite GraphsBipartite Graphs

Bipartite graphBipartite graph: a graph whose vertices can be partitioned into: a graph whose vertices can be partitioned into
two disjoint sets V and U, not necessarily of the same size, sotwo disjoint sets V and U, not necessarily of the same size, so
that every edge connects a vertex in V to a vertex in Uthat every edge connects a vertex in V to a vertex in U

A graph is bipartite if and only if it does not have a cycle of anA graph is bipartite if and only if it does not have a cycle of an
odd lengthodd length
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Bipartite Graphs (cont.)Bipartite Graphs (cont.)

4 51 2 3V

A bipartite graph isA bipartite graph is 22--colorablecolorable: the vertices can be colored: the vertices can be colored
in two colors so that every edge has its vertices coloredin two colors so that every edge has its vertices colored
differentlydifferently
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Matching in a GraphMatching in a Graph

4 51 2 3V

AA matchingmatching in a graph is a subset of its edges with the propertyin a graph is a subset of its edges with the property
that no two edges share a vertexthat no two edges share a vertex

a matching
in this graph
M = {(4,8), (5,9)}
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109876U

AA maximummaximum (or(or maximum cardinalitymaximum cardinality)) matchingmatching is a matchingis a matching
with the largest number of edgeswith the largest number of edges
•• always existsalways exists
•• not always uniquenot always unique
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Free Vertices and Maximum MatchingFree Vertices and Maximum Matching

4 5

109876

1 2 3V

U

A matching
in this graph (M)

A matched
vertex

A free
vertex
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109876U

For a given matching M, aFor a given matching M, a vertex is calledvertex is called freefree (or(or unmatchedunmatched) if) if
it is not an endpoint of any edge in M; otherwise, a vertex is saidit is not an endpoint of any edge in M; otherwise, a vertex is said
to beto be matchedmatched
•• If every vertex isIf every vertex is matchedmatched, then M is a maximum matching, then M is a maximum matching

•• If there areIf there are unmatchedunmatched oror freefree vertices, then M may be able to be improvedvertices, then M may be able to be improved

•• We can immediately increase a matching by adding an edge connecting twoWe can immediately increase a matching by adding an edge connecting two
free vertices (e.g., (1,6) above)free vertices (e.g., (1,6) above)
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Augmenting Paths and AugmentationAugmenting Paths and Augmentation

AnAn augmenting pathaugmenting path for a matching M is a path from a free vertexfor a matching M is a path from a free vertex
in V to a free vertex in U whose edges alternate between edgesin V to a free vertex in U whose edges alternate between edges
not in M and edges in Mnot in M and edges in M

 The length of an augmenting path is always oddThe length of an augmenting path is always odd
 Adding to M the odd numbered path edges and deleting from it the evenAdding to M the odd numbered path edges and deleting from it the even

numbered path edges increases the matching size by 1 (numbered path edges increases the matching size by 1 (augmentationaugmentation))
 OneOne--edge path between two free vertices is special case of augmenting pathedge path between two free vertices is special case of augmenting path
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Augmenting Paths (another example)Augmenting Paths (another example)
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4 5
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109876U

Augmentation along
3, 8, 4, 9, 5, 10

109876U

•• Matching on the right is maximum (Matching on the right is maximum (perfectperfect matching)matching)

•• TheoremTheorem A matching M is maximum if and only if there existsA matching M is maximum if and only if there exists
no augmenting path with respect to Mno augmenting path with respect to M
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Augmenting Path Method (template)Augmenting Path Method (template)

 Start with some initial matchingStart with some initial matching
•• e.g., the empty sete.g., the empty set

 Find an augmenting path and augment the currentFind an augmenting path and augment the current
matching along that pathmatching along that path
•• e.g., using breadthe.g., using breadth--first search like methodfirst search like method

 When no augmenting path can be found, terminate andWhen no augmenting path can be found, terminate and
return the last matching, which is maximumreturn the last matching, which is maximum
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BFSBFS--based Augmenting Path Algorithmbased Augmenting Path Algorithm

 Initialize queue Q with all free vertices in one of the sets (say V)Initialize queue Q with all free vertices in one of the sets (say V)

 While Q is not empty, delete front vertexWhile Q is not empty, delete front vertex ww and label everyand label every
unlabeled vertexunlabeled vertex uu adjacent toadjacent to ww as follows:as follows:
Case 1 (Case 1 (ww is in V)is in V)

IfIf uu is free, augment the matching along the path ending atis free, augment the matching along the path ending at uu
by moving backwards until a free vertex in V is reached.by moving backwards until a free vertex in V is reached.
After that, erase all labels and reinitialize Q with all theAfter that, erase all labels and reinitialize Q with all the
vertices in V that are still freevertices in V that are still free
IfIf uu is matched (not withis matched (not with ww), label), label uu withwith ww and enqueueand enqueue uu

Case 2 (Case 2 (ww is in U)  Label its matching mateis in U)  Label its matching mate vv withwith ww andand
enqueueenqueue vv

 After Q becomes empty, return the last matching, which isAfter Q becomes empty, return the last matching, which is
maximummaximum
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Example (revisited)Example (revisited)

4 51 2 3V 4 51 2 3V

Initial Graph Resulting Graph
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109876U 109876U

Queue: 1 2 3

1

Queue: 1 2 3 Augment
from 6

Each vertex is labeled with the vertex it was reached from.  Queue deletions are
indicated by arrows.  The free vertex found in U is shaded and labeled for clarity;
the new matching obtained by the augmentation is shown on the next slide.
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Example (cont.)Example (cont.)

4 51 2 3V 4 51 2 3V

Initial Graph Resulting Graph
86
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Queue: 2 3

2

Queue: 2 3 6 8 1 4 Augment
from 7

31
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Example (cont.)Example (cont.)

4 51 2 3V 4 51 2 3V

Initial Graph Resulting Graph
86
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Queue: 3 Queue: 3 6 8 2 4 9 Augment
from 10

3 3 4 4
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Example: maximum matching foundExample: maximum matching found

4 5

109876

1 2 3V
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 This matching is maximum since there are no remainingThis matching is maximum since there are no remaining
free vertices in V (the queue is empty)free vertices in V (the queue is empty)

 Note that this matching differs from the maximumNote that this matching differs from the maximum
matching found earliermatching found earlier

maximum
matching

109876U
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Notes on Maximum Matching AlgorithmNotes on Maximum Matching Algorithm

 Each iteration (except the last) matches two free vertices (oneEach iteration (except the last) matches two free vertices (one
each from V and U).  Therefore, the number of iterationseach from V and U).  Therefore, the number of iterations
cannot exceedcannot exceed nn/2/2 + 1, where+ 1, where nn is the  number of vertices inis the  number of vertices in
the graph.  The time spent on each iteration is in O(the graph.  The time spent on each iteration is in O(n+mn+m),),
wherewhere mm is the number of edges in the graph.  Hence, the timeis the number of edges in the graph.  Hence, the time
efficiency is in O(efficiency is in O(nn((nn++mm))))

 This can be improved to O(sqrt(This can be improved to O(sqrt(nn)()(nn++mm)) by combining)) by combining
multiple iterations to maximize the number of edges added tomultiple iterations to maximize the number of edges added to
matching M in each searchmatching M in each search

 Finding a maximum matching in an arbitrary graph is muchFinding a maximum matching in an arbitrary graph is much
more difficult, but the problem was solved in 1965 by Jackmore difficult, but the problem was solved in 1965 by Jack
EdmondsEdmonds
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more difficult, but the problem was solved in 1965 by Jackmore difficult, but the problem was solved in 1965 by Jack
EdmondsEdmonds
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Conversion to MaxConversion to Max--Flow ProblemFlow Problem

V

s

4 51 2 3

1

1
1 1 1 1

1
1

1

1

1 1 1 1 1
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 Add a source and a sink, direct edges (with unit capacity)Add a source and a sink, direct edges (with unit capacity)
from the source to the vertices of V and from the verticesfrom the source to the vertices of V and from the vertices
of U to the sinkof U to the sink

 Direct all edges from V to U with unit capacityDirect all edges from V to U with unit capacity

U

t

109876

1 1 1
1

1
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Stable Marriage ProblemStable Marriage Problem

There is a set Y = {There is a set Y = {mm11,…,,…,mmnn} of} of nn men and a set X = {men and a set X = {ww11,…,,…,wwnn} of} of
nn women.  Each man has a ranking list of the women, andwomen.  Each man has a ranking list of the women, and
each woman has a ranking list of the men (with no ties in theseeach woman has a ranking list of the men (with no ties in these
lists).lists).

AA marriage matchingmarriage matching MM is a set ofis a set of nn pairs (pairs (mmii, w, wjj))..
A pair (A pair (m, wm, w)) is said to be ais said to be a blocking pairblocking pair for matching M if manfor matching M if man

mm and womanand woman ww are not matched in M but prefer each otherare not matched in M but prefer each other
to their mates in M.to their mates in M.

A marriage matching MA marriage matching M is calledis called stablestable if there is no blockingif there is no blocking
pair for it; otherwise, it’s calledpair for it; otherwise, it’s called unstableunstable..

TheThe stable marriage problemstable marriage problem is to find a stable marriageis to find a stable marriage
matching for men’s and women’s given preferences.matching for men’s and women’s given preferences.
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Instance of the Stable Marriage ProblemInstance of the Stable Marriage Problem

An instance of the stable marriage problem can be specified either by two setsAn instance of the stable marriage problem can be specified either by two sets
of preference lists or by a ranking matrix, as in the example below.of preference lists or by a ranking matrix, as in the example below.

men’s preferencesmen’s preferences women’s preferenceswomen’s preferences
11stst 22ndnd 33rdrd 11stst 22ndnd 33rdrd

Bob: Lea  Ann  SueBob: Lea  Ann  Sue Ann: Jim  Tom  BobAnn: Jim  Tom  Bob
Jim:  Lea  Sue  Ann               Lea:  Tom  Bob  JimJim:  Lea  Sue  Ann               Lea:  Tom  Bob  Jim
Tom:  Sue Lea  Ann                Sue:  Jim  Tom  BobTom:  Sue Lea  Ann                Sue:  Jim  Tom  Bob

ranking matrixranking matrix
Ann  Lea  SueAnn  Lea  Sue

Bob  2,3   1,2   3,3Bob  2,3   1,2   3,3
JimJim 3,13,1 1,3   2,11,3   2,1

Tom  3,2   2,1   1,2Tom  3,2   2,1   1,2
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An instance of the stable marriage problem can be specified either by two setsAn instance of the stable marriage problem can be specified either by two sets
of preference lists or by a ranking matrix, as in the example below.of preference lists or by a ranking matrix, as in the example below.

men’s preferencesmen’s preferences women’s preferenceswomen’s preferences
11stst 22ndnd 33rdrd 11stst 22ndnd 33rdrd

Bob: Lea  Ann  SueBob: Lea  Ann  Sue Ann: Jim  Tom  BobAnn: Jim  Tom  Bob
Jim:  Lea  Sue  Ann               Lea:  Tom  Bob  JimJim:  Lea  Sue  Ann               Lea:  Tom  Bob  Jim
Tom:  Sue Lea  Ann                Sue:  Jim  Tom  BobTom:  Sue Lea  Ann                Sue:  Jim  Tom  Bob

ranking matrixranking matrix
Ann  Lea  SueAnn  Lea  Sue

Bob  2,3   1,2   3,3Bob  2,3   1,2   3,3
JimJim 3,13,1 1,3   2,11,3   2,1

Tom  3,2   2,1   1,2Tom  3,2   2,1   1,2

{(Bob, Ann)  (Jim, Lea)  (Tom, Sue)} is unstable{(Bob, Ann)  (Jim, Lea)  (Tom, Sue)} is unstable

{(Bob, Ann)  (Jim, Sue)  (Tom, Lea)} is stable{(Bob, Ann)  (Jim, Sue)  (Tom, Lea)} is stable
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Stable Marriage Algorithm (GaleStable Marriage Algorithm (Gale--Shapley)Shapley)

Step 0   Start with all the men and women being freeStep 0   Start with all the men and women being free

Step 1   While there are free men, arbitrarily select one of themStep 1   While there are free men, arbitrarily select one of them
and do the following:and do the following:
ProposalProposal The selected free manThe selected free man mm proposes toproposes to ww, the, the
next woman on his preference listnext woman on his preference list
ResponseResponse IfIf ww is free, she accepts the proposal to beis free, she accepts the proposal to be
matched withmatched with mm.  If she is not free, she compares.  If she is not free, she compares mm withwith
her current mate.  If she prefersher current mate.  If she prefers mm to him, she acceptsto him, she accepts
mm’s proposal, making her former mate free; otherwise,’s proposal, making her former mate free; otherwise,
she simply rejectsshe simply rejects mm’s proposal, leaving’s proposal, leaving mm freefree

Step 2   Return the set ofStep 2   Return the set of nn matched pairsmatched pairs
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ExampleExample

Free men:Free men:
Bob, Jim, TomBob, Jim, Tom

AnnAnn LeaLea SueSue

BobBob 2,32,3 1,21,2 3,33,3

JimJim 3,13,1 1,31,3 2,12,1

TomTom 3,23,2 2,12,1 1,21,2

Bob proposed to LeaBob proposed to Lea
Lea acceptedLea accepted
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AnnAnn LeaLea SueSue

BobBob 2,32,3 1,21,2 3,33,3

JimJim 3,13,1 1,31,3 2,12,1

TomTom 3,23,2 2,12,1 1,21,2

Jim proposed to LeaJim proposed to Lea
Lea rejectedLea rejected

Free men:Free men:
Jim, TomJim, Tom
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Example (cont.)Example (cont.)

Free men:Free men:
Jim, TomJim, Tom

AnnAnn LeaLea SueSue

BobBob 2,32,3 1,21,2 3,33,3

JimJim 3,13,1 1,31,3 2,12,1

TomTom 3,23,2 2,12,1 1,21,2

Jim proposed to SueJim proposed to Sue
Sue acceptedSue accepted
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AnnAnn LeaLea SueSue

BobBob 2,32,3 1,21,2 3,33,3

JimJim 3,13,1 1,31,3 2,12,1

TomTom 3,23,2 2,12,1 1,21,2

Tom proposed to SueTom proposed to Sue
Sue rejectedSue rejected

Free men:Free men:
TomTom
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Example (cont.)Example (cont.)

Free men:Free men:
TomTom

AnnAnn LeaLea SueSue

BobBob 2,32,3 1,21,2 3,33,3

JimJim 3,13,1 1,31,3 2,12,1

TomTom 3,23,2 2,12,1 1,21,2

Tom proposed to LeaTom proposed to Lea
Lea replaced BobLea replaced Bob
with Tomwith Tom
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AnnAnn LeaLea SueSue

BobBob 2,32,3 1,21,2 3,33,3

JimJim 3,13,1 1,31,3 2,12,1

TomTom 3,23,2 2,12,1 1,21,2

Bob proposed to AnnBob proposed to Ann
Ann acceptedAnn accepted

Free men:Free men:
BobBob
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Analysis of the GaleAnalysis of the Gale--Shapley AlgorithmShapley Algorithm

 The algorithm terminates after no more thanThe algorithm terminates after no more than nn22 iterations withiterations with
a stable marriage outputa stable marriage output

 The stable matching produced by the algorithm is alwaysThe stable matching produced by the algorithm is always
manman--optimaloptimal: each man gets the highest rank woman on his list: each man gets the highest rank woman on his list
under any stable marriage.  One can obtain theunder any stable marriage.  One can obtain the womanwoman--
optimaloptimal matching by making women propose to menmatching by making women propose to men

 A man (woman) optimal matching is unique for a given set ofA man (woman) optimal matching is unique for a given set of
participant preferencesparticipant preferences

 The stable marriage problem has practical applications suchThe stable marriage problem has practical applications such
as matching medicalas matching medical--school graduates with hospitals forschool graduates with hospitals for
residency trainingresidency training
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participant preferencesparticipant preferences

 The stable marriage problem has practical applications suchThe stable marriage problem has practical applications such
as matching medicalas matching medical--school graduates with hospitals forschool graduates with hospitals for
residency trainingresidency training

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



12-1Copyright © 2007 Pearson Addison-Wesley. All rights reserved. A. Levitin “Introduction to the Design & Analysis of Algorithms,” 2nd ed., Ch. 12

Tackling Difficult Combinatorial ProblemsTackling Difficult Combinatorial Problems

There are two principal approaches to tackling difficult There are two principal approaches to tackling difficult 
combinatorial problems (NP-hard problems):combinatorial problems (NP-hard problems):

 Use a strategy that guarantees solving the problem exactly Use a strategy that guarantees solving the problem exactly 
but doesn’t guarantee to find a solution in polynomial timebut doesn’t guarantee to find a solution in polynomial time

 Use an approximation algorithm that can find an Use an approximation algorithm that can find an 
approximate (sub-optimal) solution in polynomial timeapproximate (sub-optimal) solution in polynomial time
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Exact Solution StrategiesExact Solution Strategies
 exhaustive searchexhaustive search (brute force) (brute force)

• useful only for small instancesuseful only for small instances

 dynamic programmingdynamic programming

• applicable to some problems (e.g., the knapsack problem)applicable to some problems (e.g., the knapsack problem)

 backtrackingbacktracking

• eliminates some unnecessary cases from considerationeliminates some unnecessary cases from consideration

• yields solutions in reasonable time for many instances but worst case is yields solutions in reasonable time for many instances but worst case is 
still exponentialstill exponential

 branch-and-boundbranch-and-bound

• further refines the backtracking idea for optimization problemsfurther refines the backtracking idea for optimization problems
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BacktrackingBacktracking

 Construct the Construct the state-space treestate-space tree

• nodes:  partial solutionsnodes:  partial solutions

• edges: choices in extending partial solutionsedges: choices in extending partial solutions

 Explore the state space tree using depth-first searchExplore the state space tree using depth-first search

 ““Prune” Prune” nonpromising nodesnonpromising nodes

• dfs stops exploring subtrees rooted at nodes that cannot dfs stops exploring subtrees rooted at nodes that cannot 
lead to a solution and backtracks to such a node’s lead to a solution and backtracks to such a node’s 
parent to continue the searchparent to continue the search
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Example:  Example:  nn-Queens Problem-Queens Problem

Place Place n n queens on an queens on an n-n-byby-n-n chess board so that no two of them  chess board so that no two of them 
are in the same row, column, or diagonalare in the same row, column, or diagonal

1 2 3 4

1

2

3

4

queen 1

queen 2

queen 3

queen 4
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State-Space Tree of the 4-Queens ProblemState-Space Tree of the 4-Queens Problemwww.rejinpaul.com
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Example: Hamiltonian Circuit ProblemExample: Hamiltonian Circuit Problem

d

a b

e

c f

0

0

05

11 5

3

38

3

with 3

with 5

with 6

w/o 3

w/o 5

w/o 6 with 6 w/o 6

w/o 5 with 5

X X X X

X

14+7>15 3+7<15 11+7>14 5+7<15

0+13<15
with 6

X
9+7>15

14 98

8

w/o 7

w/o 6

X
8<15

solution

with 7

15
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Branch-and-BoundBranch-and-Bound

 An enhancement of backtrackingAn enhancement of backtracking

 Applicable to optimization problems Applicable to optimization problems 

 For each node (partial solution) of a state-space tree, For each node (partial solution) of a state-space tree, 
computes a bound on the value of the objective function for computes a bound on the value of the objective function for 
all descendants  of the node (extensions of the partial all descendants  of the node (extensions of the partial 
solution)solution)

 Uses the bound for:Uses the bound for:
• ruling out certain nodes as “nonpromising” to prune the ruling out certain nodes as “nonpromising” to prune the 

tree – if a node’s bound is not better than the best tree – if a node’s bound is not better than the best 
solution seen so farsolution seen so far

• guiding the search through state-spaceguiding the search through state-space
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Select one element in each row of the cost matrix Select one element in each row of the cost matrix CC so that:  so that: 
•  no two selected elements are in the same columnno two selected elements are in the same column
•  the sum is minimizedthe sum is minimized

ExampleExample
 Job 1  Job 2  Job 3 Job 4

         Person a      9      2      7     8
         Person b      6      4      3     7
         Person c      5      8      1     8
         Person d      7      6      9     4

Lower boundLower bound: Any solution to this problem will have total cost: Any solution to this problem will have total cost
                         at least: 2 + 3 + 1 + 4 (or 5 + 2 + 1 + 4)                         at least: 2 + 3 + 1 + 4 (or 5 + 2 + 1 + 4)

Example: Assignment ProblemExample: Assignment Problem
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Example: First two levels of the state-space treeExample: First two levels of the state-space treewww.rejinpaul.com
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Example (cont.)Example (cont.)
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Example: Complete state-space treeExample: Complete state-space tree
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Example: Traveling Salesman ProblemExample: Traveling Salesman Problem
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Approximation ApproachApproximation Approach

Apply a fast (i.e., a polynomial-time) approximation algorithm Apply a fast (i.e., a polynomial-time) approximation algorithm 
to get  a solution that is not necessarily optimal but hopefully to get  a solution that is not necessarily optimal but hopefully 
close to it close to it 
  
Accuracy measures: Accuracy measures: 
accuracy ratioaccuracy ratio of an approximate solution  of an approximate solution ssaa  

    rr((ssaa) = f() = f(ssaa) / f() / f(ss*)  for minimization problems*)  for minimization problems

  rr((ssaa) = f() = f(ss*) / f(*) / f(ssaa)  for maximization problems)  for maximization problems

where  f(where  f(ssaa) and  f() and  f(ss*) are values of the objective function f  for  *) are values of the objective function f  for  
the approximate solution the approximate solution ssaa  and actual optimal solution and actual optimal solution ss**

performance ratioperformance ratio of the algorithm A of the algorithm A  
                          the lowest upper bound of the lowest upper bound of rr((ssaa) on all instances) on all instances

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



12-14Copyright © 2007 Pearson Addison-Wesley. All rights reserved. A. Levitin “Introduction to the Design & Analysis of Algorithms,” 2nd ed., Ch. 12

Nearest-Neighbor Algorithm for TSPNearest-Neighbor Algorithm for TSPStarting at some city, always go to the nearest unvisited city, Starting at some city, always go to the nearest unvisited city, 
and, after visiting all the cities, return to the starting oneand, after visiting all the cities, return to the starting one

                    AA BB

                    DD CC

Note: Nearest-neighbor tour may depend on the starting cityNote: Nearest-neighbor tour may depend on the starting city

Accuracy:  RAccuracy:  RA A = = ∞∞ (un (unbounded above) – make the length of ADbounded above) – make the length of AD

                    arbitrarily large in the above example                    arbitrarily large in the above example

  

1

6 2
3 3

1

ssa a :  A – B – C – D – A of length 10:  A – B – C – D – A of length 10

ss* * :  A – B – D – C – A of length 8:  A – B – D – C – A of length 8
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  Multifragment-Heuristic AlgorithmMultifragment-Heuristic Algorithm  
Stage 1: Sort the edges in nondecreasing order of weights. Stage 1: Sort the edges in nondecreasing order of weights. 

Initialize the set of tour edges to be constructed to Initialize the set of tour edges to be constructed to 
empty setempty set

Stage 2: Add next edge on the sorted list to the tour, skippingStage 2: Add next edge on the sorted list to the tour, skipping
those whose addition would’ve created a vertex ofthose whose addition would’ve created a vertex of
degree 3 or a cycle of length less than degree 3 or a cycle of length less than nn.   Repeat.   Repeat
this step until a tour of length this step until a tour of length n n is obtainedis obtained

Note:   RNote:   RA A = = ∞∞, but this algorithm tends to produce better tours , but this algorithm tends to produce better tours 

           than the nearest-neighbor algorithm            than the nearest-neighbor algorithm 
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Twice-Around-the-Tree AlgorithmTwice-Around-the-Tree Algorithm  
Stage 1: Construct a minimum spanning tree of the graph Stage 1: Construct a minimum spanning tree of the graph 
               (e.g., by Prim’s or Kruskal’s algorithm)               (e.g., by Prim’s or Kruskal’s algorithm)

Stage 2: Starting at an arbitrary vertex, create a path that goesStage 2: Starting at an arbitrary vertex, create a path that goes
               twice around the tree and returns to the same vertex               twice around the tree and returns to the same vertex

Stage 3: Create a tour from the circuit constructed in Stage 2 byStage 3: Create a tour from the circuit constructed in Stage 2 by
               making shortcuts to avoid visiting intermediate vertices               making shortcuts to avoid visiting intermediate vertices
               more than once               more than once

Note:   RNote:   RA A = = ∞∞ for general instances, but this algorithm tends to for general instances, but this algorithm tends to

             produce better tours than the nearest-neighbor algorithm              produce better tours than the nearest-neighbor algorithm 
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ExampleExample
a

db

e

4

12

7

8

9 9

c

6 10

8 11

a

db

e

c

Walk:  a – b – c – b – d – e – d – b – a           Tour:  a – b – c – d – e – aWalk:  a – b – c – b – d – e – d – b – a           Tour:  a – b – c – d – e – a 
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Christofides AlgorithmChristofides Algorithm  
Stage 1: Construct a minimum spanning tree of the graph Stage 1: Construct a minimum spanning tree of the graph 

Stage 2: Add edges of a minimum-weight matching of all the oddStage 2: Add edges of a minimum-weight matching of all the odd
               vertices in the minimum spanning tree               vertices in the minimum spanning tree

Stage 3: Find an Eulerian circuit of the multigraph obtained inStage 3: Find an Eulerian circuit of the multigraph obtained in
               Stage 2               Stage 2

Stage 3: Create a tour from the path constructed in Stage 2 byStage 3: Create a tour from the path constructed in Stage 2 by
               making shortcuts to avoid visiting intermediate vertices               making shortcuts to avoid visiting intermediate vertices
               more than once               more than once

RRA A = = ∞∞  for general instances, but it tends to produce better  for general instances, but it tends to produce better
              tours than the twice-around-the-minimum-tree alg.               tours than the twice-around-the-minimum-tree alg. 

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



12-19Copyright © 2007 Pearson Addison-Wesley. All rights reserved. A. Levitin “Introduction to the Design & Analysis of Algorithms,” 2nd ed., Ch. 12

Example:Example:  Christofides AlgorithmChristofides Algorithm  a

db

e

4

12

7

8

9 9

c

6 10

8 11

a

db

e

4 7

8

c

6

114

a

db

e

7

c

6

114 9
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Euclidean InstancesEuclidean Instances  
TheoremTheorem   If    If P P ≠≠  NP, NP, there exists no approximation algorithmthere exists no approximation algorithm
                                      for TSP with a finite performance ratio.for TSP with a finite performance ratio.
DefinitionDefinition  An instance of TSP is called   An instance of TSP is called EuclideanEuclidean,  if its ,  if its 
                   distances satisfy two conditions:                   distances satisfy two conditions:
1.  1.  symmetrysymmetry  d[  d[ii, , jj] = d[] = d[jj, , ii]  for any pair of cities ]  for any pair of cities ii and  and jj
2.  2.  triangle inequality triangle inequality d[d[ii, , jj] ] ≤≤ d[ d[ii, , kk] + d[] + d[kk, , jj]  for any cities ]  for any cities ii, , jj, , kk

For Euclidean instancesFor Euclidean instances::
              approx. tour length / optimal tour length approx. tour length / optimal tour length ≤≤ 0.5( 0.5(⌈⌈loglog22 nn⌉⌉ + 1) + 1)

for nearest neighbor and multifragment heuristic;for nearest neighbor and multifragment heuristic;
              approx. tour length / optimal tour length approx. tour length / optimal tour length ≤≤   2      2     
for twice-around-the-tree;for twice-around-the-tree;
            approx. tour length / optimal tour length approx. tour length / optimal tour length ≤≤   1.5 1.5
  for Christofidesfor Christofides
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Local Search Heuristics for TSPLocal Search Heuristics for TSP
Start with some initial tour (e.g., nearest neighbor).  On each Start with some initial tour (e.g., nearest neighbor).  On each 
iteration, explore the current tour’s neighborhood by exchanging a iteration, explore the current tour’s neighborhood by exchanging a 
few edges in it.  If the new tour is shorter, make it the current few edges in it.  If the new tour is shorter, make it the current 
tour; otherwise consider another edge change.  If no change yields tour; otherwise consider another edge change.  If no change yields 
a shorter tour, the current tour is returned as the output.a shorter tour, the current tour is returned as the output.

Example of a 2-changeExample of a 2-change

C1 C2

C4 C3

C1 C2

C4 C3
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  Example of a 3-changeExample of a 3-change  

C1 C2

C5 C4

C3C6

C1 C2

C5 C4

C3C6

C1 C2

C5 C4

C3C6
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Empirical Data forEmpirical Data for  Euclidean InstancesEuclidean Instances  
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Greedy Algorithm for Knapsack ProblemGreedy Algorithm for Knapsack Problem

Step 1: Order the items in decreasing order of relative values:  Step 1: Order the items in decreasing order of relative values:  
                          vv11//ww11… …   vvnn//wwnn    

Step 2: Select the items in this order skipping those that don’t Step 2: Select the items in this order skipping those that don’t 
                          fit into the knapsackfit into the knapsack

Example: The knapsack’s capacity is 16Example: The knapsack’s capacity is 16
itemitem weightweight       value           v/w      value           v/w
    11     2    2         $40        $40    20   20
    22     5    5         $30        $30      6     6
    33   10  10         $50               5        $50               5
    44     5    5         $10               2        $10               2

AccuracyAccuracy
     RRAA is unbounded (e.g.,  is unbounded (e.g., nn = 2,   = 2,  CC =  = mm,  ,  ww11=1, =1, vv11=2, =2, ww22==mm, , vv22==mm))
     yields exact solutions for the continuous versionyields exact solutions for the continuous version
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Approximation Scheme for Knapsack ProblemApproximation Scheme for Knapsack Problem

Step 1: Order the items in decreasing order of relative values:  Step 1: Order the items in decreasing order of relative values:  
  vv11//ww11… …   vvnn//wwnn    

Step 2: For a given integer parameter Step 2: For a given integer parameter k, k, 0 0 ≤≤ k  k ≤≤ n,  n, generate allgenerate all
subsets of subsets of k k items or less and for each of those that fit theitems or less and for each of those that fit the
knapsack, add the remaining items in decreasingknapsack, add the remaining items in decreasing
order of their value to weight ratiosorder of their value to weight ratios

Step 3: Find the most valuable subset among the subsets Step 3: Find the most valuable subset among the subsets 
generated in Step 2 and return it as the algorithm’s generated in Step 2 and return it as the algorithm’s 
outputoutput

• Accuracy: f(Accuracy: f(ss*) / f(*) / f(ssaa) ) ≤≤ 1 + 1/ 1 + 1/k k  for any instance of size  for any instance of size nn
• Time efficiency:  O(Time efficiency:  O(knknk+k+11))
• There are There are fully polynomial schemesfully polynomial schemes: algorithms with : algorithms with 

polynomial running time as functions of both polynomial running time as functions of both n n and and kk
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Bin Packing Problem: First-Fit AlgorithmBin Packing Problem: First-Fit Algorithm

First-Fit First-Fit ((FFFF) Algorithm) Algorithm:  Consider the items in the order given :  Consider the items in the order given 
and place each item in the first available bin with enough room and place each item in the first available bin with enough room 
for it; if there are no such bins, start a new onefor it; if there are no such bins, start a new one

Example:  Example:  n n = 4,  = 4,  ss11 = 0.4,   = 0.4,  ss22 = 0.2,   = 0.2,  ss33 = 0.6,   = 0.6,  ss44 = 0.7 = 0.7

AccuracyAccuracy
     Number of extra bins never exceeds optimal by more thanNumber of extra bins never exceeds optimal by more than
     70% (i.e., R     70% (i.e., RA A ≤≤ 1.7)  1.7) 

     Empirical average-case behavior is  much better.  (In one Empirical average-case behavior is  much better.  (In one 
     experiment with 128,000 bins, the relative error was found     experiment with 128,000 bins, the relative error was found
     to be no more than 2%.)      to be no more than 2%.) 
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Bin Packing: First-Fit Decreasing AlgorithmBin Packing: First-Fit Decreasing Algorithm

First-Fit Decreasing First-Fit Decreasing ((FFDFFD) ) AlgorithmAlgorithm:  Sort the items in :  Sort the items in 
decreasing order (i.e., from the largest to the smallest).  Then decreasing order (i.e., from the largest to the smallest).  Then 
proceed as above by placing an item in the first bin in which it proceed as above by placing an item in the first bin in which it 
fits and starting a new bin if there are no such binsfits and starting a new bin if there are no such bins

Example:  Example:  n n = 4,  = 4,  ss11 = 0.4,   = 0.4,  ss22 = 0.2,   = 0.2,  ss33 = 0.6,   = 0.6,  ss44 = 0.7 = 0.7

AccuracyAccuracy
     Number of extra bins never exceeds optimal by more thanNumber of extra bins never exceeds optimal by more than
     50% (i.e., R     50% (i.e., RA A ≤≤ 1.5)  1.5) 

     Empirical average-case behavior is much better, tooEmpirical average-case behavior is much better, too

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



12-28Copyright © 2007 Pearson Addison-Wesley. All rights reserved. A. Levitin “Introduction to the Design & Analysis of Algorithms,” 2nd ed., Ch. 12

Numerical AlgorithmsNumerical Algorithms

Numerical algorithmsNumerical algorithms concern with solving mathematical  concern with solving mathematical 
problems such asproblems such as

 evaluating functions (e.g., evaluating functions (e.g., x, ex, exx, ln x, sin , ln x, sin xx))
 solving nonlinear equationssolving nonlinear equations
 finding extrema of functionsfinding extrema of functions
 computing definite integralscomputing definite integrals

Most such problems are of “continuous” nature and can be Most such problems are of “continuous” nature and can be 
solved only approximatelysolved only approximately
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Principal Accuracy MetricsPrincipal Accuracy Metrics

 Absolute errorAbsolute error of approximation (of  of approximation (of ** by  by  ) )

  || -  - **||

 Relative errorRelative error of approximation (of  of approximation (of ** by  by  ) )

            || -  - **| / || / |**||

• undefined for undefined for ** = 0 = 0

• often quoted in %often quoted in %
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Two Types of ErrorsTwo Types of Errors
 truncation errorstruncation errors

• Taylor’s polynomial approximationTaylor’s polynomial approximation

eexx    1 +   1 + xx +  + xx22/2! + … + /2! + … + xxnn//nn!!

absolute error absolute error   MM | |xx||nn+1+1/(/(nn+1)!   where  +1)!   where  M = M = max max eet   t   for    0for    0  
  t t   xx

• composite trapezoidal rulecomposite trapezoidal rule

  ff((xx))dx dx  ( (hh/2) [/2) [ff((aa) + 2) + 211==i i ==n-n-11  ff((xxii) + ) + ff((bb)],  )],  h = h = ((bb -  - aa)/)/nn

absolute error absolute error  ( (b-a)hb-a)h22 M M22  / 12  where / 12  where MM22  = = max |max |ff((xx)|  for )|  for 
a a x x   bb

 round-off errorsround-off errors  

aa

bb
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Solving Quadratic EquationSolving Quadratic Equation

Quadratic equation Quadratic equation axax2 2  +  + bx + c = bx + c = 0 (0 (aa 0) 0)

xx1,2 1,2  = (- = (-bb    DD)/2)/2aa   where    where D = bD = b2 2 - 4- 4acac

Problems:Problems:
 computing square rootcomputing square root

        use Newton’s method: use Newton’s method: xxnn+1+1    = 0.5(= 0.5(xxn n + D+ D//xxnn))

 subtractive cancellationsubtractive cancellation

        use alternative formulas (see p. 411)use alternative formulas (see p. 411)

        use double precision for use double precision for D = bD = b2 2 - 4- 4acac

 other problems (overflow, etc.)other problems (overflow, etc.)
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Notes on Solving Nonlinear EquationsNotes on Solving Nonlinear Equations
 There exist no formulas with arithmetic ops. and root extractions for There exist no formulas with arithmetic ops. and root extractions for 

roots of polynomialsroots of polynomials

  aannxxnn   +  + aan-n-11xxn-n-11  ... + a... + a00 =  = 0  of degree 0  of degree nn 5 5

 Although there exist special methods for approximating roots of Although there exist special methods for approximating roots of 
polynomials, one can also use general methods forpolynomials, one can also use general methods for

  ff((xx) = 0) = 0

 Nonlinear equation Nonlinear equation ff((xx) = 0 can have one, many, infinitely many, and ) = 0 can have one, many, infinitely many, and 
no roots at allno roots at all

 Useful:Useful:
• sketch graph of  sketch graph of  ff((xx) ) 
• separate rootsseparate roots
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Three Classic MethodsThree Classic Methods

Three classic methods for solving nonlinear equationThree classic methods for solving nonlinear equation

ff((xx) = 0 ) = 0 

in one unknown:in one unknown:

 bisection methodbisection method

 method of false position (regula falsi)method of false position (regula falsi)

 Newton’s methodNewton’s method
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Bisection MethodBisection Method

Based onBased on
 Theorem: If Theorem: If ff((xx) is continuous on ) is continuous on aaxx  bb and  and ff((aa) and ) and ff((bb) ) 

have opposite signs, then have opposite signs, then ff((xx) = 0 has a root on ) = 0 has a root on a a < < xx <  < bb  
 binary search idea binary search idea 

Approximations Approximations xxnn  are middle points of shrinking segmentsare middle points of shrinking segments

 ||xxnn  - - xx**| |  ( (bb -  - aa)/2)/2nn

 xxnn always converges to root  always converges to root xx** but slower compared to others  but slower compared to others 

a b

f(x)

x
x 1
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Example of Bisection Method ApplicationExample of Bisection Method Application

Find the root of  Find the root of  

xx³ - ³ - xx - 1=0  - 1=0 

with the absolute error not larger than 0.01with the absolute error not larger than 0.01

f(x) = x  - x -1

x20

y

3

..
nn aann bbnn   xxnn ff((xxnn))

11 0.0-0.0- 2.0+2.0+ 1.01.0 -1.0-1.0

22 1.0-1.0- 2.0+2.0+ 1.51.5   0.8750.875

33 1.0-1.0- 1.5+1.5+ 1.251.25 -0.296875-0.296875

44

55

66

77

88 1.3125-1.3125- 1.328125+1.328125+ 1.32031251.3203125 -0.018711-0.018711

xx  ≈≈ 1.3203125 1.3203125
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Method of False PositionMethod of False Position

Similar to bisection method but uses Similar to bisection method but uses xx-intercept of line through-intercept of line through
((aa, , ff((aa)) and ()) and (bb, , ff((bb)) instead of middle point of [)) instead of middle point of [aa,,bb]]

Approximations Approximations xxnn  are computed by the formulaare computed by the formula
xxnn  = [= [aannff((bbnn) - ) - bbnnff((aann)] / [)] / [ff((bbnn) - ) - ff((aann)])]

  
 Normally Normally xxnn converges faster than bisection method sequence  converges faster than bisection method sequence 

but slower than Newton’s method sequencebut slower than Newton’s method sequence

x.

.

.
f(x)

an xn bn

.
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Newton’s Method Newton’s Method 

Very fast method in which Very fast method in which xxnn’s are ’s are xx-intercepts of tangent lines -intercepts of tangent lines 

to the graph of to the graph of ff((xx))

Approximations Approximations xxnn  are computed by the formulaare computed by the formula

xxnn+1 +1 = = xxnn    - - ff((xxnn) / ) / ff((xxnn) ) 

  

x

.

.

f(x  )

xnxn+1

.

n
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Notes on Newton’s Method Notes on Newton’s Method 

 Normally, approximations Normally, approximations xxnn converge to root very fast but  converge to root very fast but 

can diverge with a bad choice of initial approximation can diverge with a bad choice of initial approximation xx00

 Yields a very fast method for computing square rootsYields a very fast method for computing square roots

  xxnn+1+1    = 0.5(= 0.5(xxn n + D+ D//xxnn))

 Can be generalized to much more general equationsCan be generalized to much more general equations
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