
UNIT I SIGNALS AND SYSTEMS 

 
A signal is defined as any physical quantity that varies with time, space, or any other 

independent variable or variables. Mathematically, we describe a signal as a function of one 

or more independent variables. For example, the functions 

 

 

 

describe two signals, one that varies linearly with the independent variable / (time) and a 

second that varies quadratically with t. As another example, consider the function 

 

 

This function describes a signal of two independent variables x and v that could represent the 

two spatial coordinates in a plane. 

 

Basic Elements of a Digital Signal Processing System  

 
In analog signal processing, both the input signal and the output signal are in analog form as 

shown in the following figure: 

 Analog signal processing 

 

Digital signal processing provides an alternative method for processing the analog signal, as 

shown in figure 2. To perform the processing digitally, there is a need for an interface between 

the analog signal and the digital processor. This interface is called an analog-to-digital (A/D) 

converter. The output of the A/D converter is a digital signal that is appropriate as an input to 

the digital processor. 
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Figure 2    Block diagram of a digital signal processing system. 

 

 

In applications where the digital output from the digital signal processor is to e given to the 

user in analog form, such as in speech communications, we must provide another interface 

from the digital domain to the analog domain. Such an interface is called a digital-to –analog 

(D/A) converter. 

 
Advantages of Digital over Analog Signal Processing 

 

First, a digital programmable system allows flexibility in reconfiguring the digital signal 

processing operations simply by changing the program. Tolerances in analog circuit 

components make it extremely difficult for the system designer to control the accuracy of an 

analog signal processing system. On the other hand, a digital system provides much better 

control of accuracy requirements. Digital signals are easily stored on magnetic media (tape 

or disk) without deterioration or loss of signal fidelity beyond that introduced in the A/D 

conversion. As a consequence, the signals become transportable and can be processed off-

line in a remote laboratory. The digital signal processing method also allows for the im-

plementation of more sophisticated signal processing algorithms. It is usually very difficult 

to perform precise mathematical operations on signals in analog form but these same 

operations can be routinely implemented on a digital computer using software. In some cases 

a digital implementation of the signal processing system is cheaper than its analog 

counterpart. The lower cost may be due to the fact that the digital hardware is cheaper, or 

perhaps it is a result of the flexibility for modifications provided by the digital 

implementation. 
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The Concept Of Frequency In Continuous-Time And Discrete-Time Signals 

 
The concept of frequency is directly related to the concept of time. Actually, it has the 

dimension of inverse time. Thus we should expect that the nature of time (continuous or 

discrete) would affect the nature of the frequency accordingly. 

 

Continuous-Time Sinusoidal Signals 

 

A simple harmonic oscillation is mathematically described by the following continuous-time 

sinusoidal signal: 

 

The subscript a used with x(t) denotes an analog signal. This signal is completely 

characterized by three parameters: A is the amplitude of the sinusoid. Q is the frequency in 

radians per second (rad/s), and 6 is the phase in radians. Instead of Q., we often use the 

frequency F in cycles per second or hertz (Hz), where 

 

In terms of F. 

 

 

Example of analog sinusoidal signal 

 

The analog sinusoidal signal in (1.3.3) is characterized by the following prop-

erties: 
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Al. For every fixed value of the frequency F, xa(r) is periodic.  Indeed, it can easily be 

shown, using elementary trigonometry, that 

 

 

where Tp = 1/F is the fundamental period of the sinusoidal signal. 

 

A2. Continuous-time sinusoidal signals with distinct (different) frequencies are themselves 

distinct. 

 

A3. Increasing the frequency F results in an increase in the rate of oscillation of the signal, 

in the sense that more periods are included in a given time interval 

 

Discrete-Time Sinusoidal Signals 

A discrete-time sinusoidal signal may be expressed as 

 

where n is an integer variable, called the sample number. A is the amplitude of the sinusoid, 

w is the frequency in radians per sample, and 0 is the phase in radians. If instead of w we use 

the frequency variable f defined b 

 

 

Then, the frequency f has 

dimensions of cycles per sample. 
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Example of a discrete-time sinusoidal signal (𝜔 = π/6 and θ = π/3). 

 

In contrast to continuous-time sinusoids, the discrete-time sinusoids are characterized by the 

following properties: 

 

Bl. A discrete-time sinusoid is periodic only if its frequency f is a rational number. By 

definition, a discrete-time signal x(n) is periodic with period N(N > 0) if and only if 

 

The smallest value of N for which (1.3.10) is true is called the fundamental period. 

 

B2. Discrete-time sinusoids whose frequencies are separated by an integer multiple of In are 

identical. 

 

B3. The highest rate of oscillation in a discrete-time sinusoid is attained when 
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Sampling of Analog Signals 

 
In periodic or uniform sampling, the sampled signal is described by the relation 

where x(n) is the discrete-time signal obtained by "taking samples" of the analog signal xa{t) 

every T seconds. This procedure is illustrated in Fig. 1.16. The time interval T between 

successive samples is called the sampling period or sample interval and its reciprocal I/I = Fs 

is called the sampling rate (samples per second) or the sampling frequency (hertz) 
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The range of frequency variable F• 

 

However, the situation is different for discrete-time sinusoids 

 

 

The fundamental difference between continuous-time and discrete-time signals is in their 

range of values of the frequency variables F and f, or Q and w. Periodic sampling of a 

continuous-time signal implies a mapping of the infinite frequency range for the variable F 

(or Q) into a finite frequency range for the variable f (or w). 

 

Sampling Theorem 
 

If the highest frequency contained in an analog signal 𝑥𝑎(𝑡) is Fmax = B and the signal is 

sampled at a rate Fs > 2Fmax = 2B. then 𝑥𝑎(𝑡) can be exactly recovered from its sample 

values using the interpolation function 

The sampling rate 𝐹𝑁 = 2B = 2Fmax is called the Nyquist rate. 

 

Discrete-Time Signals 

 
A  discrete-time signal x(n) is a function of an inde pendent variable that is an integer. Some 

of the alternate representations of discrete-time signal are, 

 

1 . Functional representation, such as 

  

 

2. Tabular representation, such as 
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 3. Sequence representation 

     An infinite-duration signal or sequence with the time origin (n = 0) indicated by the          

symbol ↑ is represented as 

A sequence x(n), which is zero for n < 0. can be represented as 

The time origin for a sequence x(n), which is zero for n < 0. is understood to be the first 

(leftmost) point in the sequence. 

 

A finite-duration sequence can be represented as 

whereas a finite-duration sequence that satisfies the condition j(h) - 0 for n < 0 can be 

represented as 

 

 

 

Discrete-time systems 

 
A discrete-time system can be thought of as a transformation or operator that maps an input 

sequence {x[n]}  to an output sequence   {yk[n]}  

 
By placing various conditions on T(.) we can define different classes of systems. 

 

Basic System Properties  

 Systems with or without memory:  

 Invertibility  
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 Causality  

 Stability  

 Time invariance  

 Linearity  

 

Systems with or without memory: A system is said to be memoryless if the output for each 

value of the independent variable at aS given time n depends only on the input value at time 

n. For example system specified by the relationship  

y[n] = cos (x[n]) + 3  

is memoryless. A particularly simple memoryless system is the identity system defined by  

y[n] = x[n] 

In general we can write input-output relationship for memoryless system as  

y[n] = g(x[n])  

Not all systems are memoryless. A simple example of system with memory is a delay defined by  

y[n] = x[n-1] 

A system with memory retains or stores information about input values at times other than 

the current input value. 

 Invertibility: 

A system is said to be invertible if the input signal {x[n]} can be recovered from the output signal 

{yk[n]}. For this to be true two different input signals should produce two different outputs. If some 

different input signal produce same output signal then by processing output we can not say which input 

produced the output.  

Example of an invertible system is                    

then                                                                 

Example if a non-invertible system is                       

 

That is the system produces an all zero sequence for any input sequence. Since every input sequence 

gives all zero sequence, we can not find out which input produced the output.  

The system which produces the sequence {x[n]} from sequence {yk[n]} is called the inverse system. In 

communication system, decoder is an inverse of the encoder.  

Causality : A system is causal if the output at anytime depends only on values of the input 

at the present time and in the past.  

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



y[n] = f(x[n], x[n-1],...)  

All memoryless systems are causal. An accumulator system defined by  

 
is also causal. The system defined by  

 
is noncausal. For real time system where n actually denoted time causality is mportant. 

Causality is not an essential constraint in applications where n is not time, for example, 

image processing. If we are doing processing on recorded data, then also causality may not 

be required. 

Stability : There are several definitions for stability. Here we will consider bounded input 

bonded output (BIBO) stability. A system is said to be BIBO stable if every bounded input 

produces a bounded output. We say that a signal {x[n]} is bounded if  

|x[n]| < M < ∞    for all  n 

The moving average system  

 
is stable as y[n] is sum of finite numbers and so it is bounded. The accumulator system defined 

by  

 
is unstable. If we take {x[n]} = {u[n]}, the unit step then y[0] = 1, y[1] = 2, y[2] = 3,    are 

y[n] = n +1, n ≥ 0 so y[n]grows without bound. 

Time invariance : A system is said to be time invariant if the behavior and characteristics of the 

system do not change with time.Thus a system is said to be time invariant if a time delay or time 

advance in the input signal leads to identical delay or advance in the output signal. 

Mathematically if  

{y[n]} = T ({x[n]})  

then                                                            {y[n-n0]} = T({x[n-n0]})        for any n0 Let us consider 

the accumulator system  

 
If the input is now   {x1[n]} = {x[n-n0]} then the corresponding output is  
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The shifted output signal is given by  

 
The two expression look different, but infact they are equal. Let us change the index of 

summation by              l = k  - n0  in the first sum then we see that  

 
        

Hence,   {y[n]} = {y[n-n0]} and the system is time-invariant. As a second example consider the 

system defined by     y[n] = nx[n]  

if                                          

while               

and so the system is not time-invariant. It is time varying. We can also see this by giving a counter 

example. Suppose input is then output is all zero sequence. If the input is 

then output is which is definitely not a shifted version version of all zero sequence. 

Linearity : This is an important property of the system. We will see later that if we have system 

which is linear and time invariant then it has a very compact representation. A linear system 

possesses the important property of superposition: if an input consists of weighted sum of several 

signals, the nthe output is also weighted sum of the responses of the system to each of those input 

signals. Mathematically let be the response of the system to the input and let 

be the response of the system to the input. Then the system is linear if: Additivity: The response 

to is Homogeneity: The response to is , where is 

any real number if we are considering only real signals and is any complex number if we are 

considering complex valued signals. Continuity: Let us consider be 

countably infinite number of signals such that  

 

 

Let the corresponding output signals be denoted by and We say that 

system posseses the continuity property if the response of the system to the limiting input is 

limit of the responses.  
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The additivity and continuity properties can be replaced by requiring that system is additive for 

countably infinite number of signals i.e. response to 

        is      Most of the books 

do not mention the continuity property. They state only finite additivity and homogeneity. But 

from finite additivity we can not deduce countable additivity. This distinction becomes very 

important in continuous time systems. A system can be linear without being time invariant and it 

can be time invariant without being linear. If a system is linear, an all zero input sequence will 

produce a all zero output sequence. Let denote the all zero sequence, then. If 

then by homogeneity property or,   Consider the system defined 

by      

This system is not linear. This can be verified in several ways. If the input is all zero sequence 

, the output is not an all zero sequence. Although the defining equation is a linear equation is x and 

y the system is nonlinear. The output of this system can be represented as sum of a linear system 

and another signal equal to the zero input response. In this case the linear system is  

 

and the zero-input response is                    for all n  

 
Such systems correspond to the class of incrementally linear system. System is linear in term of 

differnce signal i.e if we define and. Then in terms of and 

the system is linear. 

 

Convolution 
Convolution is a mathematical operation on two functions f and g, producing a third function that 

is typically viewed as a modified version of one of the original functions. Convolution is similar 

to cross-correlation. 

 

Analysis of discrete time LTI systems - The Convolution Sum  
 Consider the DT system: 

 If the input signal is                    and the system has no energy at          , the output                     

              is called the impulse response of the system  

[ ] [ ]x n n 0n  [ ] [ ]y n h n
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                      is called the convolution representation of the system. A DT 

LTI system is completely described by its impulse response h[n] 

 

 

 

 

This particular summation is called the convolution sum 

 

The Convolution Sum for Noncausal Signals 

 

Suppose that we have two signals x[n] and v[n] that are not zero for negative times (noncausal 

signals). Then, their convolution is expressed by the two-sided series 

 

 

 

 

Example: Convolution of Two Rectangular Pulses 

 

Suppose that both x[n] and v[n] are equal to the rectangular pulse p[n] (causal signal) depicted 

below 

 

 Pulse p(n) 

The signal                   is equal to the pulse p[i] folded about the vertical axis. 

[ ] [ ] [ ]y n x n h n 

0

[ ] [ ] [ ]
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  Folded pulse 
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Properties of the Convolution Sum 

 

• Associativity  

 

  

• Commutativity  

 

 

• Distributivity w.r.t. addition 

 

  

 

• Shift property: define 
 

 

• Convolution with the unit impulse 

  

 

• Convolution with the shifted unit impulse 

 

  

 

Z-Transform 
 

The z-transform is the most general concept for the transformation of discrete-time series.  

The one-sided z-transform of a function x(n): 

 

  

 

 

[ ] ( [ ] [ ]) ( [ ] [ ]) [ ]x n v n w n x n v n w n    
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The two-sided z-transform of a function x(n): 

 

 

 

 

Relationship to Fourier Transform 

 

  

 

 

 

 

 

 

 

 

which is the Fourier transform of x(n).  

Region of Convergence 

 

The z-transform of x(n) can be viewed as the Fourier transform of x(n) multiplied by an 

exponential sequence r-n, and the z-transform may converge even when the Fourier transform does 

not. By redefining convergence, it is possible that the Fourier transform may converge when the 

z-transform does not. For the Fourier transform to converge, the sequence must have finite energy, 

or 

 

 

 

 

 

The power series for the z-transform is called a Laurent series: 

 

 

 

 

The Laurent series, and therefore the z-transform, represents an analytic function at every point 

inside the region of convergence, and therefore the z-transform and all its derivatives must be 

continuous functions of z inside the region of convergence. In general, the Laurent series will 

converge in an annular region of the z-plane. 

 

Inverse z-Transform 
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The inverse z-transform can be derived by using Cauchy’s integral theorem. Start with the z-

transform 

 

 

 

Multiply both sides by zk-1 and integrate with a contour integral for which the contour of 

integration encloses the origin and lies entirely within the region of convergence of X(z): 

 

 

 

 

 

 

 

 

 

Z-Transform Properties: 

 Linearity 

Notation 

 

Linearity 

 

The ROC of combined sequence may be larger than either ROC. This would happen if some 

pole/zero cancellation occurs. 

Time Shifting 

  

 

 

Here no is an integer. If it is positive the sequence is shifted right. If it is negative the sequence is 

shifted left 

Multiplication by Exponential 

  

 

 

If zo is a positive real number: z-plane shrinks or expands. If zo is a complex number with unit 

magnitude it rotates 

Differentiation 

 

 







n

nznxzX )()(

transform.-z inverse  theis)()(
2

1

2

1
)(

)(
2

1
)(

2

1

1

1

11

nxdzzzX
i

dzz
i

nx

dzznx
i

dzzzX
i

C

k

n C

kn

C n

kn

C

k









 

 





















    x

Z RROCzXnx                

       
21

              2121 xx

Z RRROCzbXzaXnbxnax 

    x

nZ

o RROCzXznnx o 


              

    xoo

Zn

o RzROCzzXnxz                /

 
 

x

Z RROC
dz

zdX
znnx                

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



 

Conjugation 

 

  

Time Reversal 

  

  

Convolution 

 

 

Convolution in time domain is multiplication in z-domain 

 

Linear & Circular Convolution 
 

The circular convolution of two aperiodic functions occurs when one of them is convolved in the 

normal way with a periodic extension of the other function. It occurs naturally in digital signal 

processing when DTFTs and inverse DTFTs are replaced by DFTs and inverse DFTs. 

 

Circular convolution (definition) 

 

 

 

 

 

Symbol for representing circular convolution:  or N . 

If the DFT of x1[n], x2[n], and x3[n] are X1[k], X2[k], and X3[k], respectively.  Time domain 

circular convolution implies frequency domain multiplication: 

 

 

Time domain multiplication implies frequency domain circular convolution (with 1/N amplitude 

reduction): 

 

 

 

Example: circular convolution of two rectangular pulses 
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N-point circular convolution of two sequences of length N. 

 

Correlation 
 

Autocorrelation is the cross-correlation of a signal with itself. Informally, it is the similarity 

between observations as a function of the time separation between them. It is a mathematical tool 

for finding repeating patterns, such as the presence of a periodic signal which has been buried 

under noise, or identifying the missing fundamental frequency in a signal implied by its harmonic 

frequencies. It is often used in signal processing for analyzing functions or series of values, such 

as time domain signals. In signal processing, cross-correlation is a measure of similarity of two 

waveforms as a function of a time-lag applied to one of them. This is also known as a sliding dot 

product or inner-product. 
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UNIT II FREQUENCY TRANSFORMATIONS 

 
In mathematics, the discrete Fourier transform (DFT) is a specific kind of Fourier transform, 

used in Fourier analysis. It transforms one function into another, which is called the frequency 

domain representation, or simply the DFT, of the original function (which is often a function 

in the time domain). But the DFT requires an input function that is discrete and whose non-

zero values have a limited (finite) duration. Such inputs are often created by sampling a 

continuous function, like a person's voice. Unlike the discrete-time Fourier transform (DTFT), 

it only evaluates enough frequency components to reconstruct the finite segment that was 

analyzed. Using the DFT implies that the finite segment that is analyzed is one period of an 

infinitely extended periodic signal; if this is not actually true, a window function has to be 

used to reduce the artifacts in the spectrum. For the same reason, the inverse DFT cannot 

reproduce the entire time domain, unless the input happens to be periodic (forever). Therefore 

it is often said that the DFT is a transform for Fourier analysis of finite-domain discrete-time 

functions. The sinusoidal basis functions of the decomposition have the same properties. 

The input to the DFT is a finite sequence of real or complex numbers (with more abstract 

generalizations discussed below), making the DFT ideal for processing information stored in 

computers. In particular, the DFT is widely employed in signal processing and related fields 

to analyze the frequencies contained in a sampled signal, to solve partial differential 

equations, and to perform other operations such as convolutions or multiplying large integers. 

A key enabling factor for these applications is the fact that the DFT can be computed 

efficiently in practice using a fast Fourier transform (FFT) algorithm. Analysis & Synthesis 

equations of DFT are, 
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Introduction to DFT 
 

Jean Baptiste Fourier showed that any signal or waveform could be made up just by adding 

together a series of pure tones (sine waves) with appropriate amplitude and phase. This is a 

rather startling theory, if you think about it. It means, for instance, that by simply turning on 

a number of sine wave generators we could sit back and enjoy a Beethoven symphony. 

Of course we would have to use a very large number of sine wave generators, and we would 

have to turn them on at the time of the Big Bang and leave them on until the heat death of the 

universe. 

Fourier's theorem assumes we add sine waves of infinite duration. 

 

 

The diagram shows how a square wave can be made up by adding together pure sine waves 

at the harmonics of the fundamental frequency. Any signal can be made up by adding together 

the correct sine waves with appropriate amplitude and phase. 

The Fourier transform is an equation to calculate the frequency, amplitude and phase of each 

sine wave needed to make up any given signal. 

 The Fourier Transform (FT) is a mathematical formula using integrals 

 The Discrete Fourier Transform (DFT) is a discrete numerical equivalent using sums 

instead of integrals 
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 The Fast Fourier Transform (FFT) is just a computationally fast way to calculate the DFT 

The Discrete Fourier Transform involves a summation: 

 

 

The DFT algorithm can be used to approximate the transform of a continuous time function, 

subject to the following limitations and difficulties.  

 The signal must be bandlimited, and the sampling rate must be sufficently high to avoid 

aliasing.  

 If it necessary to limit the length of the signal for computational purposes, the spectrum 

will be degraded somewhat by the leakage effect. Leakage is most severe when the simple 

rectangular window function is used.  

 Components lying between discrete frequency lines are subject to error in magnitude due 

to the "picket-fence" effect.  

 The magnitude level may be different from that of the continuous-time transform due to 

the variation in definitions.  

IDFT 

The inverse DFT (IDFT) transforms NN discrete-frequency samples to the same number of 

discrete-time samples. 

The IDFT has a form very similar to the DFT, 

         

and can thus also be computed efficiently using FFTs. 
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DFT and IDFT properties 

 

Linearity 

 
 

That is, the Fourier transform of a signal h(n) multiplied by a scalar is 

That is, the Fourier transform of a signal h(n) multiplied by a scalar is the Fourier transform 

of the signal, , multiplied by . Also, the Fourier transform of the sum of two signals, 

h(n) and g(n), is the sum of the Fourier transforms of both signals. 

Time Shift 

 

 

That is, if a signal is shifted by k, the discrete Fourier transform is phase shifted by .  

Frequency Shift 

 

Similarly, multiplying the signal by introduces a frequency shift of in the Fourier transform.  

Convolution 

 
Convolving two signals in the time domain results in a Fourier transform that is the 

multiplication of the Fourier transform of the two original signals. Similarly, multiplication 

of two signals in the time domain results in a convolution in the frequency domain.  

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



This is important later when g(n) is a windowing function.  

Real valued input 

if h(n) is real, as in most speech processing, is symmetric. Most useful.  

Similarly, if h(n) is even, i.e. h(n) = h(-n) then is real.  

Fourier transforms of real valued data can be done roughly twice as fast (only half the complex 

numbers are present) - look for realft in Numerical recipes.  

FFT Algorithms  

Decimation – in – time Algorithms, Decimation – in – frequency Algorithms 
 

There are several ways to calculate the Discrete Fourier Transform (DFT), such as solving 

simultaneous linear equations or the correlation method described in Chapter 8. The Fast 

Fourier Transform (FFT) is another method for calculating the DFT. While it produces the 

same result as the other approaches, it is incredibly more efficient, often reducing the 

computation time by hundreds. This is the same improvement as flying in a jet aircraft versus 

walking! If the FFT were not available, many of the techniques described in this book would 

not be practical. While the FFT only requires a few dozen lines of code, it is one of the most 

complicated algorithms in DSP. 

Basically, the computational problem for the DFT is to compute the sequence {X(k)} of N 

complex-valued numbers given another sequence of data {x(n)} of length N, according to the 

formula 

 

In general, the data sequence x(n) is also assumed to be complex valued. Similarly, The IDFT 

becomes 
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Since DFT and IDFT involve basically the same type of computations, our discussion of 

efficient computational algorithms for the DFT applies as well to the efficient computation of 

the IDFT. 

We observe that for each value of k, direct computation of X(k) involves N complex 

multiplications (4N real multiplications) and N-1 complex additions (4N-2 real additions). 

Consequently, to compute all N values of the DFT requires N 2 complex multiplications and 

N 2-N complex additions. 

Direct computation of the DFT is basically inefficient primarily because it does not exploit 

the symmetry and periodicity properties of the phase factor WN. In particular, these two 

properties are :  

 

The computationally efficient algorithms described in this sectio, known collectively as fast 

Fourier transform (FFT) algorithms, exploit these two basic properties of the phase factor. 

  

Radix-2 FFT Algorithms 

Let us consider the computation of the N = 2v point DFT by the divide-and conquer approach. 

We split the N-point data sequence into two N/2-point data sequences f1(n) and f2(n), 

corresponding to the even-numbered and odd-numbered samples of x(n), respectively, that is, 

 

Thus f1(n) and f2(n) are obtained by decimating x(n) by a factor of 2, and hence the resulting 

FFT algorithm is called a decimation-in-time algorithm. 

Now the N-point DFT can be expressed in terms of the DFT's of the decimated sequences as 

follows: 
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But WN
2 = WN/2. With this substitution, the equation can be expressed as 

 

where F1(k) and F2(k) are the N/2-point DFTs of the sequences f1(m) and f2(m), respectively. 

Since F1(k) and F2(k) are periodic, with period N/2, we have F1(k+N/2) = F1(k) and 

F2(k+N/2) = F2(k). In addition, the factor WNk+N/2 = -WNk. Hence the equation may be 

expressed as 

 

We observe that the direct computation of F1(k) requires (N/2)2 complex multiplications. The 

same applies to the computation of F2(k). Furthermore, there are N/2 additional complex 

multiplications required to compute WNkF2(k). Hence the computation of X(k) requires 

2(N/2)2 + N/2 = N 2/2 + N/2 complex multiplications. This first step results in a reduction of 

the number of multiplications from N 2 to N 2/2 + N/2, which is about a factor of 2 for N 

large. 
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By computing N/4-point DFTs, we would obtain the N/2-point DFTs F1(k) and F2(k) from the 

relations 

 

The decimation of the data sequence can be repeated again and again until the resulting 

sequences are reduced to one-point sequences. For N = 2v, this decimation can be performed 

v = log2N times. Thus the total number of complex multiplications is reduced to (N/2)log2N. 

The number of complex additions is Nlog2N. 

For illustrative purposes, Figure TC.3.2 depicts the computation of N = 8 point DFT. We 

observe that the computation is performed in tree stages, beginning with the computations of 
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four two-point DFTs, then two four-point DFTs, and finally, one eight-point DFT. The 

combination for the smaller DFTs to form the larger DFT is illustrated in Figure TC.3.3 for 

N = 8. 

 

Three stages in the computation of an N = 8-point DFT. 

   

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



 

Eight-point decimation-in-time FFT algorithm. 

   

 Basic butterfly computation in the decimation-in-time FFT algorithm. 
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An important observation is concerned with the order of the input data sequence after it is 

decimated (v-1) times. For example, if we consider the case where N = 8, we know that the 

first decimation yeilds the sequence x(0), x(2), x(4), x(6), x(1), x(3), x(5), x(7), and the second 

decimation results in the sequence x(0), x(4), x(2), x(6), x(1), x(5), x(3), x(7). This shuffling of 

the input data sequence has a well-defined order as can be ascertained from observing Figure 

TC.3.5, which illustrates the decimation of the eight-point sequence. 

  

Shuffling of the data and bit reversal. 

   

Another important radix-2 FFT algorithm, called the decimation-in-frequency algorithm, is 

obtained by using the divide-and-conquer approach. To derive the algorithm, we begin by 

splitting the DFT formula into two summations, one of which involves the sum over the first 

N/2 data points and the second sum involves the last N/2 data points. Thus we obtain 
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Now, let us split (decimate) X(k) into the even- and odd-numbered samples. Thus we obtain 

 

where we have used the fact that WN
2 = WN/2 

The computational procedure above can be repeated through decimation of the N/2-point 

DFTs X(2k) and X(2k+1). The entire process involves v = log2N stages of decimation, where 

each stage involves N/2 butterflies of the type shown in Figure TC.3.7. Consequently, the 

computation of the N-point DFT via the decimation-in-frequency FFT requires (N/2)log2N 

complex multiplications and Nlog2N complex additions, just as in the decimation-in-time 

algorithm. For illustrative purposes, the eight-point decimation-in-frequency algorithm is 

given in Figure TC.3.8. 
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First stage of the decimation-in-frequency FFT algorithm. 

 

Basic butterfly computation in the decimation-in-frequency. 
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 N = 8-piont decimation-in-frequency FFT algorithm. 

  

We observe from Figure  that the input data x(n) occurs in natural order, but the output DFT 

occurs in bit-reversed order. We also note that the computations are performed in place. 

However, it is possible to reconfigure the decimation-in-frequency algorithm so that the input 

sequence occurs in bit-reversed order while the output DFT occurs in normal order. 

Furthermore, if we abandon the requirement that the computations be done in place, it is also 

possible to have both the input data and the output DFT in normal order. 
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Radix-4 FFT Algorithm 

When the number of data points N in the DFT is a power of 4 (i.e., N = 4v), we can, of course, 

always use a radix-2 algorithm for the computation. However, for this case, it is more efficient 

computationally to employ a radix-r FFT algorithm. 

Let us begin by describing a radix-4 decimation-in-time FFT algorithm briefly. We split or 

decimate the N-point input sequence into four subsequences, x(4n), x(4n+1), x(4n+2), 

x(4n+3), n = 0, 1, ... , N/4-1.  

 

Thus the four N/4-point DFTs F(l, q)obtained from the above equation are combined to yield 

the N-point DFT. The expression for combining the N/4-point DFTs defines a radix-4 

decimation-in-time butterfly, which can be expressed in matrix form as  

 

The radix-4 butterfly is depicted in Figure TC.3.9a and in a more compact form in Figure 

TC.3.9b. Note that each butterfly involves three complex multiplications, since WN0 = 1, and 

12 complex additions. 
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 Basic butterfly computation in a radix-4 FFT algorithm. 

 By performing the additions in two steps, it is possible to reduce the number of additions 

per butterfly from 12 to 8. This can be accomplished ty expressing the matrix of the linear 

transformation mentioned previously as a product of two matrices as follows: 

 

  

Sixteen-point radix-4 decimation-in-time algorithm with input in normal order and output in digit-

reversed order 
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A 16-point, radix-4 decimation-in-frequency FFT algorithm is shown in Figure TC.3.11. Its 

input is in normal order and its output is in digit-reversed order. It has exactly the same 

computational complexity as the decimation-in-time radex-4 FFT algorithm. 

 

 Sixteen-point, radix-4 decimation-in-frequency algorithm with input in normal order and output 

in digit-reversed order. 

 For illustrative purposes, let us re-derive the radix-4 decimation-in-frequency algorithm by 

breaking the N-point DFT formula into four smaller DFTs. We have 
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From the definition of the twiddle factors, we have 

 

The relation is not an N/4-point DFT because the twiddle factor depends on N and not on N/4. 

To convert it into an N/4-point DFT we subdivede the DFT sequence into four N/4-point 

subsequences, X(4k), X(4k+1), X(4k+2), and X(4k+3), k = 0, 1, ..., N/4. Thus we obtain the 

radix-4 decimation-in frequency DFT as  

 

where we have used the property WN4kn = WknN/4. Note that the input to each N/4-point 

DFT is a linear combination of four signal samples scaled by a twiddle factor. This procedure 

is repeated v times, where v = log4N. 
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FFT in Linear Filtering 

 
A linear filter applies a linear operator to a time-varying input signal. Linear filters are very 

common in electronics and digital signal processing ,but they can also be found in mechanical 

engineering and other technologies. 

They are often used to eliminate unwanted frequencies from an input signal or to select a 

desired frequency among many others. There are a wide range of types of filters and filter 

technologies 

The Discrete Cosine Transform (DCT)  

 
 The discrete cosine transform (DCT) helps separate the image into parts (or spectral sub-

bands) of differing importance (with respect to the image's visual quality). The DCT is similar 

to the discrete Fourier transform: it transforms a signal or image from the spatial domain to 

the frequency domain (Fig 7.8).  

 

DCT Encoding  

The general equation for a 1D (N data items) DCT is defined by the following equation:  

 

and the corresponding inverse 1D DCT transform is simple F-1(u), i.e.:  

where  

 

The general equation for a 2D (N by M image) DCT is defined by the following equation:  

 

and the corresponding inverse 2D DCT transform is simple F-1(u,v), i.e.:  
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where  

 

The basic operation of the DCT is as follows:  

 The input image is N by M;  

 f(i,j) is the intensity of the pixel in row i and column j;  

 F(u,v) is the DCT coefficient in row k1 and column k2 of the DCT matrix.  

 For most images, much of the signal energy lies at low frequencies; these appear in the 

upper left corner of the DCT.  

 Compression is achieved since the lower right values represent higher frequencies, and are 

often small - small enough to be neglected with little visible distortion.  

 The DCT input is an 8 by 8 array of integers. This array contains each pixel's gray scale 

level;  

 8 bit pixels have levels from 0 to 255.  

 Therefore an 8 point DCT would be:  

where  
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UNIT III IIR FILTER DESIGN 
 

Structures of IIR 
 

Filters can be drawn as diagrams: 

 

 

 

This particular diagram is called the direct form 1 because the diagram can be drawn directly 

from the filter equation.  

The filter diagram can show what hardware elements will be required when implementing the 

filter: 

 

The left hand side of the diagram shows the direct path, involving previous inputs: the right 

hand side shows the feedback path, operating upon previous outputs. 

The filter diagram for direct form 1 can be drawn direct from the filter equation: 
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he block diagram is in two halves: and since the results from each half are simply added 

together it does not matter in which order they are calculated. So the order of the halves can 

be swapped: 

 
Now, note that the result after each delay is the same for both branches. So the delays down 

the centre can be combined: 

 

This is called direct form 2. Its advantage is that it needs less delay elements. And since delay 

elements require hardware (for example, processor registers) the direct form 2 requires less 

hardware and so is more efficient than direct form I. 

direct form 2 is also called canonic, which simply means 'having the minimum number of 

delay elements'. 

The transposition theorem says that if we take a filter diagram and reverse all the elements - 

swapping the order of execution for every element, and reversing the direction of all the flow 

arrows - then the result is the same: 

 if everything is turned back to front, it all works just the same 

This means that the direct form 1 diagram can be obtained by transposition of the direct form 

2 diagram: 
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For this reason, direct form 1 is often called transposed direct form 2. 

Don't ask me why these terms seem to be as confusing as they possibly could be - I didn't 

make them up. I imagine mathematicians sit around at coffee break and come up with new 

ways to spread despondency amongst us lesser mortals. Here are the two main sources of 

confusion: 

direct form 1 - so called because it can be drawn direct from the filter equation 

direct form 2 - so called because it can be derived by changing the diagram of direct form 1 

transposed - so called because it is obtained by transposition of direct form 2 - but really, this 

is just direct form 1 

canonic - so called because it has the minimum number of delay elements - but really, it is 

just direct form 2 

because IIR filters are very sensitive to quantisationerrors, they are usually implemented as 

second order sections. 

The parallel form is simple: 

 

The outputs from each second order section are simply added together. 
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If scaling is required, this is done separately for each section. It is possible to scale each section 

appropriately, and by a different scale factor, to minimise quantisation error. In this case 

another extra multiplier is required for each section, to scale the individual section outputs 

back to the same common scale factor before adding them. 

The order in which parallel sections are calculated does not matter, since the outputs are 

simply added together at the end. 

In the cascade form, the output of one section forms the input to the next:  

 

Mathematically, it does not matter in which order the sections are placed - the result will be 

the same. This assumes that there are no errors. In practice, the propagation of errors is crucial 

to the success of an IIR filter so the order of the sections in the cascade form is vital. 

Discrete time IIR filter from analog filter  

IIR filter design by Impulse Invariance, Bilinear transformation, 

Approximation of derivatives 
In many applications of signal processing we want to change the relative amplitudes and 

frequency contents of a signal. This process is generally referred to as filtering. Since the 

Fourier transform of the output is product of input Fourier transform and frequency response 

of the system, we have to use appropriate frequency response.  

  Ideal frequency selective filters  

An ideal frequency reflective filter passes complex exponential signal. for a given set of 

frequencies and completely rejects the others. Figure (9.1) shows frequency response for ideal 

low pass filter (LPF), ideal high pass filter (HPF), ideal bandpass filter (BPF) and ideal 

backstop filter (BSF).  
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Fig 9.1  

The ideal filters have a frequency response that is real and non-negative, in other words, has 

a zero phase characteristics. A linear phase characteristics introduces a time shift and this 

causes no distortion in the shape of the signal in the passband.  

Since the Fourier transfer of a stable impulse response is continuous function of , can not 

get a stable ideal filter.  

Filter specification  
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Since the frequency response of the realizable filter should be a continuous function, the 

magnitude response of a lowpass filter is specified with some acceptable tolerance. Moreover, 

a transition band is specified between the passband and stop band to permit the magnitude to 

drop off smoothly. Figure (9.2) illustrates this  

   

 
Fig 9.2  

  

In the passband magnitude the frequency response is within of unity  

 

In the stopband  
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The frequencies and are respectively, called the passband edge frequency and the 

stopband edge frequency. The limits on tolerances and are called the peak ripple value. 

Often the specifications of digital filter are given in terms of the loss function 

, in dB. The loss specification of digital filter are  

         

 

Some times the maximum value in the passband is assumed to be unity and the maximum 

passband deviation, denoted as is given the minimum value of the magnitude in 

passband. The maximum stopband magnitude is denoted by. The quantity   is given by  

       

These are illustrated in Fig(9.3)  

 
Fig 9.3  
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If the phase response is not specified, one prefers to use IIR digital filter. In case of an IIR 

filter design, the most common practice is to convert the digital filter specifications to analog 

low pass prototype filter specifications, to determine the analog low pass transfer function 

meeting these specifications, and then to transform it into desired digital filter transfer 

function. This methods is used for the following reasons:  

1. Analog filter approximation techniques are highly advanced.  

2. They usually yield closed form solutions.  

3. Extensive tables are available for analog-design.  

4. Many applications require the digital solutions of analog filters.  

The transformations generally have two properties (1) the imaginary axis of the s-plane maps 

into unit circle of the z-plane and (2) a stable continuous time filter is transformed to a stable 

discrete time filter.  

 Filter design by impulse invariance  

In the impulse variance design procedure the impulse response of the impulse response 

of the discrete time system is proportional to equally spaced samples of the continues time 

filter, i.e.,  

 

where Td represents a sampling interval, since the specifications of the filter are given in 

discrete time domain, it turns out that Td has no role to play in design of the filter. From the 

sampling theorem we know that the frequency response of the discrete time filter is given by  

 

Since any practical continuous time filter is not strictly bandlimited there issome aliasing. 

However, if the continuous time filter approaches zero at high frequencies, the aliasing may 

be negligible. Then the frequency response of the discrete time filter is  
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We first convert digital filter specifications to continuous time filter specifications. Neglecting 

aliasing, we get specification by applying the relation  

                                                                                                                                     (9.2)  

where is transferred to the designed filter H(z), we again use equation (9.2) and the 

parameter Td cancels out.  

Let us assume that the poles of the continuous time filter are simple, then  

                                                                

The corresponding impulse response is  

 

Then  

                         

The system function for this is  
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We see that a pole at in the s-plane is transformed to a pole at   Td in the z-

plane. If the continuous time filter is stable, that is , then the magnitude of 

will be less than 1, so the pole will be inside unit circle. Thus the causal discrete time filter is 

stable. The mapping of zeros is not so straight forward.  

 Example:  

Design a lowpass IIR digital filter H(z) with maximally flat magnitude characteristics. The 

passband edge frequency is with a passband ripple not exceeding 0.5dB. The 

minimum stopband attenuation at the stopband edge frequency of   is 15 dB.  

We assume that no aliasing occurs. Taking , the analog filter has 

, the passband ripple is 0.5dB, and minimum stopped attenuation is 

15dB. For maximally flat frequency response we choose Butterworth filter characteristics. 

From passband ripple of 0.5 dB we get  

 

 

at passband edge.  

From this we get  

From minimum stopband attenuation of 15 dB we get  

 

at stopped edge  
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The inverse discrimination ratio is given by  

 

and inverse transition ratio is given by  

 

               

Since N must be integer we get N=4. By we get  

The normalized Butterworth transfer function of order 4 is given by  

 

           

This is for normalized frequency of 1 rad/s. Replace s by to get , from this we get  

 

Bilinear Transformation  

This technique avoids the problem of aliasing by mapping axis in the s-plane to one 

revaluation of the unit circle in the z-plane.  

If is the continues time transfer function the discrete time transfer function is detained 

by replacing s with  

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



                                                                                                                                   (9.3)  

Rearranging terms in equation (9.3) we obtain.  

 

Substituting , we get  

 

If , it is then magnitude of the real part in denominator is more than that of the numerator 

and so. Similarly if , than for all. Thus poles in the left half of the s-plane will get 

mapped to the poles inside the unit circle in z-plane. If then  

 

So, , writing we get  

 

rearranging we get  
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or  

                                                                                                                             (9.5)                  

or  

                                                                                                         (9.6)  

The compression of frequency axis represented by (9.5) is nonlinear. This is illustrated in figure 

9.4.  

 
Fig 9.4  
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Because of the nonlinear compression of the frequency axis, there is considerable phase 

distortion in the bilinear transformation.  

  Example  

We use the specifications given in the previous example. Using equation (9.5) with we get  

           

 

Some frequently used analog filters  

In the previous two examples we have used Butterworth filter. The Butterworth filter of order 

n is described by the magnitude square frequency response of  

 

It has the following properties 

1.  

2.  

3. is monotonically decreasing function of  

4. As n gets larger, approaches an ideal low pass filter  

5. is called maximally flat at origin, since all order derivative exist and they are zero at 
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The poles of a Butterworth filter lie on circle of radius in s-plane.  

There are two types of Chebyshev filters, one containing ripples in the passband (type I) and 

the other containing a ripple in the stopband (type II). A Type I low pass normalizer 

Chebyshev filter has the magnitude squared frequency response.  

 

where is nth order Chebyshev polynomial. We have the relationship  

 

with  

Chebyshev filters have the following properties  

1. The magnitude squared frequency response oscillates between 1 and within the 

passband, the so called equiripple and has a value of at , the normalized 

cut off frequency.  

2. The magnitude response is monotonic outside the passband including transitionand 

stopband.  

3. The poles of the Chebysher filter lie on an ellipse in s-plane.  

An elliptic filter has ripples both in passband and in stopband. The square magnitude 

frequency response is given by  

 

where is Chebyshev rational function of O determined from specified ripple 

characteristics.  
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An nth order Chebyshev filter has sharper cutoff than a Butterworth filter, that is, has a 

narrower transition bandwidth. Elliptic filter provides the smallest transition width.  

 Design of Digital filter using Digital to Digital transformation  

There exists a set of transformation that takes a low pass digital filter and turn into highpass, 

bandpass, bandstop or another lowpass digital filter. These transformations are given in table 

9.1.  

The transformations all take the form of replacing the in by some function 

of.  

Type From  To  Transformation  Design Formula  

Low pass cutoff 

 

Low pass cutoff 

 
 

 

LPF  HPF  

 
 

LPF  BPF  

 

 

 

LPF  BSF  

 

 

 

   

Starting with a set of digital specifications and using the inverse of the design equation given 

in table 9.1, a set of lowpass digital requirements can be established. A LPF digital prototype 

filter is then selected to satisfy these requirements and the proper digital to digital 

transformation is applied to give the desired.  
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  Example  

Using the digital to digital transformation, find the system function for a low-pass digital 

filter that satisfies the following set the requirements (a) monotone stop and passband (b)-3dB 

cutoff frequency of (c) attenuation at and past is at least 15dB.  

Because of monotone requirement, a Butterworth filter is selected. The required n is given by  

 

rounded to 2.  

 

For we get from table 9.1. , From standard tables (or MATLAB) we find 

standard 2 nd order Butterworth filter with cut off and then apply the digital transform to 

get  

 
Filter Design Using Frequency Translation 

High-pass, band-pass and band-reject filters are designed by starting with a low-pass filter, 

and then converting it into the desired response. For this reason, most discussions on filter 

design only give examples of low-pass filters. There are two methods for the low-pass to high-

pass conversion: spectral inversion and spectral reversal. Both are equally useful.  

An example of spectral inversion is shown in 14-5. Figure (a) shows a low-pass filter kernel 

called a windowed-sinc (the topic of Chapter 16). This filter kernel is 51 points in length, 

although many of samples have a value so small that they appear to be zero in this graph. The 

corresponding 
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frequency response is shown in (b), found by adding 13 zeros to the filter kernel and taking a 

64 point FFT. Two things must be done to change the low-pass filter kernel into a high-pass 

filter kernel. First, change the sign of each sample in the filter kernel. Second, add one to the 

sample at the center of symmetry. This results in the high-pass filter kernel shown in (c), with 

the frequency response shown in (d). Spectral inversion flips the frequency response top-for-

bottom, changing the passbands into stopbands, and the stopbands into passbands. In other 

words, it changes a filter from low-pass to high-pass, high-pass to low-pass, band-pass to 

band-reject, or band-reject to band-pass. 

Figure 14-6 shows why this two step modification to the time domain results in an inverted 

frequency spectrum. In (a), the input signal, x[n], is applied to two systems in parallel. One 

of these systems is a low-pass filter, with an impulse response given by h[n]. The other system 

does nothing to the signal, and therefore has an impulse response that is a delta function, δ[n]. 

The overall output, y[n], is equal to the output of the all-pass system minus the output of the 
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low-pass system. Since the low frequency components are subtracted from the original signal, 

only the high frequency components appear in the output. Thus, a high-pass filter is formed. 

This could be performed as a two step operation in a computer program: run the signal through 

a low-pass filter, and then subtract the filtered signal from the original. However, the entire 

operation can be performed in a signal stage by combining the two filter kernels.  

 

Parallel systems with added outputs can be combined into a single stage by adding their 

impulse responses. As shown in (b), the filter kernel for the high-pass filter is given by: δ[n] 

- h[n]. That is, change the sign of all the samples, and then add one to the sample at the center 

of symmetry. 
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For this technique to work, the low-frequency components exiting the low-pass filter must 

have the same phase as the low-frequency components exiting the all-pass system. Otherwise 

a complete subtraction cannot take place. This places two restrictions on the method: (1) the 

original filter kernel must have left-right symmetry (i.e., a zero or linear phase), and (2) the 

impulse must be added at the center of symmetry. 

The second method for low-pass to high-pass conversion, spectral reversal, is illustrated in 

Fig. 14-7. Just as before, the low-pass filter kernel in (a) corresponds to the frequency 

response in (b). The high-pass filter kernel, (c), is formed by changing the sign of every other 

sample in (a). As shown in (d), this flips the frequency domain left-for-right: 0 becomes 0.5 

and 0.5 

 

becomes 0. The cutoff frequency of the example low-pass filter is 0.15, resulting in the cutoff 

frequency of the high-pass filter being 0.35. 

Changing the sign of every other sample is equivalent to multiplying the filter kernel by a 

sinusoid with a frequency of 0.5. As discussed in Chapter 10, this has the effect of shifting 

the frequency domain by 0.5. Look at (b) and imagine the negative frequencies between -0.5 
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and 0 that are of mirror image of the frequencies between 0 and 0.5. The frequencies that 

appear in (d) are the negative frequencies from (b) shifted by 0.5. 

Lastly, Figs. 14-8 and 14-9 show how low-pass and high-pass filter kernels can be combined 

to form band-pass and band-reject filters. In short, adding the filter kernels produces a band-

reject filter, while convolving the filter kernels produces a band-pass filter. These are based 

on the way cascaded and parallel systems are be combined, as discussed in Chapter 7. 

Multiple combination of these techniques can also be used. For instance, a band-pass filter 

can be designed by adding the two filter kernels to form a band-pass filter, and then use 

spectral inversion or spectral reversal as previously described. All these techniques work very 

well with few surprises. 
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UNIT IV FIR FILTER DESIGN   
 

Structures of FIR 

 

The direct-form and transpose-form structures are most commonly used to implement FIR 

filters. For certain special filters, recursive implementations require less computation. Lattice 

and cascade structures are occasionally also used. 

Canonic and Noncanonic  Structures  

 

A digital filter structure is said to be canonic if the number of delays in the block diagram 

representation is equal to the order of the transfer function . Otherwise, it is a noncanonic 

structure 

The transfer function of an FIR filter is defined as follows: 

 

where z is a complex variable, M is the filter order, and h is the set of filter coefficients. 

FIR Direct Form 

For FIR filters, the FIR Direct Form structure is the most straightforward structure from a 

filter transfer function perspective. The following figure represents the FIR Direct Form 

structure. The number of delays equals the filter order. Refer to the Understanding Filter 

Structure Graphs topic for information that helps you read and understand a filter structure 

graph. 
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FIR Direct Form Transposed 

The FIR Direct Form Transposed structure is the alternate direct form implementation for 

FIR filters. The following figure represents the FIR Direct Form Transposed structure. 

 

Both direct form structures contain the same number of delays. However, in the FIR Direct 

Form structure, the word length of the delays equals that of the input signal x[n]. In the FIR 

Direct Form Transposed structure, the word length of the delays equals that of the 

accumulator. In most cases, the word length of the input signal is less than the word length of 

the accumulator. Therefore, the FIR Direct Form structure requires less memory for saving 

internal states than the transposed structure. 

Both direct form structures also contain the same number of multipliers, which equals M+1. 

However, if you perform the multiplications in parallel and then perform summations on the 

multiplication products for both structures, the FIR Direct Form Transposed structure has 

better timing performance because the delays following the adders in this structure can store 

the summation results temporarily for performing the summations in parallel. However, the 

FIR Direct Form structure does not contain delays for the adders so the summations in this 

structure take more time. If you perform the multiplications and additions serially using a loop 
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structure, the FIR Direct Form structure is more efficient because this structure requires less 

memory. 

FIR Symmetric 

Use the FIR Symmetric structures for symmetric linear phase FIR filters, which use the 

symmetry of the filter coefficients to reduce the number of multipliers from M+1 to M/2+1, 

when M is an even number, or (M+1)/2, when M is an odd number. The following figure 

represents the FIR Symmetric structure when the filter order is an even number. 

 

The following figure represents the FIR Symmetric structure when the filter order is an odd 

number. 
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FIR Antisymmetric 

Use the FIR Antisymmetric structure for antisymmetric linear phase FIR filters, which use 

the antisymmetry of the filter coefficients to reduce the number of multipliers from M+1 to 

M/2, when M is an even number, or (M+1)/2, when M is an odd number. The following figure 

represents the FIR Antisymmetric structure when the filter order is an even number. 

 

The following figure represents the FIR Antisymmetric structure when the filter order is an 

odd number. 

 

 

 

Linear phase FIR filter 
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Linear phase is a property of a filter, where the phase response of the filter is a linear function 

of frequency, excluding the possibility of wraps at . In a causal system, perfect linear phase 

can be achieved with a discrete-time FIR filter. Linear phase system has the property of the 

true time delay. 

Since a linear phase (or generalized linear phase) filter has constant group delay, all frequency 

components have equal delay times. That is, there is no distortion due of select frequencies; 

in many applications, this constant group delay is advantageous. By contrast, a filter with non-

linear phase has a group delay that varies with frequency, resulting in phase distortion. 

Some examples of linear and non-linear phase filters are given below. The plots below 

represent the phase response as a function of frequency in radians (w). 
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Filter design using windowing techniques 
 

In signal processing, a window function (also known as an apodization function or tapering 

function[1]) is a mathematical function that is zero-valued outside of some chosen interval. 

For instance, a function that is constant inside the interval and zero elsewhere is called a 

rectangular window, which describes the shape of its graphical representation. When another 

function or a signal (data) is multiplied by a window function, the product is also zero-valued 

outside the interval: all that is left is the part where they overlap; the "view through the 

window". Applications of window functions include spectral analysis, filter design, and 

beamforming. 

A more general definition of window functions does not require them to be identically zero 

outside an interval, as long as the product of the window multiplied by its argument is square 

integrable, that is, that the function goes sufficiently rapidly toward zero.[2] 

In typical applications, the window functions used are non-negative smooth "bell-shaped" 

curves,[3] though rectangle and triangle functions and other functions are sometimes used. 

Windowing 

Windowing of a simple waveform, like causes its Fourier transform to have non-

zero values (commonly called spectral leakage) at frequencies other than ω. It tends to be 

worst (highest) near ω and least at frequencies farthest from ω. 

If there are two sinusoids, with different frequencies, leakage can interfere with the ability to 

distinguish them spectrally. If their frequencies are dissimilar, then the leakage interferes 

when one sinusoid is much smaller in amplitude than the other. That is, its spectral component 

can be hidden by the leakage from the larger component. But when the frequencies are near 

each other, the leakage can be sufficient to interfere even when the sinusoids are equal 

strength; that is, they become unresolvable. 
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The rectangular window has excellent resolution characteristics for signals of comparable 

strength, but it is a poor choice for signals of disparate amplitudes. This characteristic is 

sometimes described as low-dynamic-range. 

At the other extreme of dynamic range are the windows with the poorest resolution. These 

high-dynamic-range low-resolution windows are also poorest in terms of sensitivity; this is, 

if the input waveform contains random noise close to the signal frequency, the response to 

noise, compared to the sinusoid, will be higher than with a higher-resolution window. In other 

words, the ability to find weak sinusoids amidst the noise is diminished by a high-dynamic-

range window. High-dynamic-range windows are probably most often justified in wideband 

applications, where the spectrum being analyzed is expected to contain many different signals 

of various strengths. 

In between the extremes are moderate windows, such as Hamming and Hann. They are 

commonly used in narrowband applications, such as the spectrum of a telephone channel. In 

summary, spectral analysis involves a tradeoff between resolving comparable strength signals 

with similar frequencies and resolving disparate strength signals with dissimilar frequencies. 

That tradeoff occurs when the window function is chosen. 

Filter design 

Windows are sometimes used in the design of digital filters, for example to convert an "ideal" 

impulse response of infinite duration, such as a sinc function, to a finite impulse response 

(FIR) filter design. Window choice considerations are related to those described above for 

spectral analysis, or can alternatively be viewed as a tradeoff between "ringing" and 

frequency-domain sharpness.[4] 

Window examples 

Terminology: 

represents the width, in samples, of a discrete-time window function. Typically it is an 

integer power-of-2, such as 210 = 1024. 
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is an integer, with values 0 ≤ n ≤ N-1. So these are the time-shifted forms of the 

windows:  , where is maximum at n=0.  

Some of these forms have an overall width of N−1, which makes them zero-valued at n=0 

and n=N−1. That sacrifices two data samples for no apparent gain, if the DFT size is N. When 

that happens, an alternative approach is to replace N−1 with N in the formula. 

Each figure label includes the corresponding noise equivalent bandwidth metric (B), in units 

of DFT bins. As a guideline, windows are divided into two groups on the basis of B. One 

group comprises , and the other group comprises . The Gauss and 

Kaiser windows are families that span both groups, though only one or two examples of each 

are shown. 

High- and moderate-resolution windows 

Rectangular window 

 

 
Rectangular window; B=1.00 

 

The rectangular window is sometimes known as a Dirichlet window. It is the simplest 

window, taking a chunk of the signal without any other modification at all, which leads to 

discontinuities at the endpoints (unless the signal happens to be an exact fit for the window 

length, as used in multitone testing, for instance). The first side-lobe is only 13 dB lower than 

the main lobe, with the rest falling off at about 6 dB per octave.  

Hann window 

 

 
Hann window; B = 1.50 
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Main article: Hann function 

[note 1] 

 Note that: 

 

The ends of the cosine just touch zero, so the side-lobes roll off at about 18 dB per octave.  

The Hann and Hamming windows, both of which are in the family known as "raised cosine" 

windows, are respectively named after Julius von Hann and Richard Hamming. The term 

"Hanning window" is sometimes used to refer to the Hann window. 

Hamming window 

 
 

Hamming window; B=1.37 

The "raised cosine" with these particular coefficients was proposed by Richard W. Hamming. 

The window is optimized to minimize the maximum (nearest) side lobe, giving it a height of 

about one-fifth that of the Hann window, a raised cosine with simpler coefficients.  

[note 1] 

 Note that: 

 
Tukey window 
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Tukey window, α=0.5; B=1.22 

 

The Tukey window[10], also known as the tapered cosine window[1], can be regarded as a 

cosine lobe of width that is convolved with a rectangle window of width . At 

α=1 it becomes rectangular, and at α=0 it becomes a Hann window. 

 Cosine window 

 

 
Cosine window; B=1.24 

[note 1] 

 also known as sine window 

 cosine window describes the shape of  

Bartlett–Hann window 

 

 
Bartlett-Hann window; B=1.46 
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Blackman windows 

 

 
Blackman window; α = 0.16; B=1.73 

Blackman windows are defined as:[note 1] 

 

 

By common convention, the unqualified term Blackman window refers to α=0.16. 

Kaiser windows 

 

 
Kaiser window, α =2; B=1.5 

 

 
Kaiser window, α =3; B=1.8 

Main article: Kaiser window 

A simple approximation of the DPSS window using Bessel functions, discovered by Jim 

Kaiser.  

 

where I0 is the zero-th order modified Bessel function of the first kind, and usually α = 3. 

Frequency Sampling Method 
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The frequency sampling method creates a filter based on a desired frequency response. Given 

a matrix of points that define the shape of the frequency response, this method creates a filter 

whose frequency response passes through those points. Frequency sampling places no 

constraints on the behavior of the frequency response between the given points; usually, the 

response ripples in these areas.  

The technique described below is simpler than some other approaches. Herein, it is assumed 

here that the filter length, M, is odd. 

The basic method is to specify the desired magnitude of the frequency response, |Hd(F)|, at a 

set of frequencies Fk = k * dF = k /M. The unit sample response is then found via the inverse 

DFT. The troublesome point with this method is properly setting up the desired magnitude 

|Hd(F)| with even symmetry, and appropriate phase, <Hd(F), (with odd symmetry). These 

requirements are needed to ensure the resulting filter is causal, has a constant delay (linear 

phase shift), and has real coefficients. 

If a zero phase shift was specified for each <Hd(F) then the resulting h(n) would be centered 

at the origin. Hence a minimum delay of g = (M-1)/2 samples is needed to make the filter 

causal. By the time-shift property of the DTFT, this corresponds to multiplication of |Hd(F)| 

by exp(-j*g*2*pi*F). Note the linear phase variation given in the exponential. The derivative 

of Hd with respect to w yields the group delay for the filter, which is the constant, g, (in 

samples). Real coefficients are assured because of the uniform spacing of Fk and because 

symmetric magnitudes are assigned to Hd(Fk) for positive and negative values of Fk. 

Recall that with the method of FIR design by windowing the only inputs were the cutoff 

frequency and the filter length. The resulting error |H(F)| - |Hd(F)| was not known at any given 

frequency. In this technique frequency response will be exact at the specified frequencies, F 

= Fk, but will be unknown at other frequencies. 

General Procedure: 

www.rejinpaul.com

Get useful study materials from www.rejinpaul.com



1) Given |Hd(F)| for 0 <= F < 1. 

2) Select the filter length = M. 

3) Find the frequency spacing, dF, for the sampling of Hd(F): 

dF = 1 / M (cycles / sample) 

Hd(F) will be specified for F = k * dF, with k = 0 , M-1, thus giving samples at 

frequencies across the range of 0 <= F < 1. 

4) Find the group delay for the filter = g = (M-1) / 2. 

5) Setup symmetric |Hd(k)|. Setup <Hd(k) = -g * 2 * pi * dF * k. 

6) Find h(n) = IDFT{ Hd(k) }. This is an M-point IDFT. 

7) Find actual frequency response, H(k) = DFT{ h(n) }. Use a large value of N, 

zero padding h(n) to yield an acceptable frequency resolution. 

8) Assess filter by examining plot of magnitude of frequency response. 

9) Repeat as needed, going to step #2. 

 

Finite word length effects in digital Filters 

 

Finite register lengths and A/D converters cause errors in:- 

  (i)  Input quantisation. 

  (ii) Coefficient (or multiplier)     quantisation 

  (iii) Products of multiplication truncated   or rounded due to machine 

length  

Quantisation 
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• Noise power 

 

 

 

 

 

 Or   

 

Let input signal be sinusoidal of unity amplitude.  Then total signal power  

 If b bits used for binary then  

   so that  

 

• Hence   
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• Consider a simple example of finite precision on the coefficients a,b  of second order 
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Where  

 

 

 bit pattern  
 

 

000  0  0  

001  0.125 0.354 

010  0.25  0.5 

011  0.375 0.611  

100  0.5  0.707 

101 0.625 0.791 

110 0.75 0.866 

111  0.875 0.935 

1.0 1.0 1.0  

 

 

 
 

2b cos2a
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UNIT V APPLICATIONS 
 

Multirate signal processing 
 

Sample rate conversion is the process of converting a (usually digital) signal from one sampling rate to 

another, while changing the information carried by the signal as little as possible. When applied to an 

image, this process is sometimes called image scaling. 

Sample rate conversion is needed because different systems use different sampling rates, for engineering, 

economic, or historical reasons. The physics of sampling merely sets minimum sampling rate (an analog 

signal can be sampled at any rate above twice the highest frequency contained in the signal, see Nyquist 

frequency), and so other factors determine the actual rates used. For example, different audio systems use 

different rates of 44.1, 48, and 96 kHz. As another example, American television, European television, and 

movies all use different numbers of frames per second. Users would like to transfer source material between 

these systems. Just replaying the existing data at the new rate will not normally work — it introduces large 

changes in pitch (for audio) and movement as well (for video), plus it cannot be done in real time. Hence 

sample rate conversion is required. 

Two basic approaches are: 

 Convert to analog, then re-sample at the new rate.  

 Digital signal processing – compute the values of the new samples from the old samples.  

Modern systems almost all use the latter since this method introduces less noise and distortion. Though the 

calculations needed can be quite complex, they are entirely practical given today’s modern processing 

power. 

In signal processing, downsampling (or "subsampling") is the process of reducing the sampling rate of a 

signal. This is usually done to reduce the data rate or the size of the data. 

The downsampling factor (commonly denoted by M) is usually an integer or a rational fraction greater than 

unity. This factor multiplies the sampling time or, equivalently, divides the sampling rate. For example, if 

compact disc audio at 44,100Hz is downsampled to 22,050Hz before broadcasting over FM radio, the bit 

rate is reduced in half, from 1,411,200 bit/s to 705,600 bit/s, assuming that each sample retains its size of 

16 bits. The audio was therefore downsampled by a factor of 2. 

Downsampling process 

Consider a discrete signal f(k) on a radian frequency digital frequency range. 
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Downsampling by integer factor 

Let M denote the downsampling factor. 

1. Filter the signal to ensure that the sampling theorem is satisfied. This filter should, theoretically, 

be the sinc filter with frequency cutoff at . Let the filtered signal be denoted g(k). 

2. Reduce the data by picking out every Mth sample: h(k) = g(Mk). Data rate reduction occurs in this 

step. 

The first step calls for the use of a perfect low-pass filter, which is not implementable for real-time signals. 

When choosing a realizable low-pass filter this will have to be considered along with the aliasing effects it 

will have. Realizable low-pass filters have a "skirt", where the response diminishes from near unity to near 

zero. So in practice the cutoff frequency is placed far enough below the theoretical cutoff that the filter's 

skirt is contained below the theoretical cutoff. 

Downsampling by rational fraction 

Let M/L denote the downsampling factor. 

1. Upsample by a factor of L 

2. Downsample by a factor of M 

Note that a proper upsampling design requires an interpolation filter after increasing the data rate and that 

a proper downsampling design requires a filter before eliminating some samples. These two low-pass filters 

can be combined into a single filter. 

Also note that these two steps are generally not reversible. Downsampling results in a loss of data and, if 

performed first, could result in data loss if there is any data filtered out by the downsampler's low-pass 

filter. Since both interpolation and anti-aliasing filters are low-pass filters, the filter with the smallest 

bandwidth is more restrictive and can therefore be used in place of both filters. Since the rational fraction 

M/L is greater than unity then L < M and the single low-pass filter should have cutoff at π / M. 

Upsampling 

Upsampling is the process of increasing the sampling rate of a signal. For instance, upsampling raster 

images such as photographs means increasing the resolution of the image. 
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The upsampling factor (commonly denoted by L) is usually an integer or a rational fraction greater than 

unity. This factor multiplies the sampling rate or, equivalently, divides the sampling period. For example, 

if compact disc audio is upsampled by a factor of 5/4 then the resulting sampling rate goes from 44,100 Hz 

to 55,125 Hz. 

Upsampling process 

Consider a discrete signal f(k) on a radian frequency digital frequency range. 

Upsampling by integer factor 

Let L denote the upsampling factor. 

1. Add L-1 zeros between each sample in f(k). Or, equivalently define  

 

2. Filter with a low-pass filter which, theoretically, should be the sinc filter with frequency cut off at   

The second step calls for the use of a perfect low-pass filter, which is not implementable. When choosing 

a realizable low-pass filter this will have to be considered and it will have aliasing effects. These aliases 

can be removed to a reasonable extent by a finite impulse response low pass filter. The presence of zeros 

in the sequence which is passed through the filter can be used to reduce the complexity of the filter 

implementation. The original filter can be split to L subfilters and the output of each of these subfilters is 

sequentially tapped to obtain the filtered output sequence. 

 Upsampling by rational fraction 

Let L/M denote the upsampling factor. 

1. Upsample by a factor of L 

2. Downsample by a factor of M 

Note that upsampling requires an interpolation filter after increasing the data rate and that downsampling 

requires a filter before decimation. These two filters can be combined into a single filter. Since both 

interpolation and anti-aliasing filters are low-pass filters, the filter with the smallest bandwidth is more 
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restrictive and, thus, can be used in place of both filters. Since the rational fraction L/M is greater than 

unity when M < L and the single low-pass filter should have cutoff at 1 / 2L cycles per output sample, the 

Nyquist frequency of the input sample rate. 

 

Speech compression 

Speech compression may mean different things: 

 Speech encoding refers to compression for transmission or storage, possibly to an unintelligible 

state, with decompression used prior to playback.  

 Time-compressed speech refers to voice compression for immediate playback, without any 

decompression (so that the final speech sounds faster to the listener).  

 The aim of speech compression is to produce a compact representation of speech sounds such that 

when reconstructed it is perceived to be close to the original. The two main measures of closeness 

are intelligibility and naturalness.  

 The standard reference point is toll quality speech, this is the same as what would be expected over 

a telephone line, for example, speech coded at 8 kHz using 8 bit ulaw coding and a maximum 

frequency of about 3.3 kHz. This is a bit rate of 64 kbps, and as such represents a compressed form 

over (say) 16 bit, 16 kHz speech which is the standard in speech recognition work. 

 ulaw coding does not exploit the (normally large) sample to sample correlations found in speech. 

ADPCM is the next family of speech coding techniques, and does exploit this redundancy by using 

a simple linear filter to predict the next sample of speech. The resulting prediction error is typically 

quantised to 4 bits thus giving a bit rate of 32 kbps (see, for example, the software in Q3.3: 32 kbps 

ADPCM, G.711/721/723 Compression, shorten). The advantages of ADPCM are that is simple to 

implement and has very low delay.  

 To obtain more compression specific properties of the speech signal must be modelling. The main 

assumption is known as the source filter model of speech production. This assumes that a source 

(voicing or fricative excitation) is passed through a filter (the vocal tract response) to produce the 

speech. The simplest implementation of this is known as a LPC synthesiser (e.g. LPC10e). At every 

frame the speech is analysed to compute the filter coefficients, the energy of the excitation, a voicing 

decision, and a pitch value if voiced. At the decoder a regular set of pulses for voiced speech or 
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white noise for unvoiced speech is passed through the linear filter and multiplied by the gain to 

produce the speech. This is a very efficient system and typically produces speech coded at 1200-

2400bps. With clever acoustic vector prediction this can be reduced to 300-600bps. The 

disadvantages are a loss of naturalness over most of the speech and occasionally a loss of 

intelligibility.  

 The CELP family of coders compensates for the lack of quality of the simple LPC model by using 

more information in the excitation. Each of a set of codebook of excitation vectors is tried and the 

index of the one that best matches the original speech is transmitted. This results in an increase in 

the bit rate to typically 4800-9600bps. Most speech coding research is currently directed towards 

CELP coders. (See, for example, CELP 3.2a, a TMS implementation, a G.728 LD-CELP vocoder, 

and the L&H implementation. 

Adaptive filter 
 

An adaptive filter is a filter that self-adjusts its transfer function according to an optimizing algorithm. 

Because of the complexity of the optimizing algorithms, most adaptive filters are digital filters that perform 

digital signal processing and adapt their performance based on the input signal. By way of contrast, a non-

adaptive filter has static filter coefficients (which collectively form the transfer function). 

For some applications, adaptive coefficients are required since some parameters of the desired processing 

operation (for instance, the properties of some noise signal) are not known in advance. In these situations 

it is common to employ an adaptive filter, which uses feedback to refine the values of the filter coefficients 

and hence its frequency response. 

Generally speaking, the adapting process involves the use of a cost function, which is a criterion for 

optimum performance of the filter (for example, minimizing the noise component of the input), to feed an 

algorithm, which determines how to modify the filter coefficients to minimize the cost on the next iteration. 

As the power of digital signal processors has increased, adaptive filters have become much more common 

and are now routinely used in devices such as mobile phones and other communication devices, camcorders 

and digital cameras, and medical monitoring equipment. 

Example 

Suppose a hospital is recording a heart beat (an ECG), which is being corrupted by a 50 Hz noise (the 

frequency coming from the power supply in many countries). 
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One way to remove the noise is to filter the signal with a notch filter at 50 Hz. However, due to slight 

variations in the power supply to the hospital, the exact frequency of the power supply might 

(hypothetically) wander between 47 Hz and 53 Hz. A static filter would need to remove all the frequencies 

between 47 and 53 Hz, which could excessively degrade the quality of the ECG since the heart beat would 

also likely have frequency components in the rejected range. 

To circumvent this potential loss of information, an adaptive filter could be used. The adaptive filter would 

take input both from the patient and from the power supply directly and would thus be able to track the 

actual frequency of the noise as it fluctuates. Such an adaptive technique generally allows for a filter with 

a smaller rejection range, which means, in our case, that the quality of the output signal is more accurate 

for medical diagnoses. 

 Block diagram 
The block diagram, shown in the following figure, serves as a foundation for particular adaptive filter 

realisations, such as Least Mean Squares (LMS) and Recursive Least Squares (RLS). The idea behind the 

block diagram is that a variable filter extracts an estimate of the desired signal. 

 

To start the discussion of the block diagram we take the following assumptions: 

 The input signal is the sum of a desired signal d(n) and interfering noise v(n) 

x(n) = d(n) + v(n) 

 The variable filter has a Finite Impulse Response (FIR) structure. For such structures the impulse 

response is equal to the filter coefficients. The coefficients for a filter of order p are defined as 

. 

 The error signal or cost function is the difference between the desired and the estimated signal 
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The variable filter estimates the desired signal by convolving the input signal with the impulse response. 

In vector notation this is expressed as 

 

where 

 

is an input signal vector. Moreover, the variable filter updates the filter coefficients at every time instant 

 

where  is a correction factor for the filter coefficients. The adaptive algorithm generates this 

correction factor based on the input and error signals. LMS and RLS define two different coefficient 

update algorithms. 

Applications of adaptive filters 

 Noise cancellation 

 Signal prediction 

 Adaptive feedback cancellation 

 Echo cancellation 

Musical sound processing 
iTunes includes sound processing features, such as equalization, "sound enhancement" and crossfade. 

There is also a feature called "Sound Check" which automatically adjusts the playback volume of all songs 

in the library to the same level; this is usually called volume leveling or audio normalization. Like "sound 

enhancement", this can be turned on in the 'Playback' section of iTunes' preferences. 

Equalization,  or EQ is the process of using passive or active electronic elements or digital algorithms for 

the purpose of altering (originally flattening) the frequency response characteristics of a system.[1] 

The term generally implies amplitude correction or modification relative to frequency, but any frequency-

dependent response characteristic can be equalized. Phase and time-delay methods can be used in 

equalization. There is also spatial directivity equalization 

Audio normalization is the process of uniformly increasing (or decreasing) the amplitude of an entire audio 

signal so that the resulting peak amplitude matches a desired target (the norm). 
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Specifically, normalization applies a constant amount of gain to the selected region of the recording to 

bring the highest peak to a target level, usually -0.3 dB, to allow for addition of two channels without 

exceeding 0.0 dBFS, or 100% (0 dB)[citation needed]. This differs from dynamics compression, which 

applies varying levels of gain over a recording to fit the level within a minimum and maximum range. 

Normalization applies the same amount of gain across the selected region of the recording so that the 

relative dynamics (and signal to noise ratio) are unchanged. 

Normalization is often used when remastering audio tapes for CD production[citation needed], in order to 

maximize the signal level while not changing the signal to noise ratio. It is often combined with dynamic 

range compression and hard limiting to increase the apparent volume of a CD. It is typically applied along 

with other audio and digital processing, such as dithering. 

Normalization is commonly amongst the functions provided by a Digital audio workstation. 

Normalization is different than Replay Gain in that it only searches for the highest peak, it does not account 

for the apparent loudness of the content. As such, normalization is generally used in order to prevent 

clipping, in the mastering stage of a recording, and replay gain is used to provide a similar volume level 

between different audio tracks, usually part of a audio player 

 

Image enhancement 
Enhancing images 

In computer graphics, the process of improving the quality of a digitally stored image by manipulating the 

image with software. It is quite easy, for example, to make an image lighter or darker, or to increase or 

decrease contrast. Advanced photo enhancement software also supports many filters for altering images in 

various ways.[1] Programs specialized for image enhancement are sometimes called image editors. 

Sharpening and softening images 

Graphics programs can be used to both sharpen and blur images in a number of ways, such as unsharp 

masking or deconvolution.[2] Portraits often appear more pleasing when selectively softened (particularly 

the skin and the background) to better make the subject stand out. This can be achieved with a camera by 

using a large aperture, or in the image editor by making a selection and then blurring it. Edge enhancement 

is an extremely common technique used to make images appear sharper, although purists frown on the 

result as appearing unnatural. 

Selecting and merging of images 
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Many graphics applications are capable of merging one or more individual images into a single file. The 

orientation and placement of each image can be controlled. 

When selecting a raster image that is not rectangular, it requires separating the edges from the background, 

also known as silhouetting. This is the digital version of cutting out the image. Clipping paths may be used 

to add silhouetted images to vector graphics or page layout files that retain vector data. Alpha compositing, 

allows for soft translucent edges when selecting images. There are a number of ways to silhouette an image 

with soft edges including selecting the image or its background by sampling similar colors, selecting the 

edges by raster tracing, or converting a clipping path to a raster selection. Once the image is selected, it 

may be copied and pasted into another section of the same file, or into a separate file. The selection may 

also be saved in what is known as an alpha channel. 

A popular way to create a composite image like this one is to use transparent layers. The background image 

is used as the bottom layer, and the image with parts to be added are placed in a layer above that. Using an 

image layer mask, all but the parts to be merged are hidden from the layer, giving the impression that these 

parts have been added to the background layer. Performing a merge in this manner preserves all of the pixel 

data on both layers to more easily enable future changes in the new merged image. 

 

Slicing of images 

A more recent tool in digital image editing software is the image slicer. Parts of images for graphical user 

interfaces or web pages are easily sliced, labeled and saved separately from whole images so the parts can 

be handled individually by the display medium. This is useful to allow dynamic swapping via interactivity 

or animating parts of an image in the final presentation. 

Image editors usually have a list of special effects that can create unusual results. Images may be skewed 

and distorted in various ways. Scores of special effects can be applied to an image which include various 

forms of distortion, artistic effects, geometric transforms and texture effects,[3] or combinations thereof.]  

 

Change color depth 
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An example of converting an image from color to grayscale. 

 

It is possible, using software, to change the color depth of images. Common color depths are 2, 4, 16, 256, 

65.5 thousand and 16.7 million colors. The JPEG and PNG image formats are capable of storing 16.7 

million colors (equal to 256 luminance values per color channel). In addition, grayscale images of 8 bits or 

less can be created, usually via conversion and down-sampling from a full color image. 

 

Contrast change and brightening 

 
 

An example of contrast correction. Left side of the image is untouched. 

 

Image editors have provisions to simultaneously change the contrast of images and brighten or darken the 

image. Underexposed images can often be improved by using this feature. Recent advances have allowed 

more intelligent exposure correction whereby only pixels below a particular luminosity threshold are 

brightened, thereby brightening underexposed shadows without affecting the rest of the image. The exact 

transformation that is applied to each color channel can vary from editor to editor. GIMP applies the 

following formula: 
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